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1

Introduction

At first, I didn’t get it. I figured it might turn into a Photoshop plugin one day. One that no self-respecting artist would ever use. But I was wrong. I thought I was seeing a ripple on the ocean’s horizon. Turns out, a tidal wave was forming. In the mid-2010s, at my then-studio in an old Berlin Altbau overlooking Torstrasse, my assistants and I were learning how to see like a machine. We were building a software framework for doing computer vision. We had gotten our hands on some thenpowerful graphics processing units (GPUs), and the system was beginning to fire.

We pointed a webcam out the window. A series of green lines outlined buildings and streets, mapping the urban terrains as if the camera were a guided missile plotting a route to its target. With a few keystrokes the system changed mode and began to draw bounding boxes around cars and pedestrians, reading the license plate of every vehicle that drove by, tracking them like targets in a Predator drone’s crosshairs. More keystrokes. A camera in the studio identified each of our faces, guessing what sorts of moods we were in by analyzing our micro-expressions, and began an automated inventory of studio clutter: books, tables, sculptures, computer monitors, keyboards, drawings, and coffee mugs.

Our software collapsed the visual field into a world of vectors and mathematical abstractions. We could even watch the real-time raw data—an impossibly fast, Matrix-like cascade of scrolling numbers.

2But it could do much more. We could probe the inner workings of algorithms themselves. We could train a facial recognition system on a historical figure like Frantz Fanon or Simone de Beauvoir and watch it generate ghostly images of their faces. The algorithm was showing us the shapes and textures it was looking for when it tried to identify a specific person. We could do the same for objects, revealing what the classifier considered the Platonic forms of apples, stealth bombers, religious altars, sharks, the sun. We could go deeper still, tapping into the hidden layers of neural networks, visualizing the abstract shapes and textures that would maximally activate individual neurons. We could see into a world of invisible images—images that computer algorithms made for themselves in their attempts to translate the world of human visual perception into the quantified world of computers.

Leif Ryge, our lead developer, named the framework “Chair” because using it was like sitting in the captain’s chair of the starship Enterprise—surveying the universe through an array of sensors, scanning for life-forms, identifying unknown 3vessels, communicating with aliens, locking photon torpedoes onto enemy spacecraft, or plotting a jump across the galaxy. In the captain’s chair, the ship’s vast sensorium merges with human perception.


[image: A drawing shows many small circles and thin lines spread across the space. The circles vary in size. The lines extend across the image and connect different areas. The shapes together form a loose structure in the center.]

Looking at the world through Chair was like putting on a pair of glasses to experience an alternative version of reality, or temporarily inhabiting the sensorium—the Umwelt—of a robot, an animal, or an alien. The concept of Umwelt—coined by the early twentieth-century biosemiotician Jakob von Uexküll—describes how the perceptual apparatus of different animals creates a different reality for each of them.1 A dog’s acute sense of smell creates an entirely different reality for it than that of a dolphin, which has no sense of smell at all; the world of a tick is dominated by the scent of butyric acid emanating from the hair follicles of mammals, and a deep sensitivity to temperatures around 37 degrees Celsius (a signal of nourishment in the form of warm blood). The world of an owl monkey, with its monochromatic vision, is completely devoid of color, while a trichromatic human cannot experience the far larger world of colors in the Umwelt of a pentachromatic butterfly.

The Umwelt of a computer vision system is much the same—there are things it can perceive and things it cannot. Computer vision is a collection of lenses and blindfolds. These perceptual limits shape the actions it takes in the world, just as the tick’s Umwelt directs it toward warm, blood-rich skin and the butterfly’s directs it toward ultraviolet blossoms. The Umwelts we build for machines define what they see and shape what they do. And in doing so, they shape us—our institutions, our behaviors, and our sense of reality itself.

It was already clear to me that the advent of computer vision was a historic development in the history of images—easily greater than the invention of perspective and perhaps more significant than the invention of photography. But I did not immediately grasp the significance of an experiment we did one 4day when we attached an image generator to one of the neural networks we had trained. Using a technique Ian Goodfellow and others had just developed at the University of Montreal, we began to use Chair not only to see the world through the eyes of machines but to generate synthetic images of things that had no referent in the real world.

By that time, I’d been creating AI models as art objects: training models to “see” the world through various synthetic sensoria based on psychoanalysis, Baroque allegory, gothic horror, poetry, and literature. These classifiers interpreted everything they saw as if they were in a Freudian dreamworld, or a guest accompanying Virgil through the spheres of Purgatory and Hell. A camera attached to one of those models might see a dinner plate as a UFO, a wooden stool as the Tower of Babel, a spot of spilled milk as a river of slime.

When we connected the image generator to those models, surrealistic images began to evolve: angels with melted wings, one-eyed vampires, dark alleys, raging infernos, a great comet over a twilight horizon, distorted eclipses against a purple sky. These images were omens, harbingers of another historic moment in the history of images—the advent of generative AI. But at that moment, I thought that if image synthesis ever got more convincing, it might end up as a button in Photoshop. I had no idea what those images actually portended. Another great wave in the history of images was getting closer to shore and was on the verge of cresting.

Over the last decade or so, we have witnessed two great upheavals in the history of images and seeing. Computer vision, an idea that goes back many decades, now works well enough, and has become inexpensive enough, to have made its way into the fabric of everyday life. There are now more cameras on planet Earth than there are human beings, and a huge number of those cameras not only record the photons stimulating their sensors but actively interpret the images they see. We have quickly outsourced much of the labor of seeing to machines, 5embedding computer vision into systems that once required human eyes, and countless others that never did.
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The second upheaval, generative AI, arrived just a few years later: the ability to conjure synthetic images, videos, texts, and voices from a simple prompt. We are only beginning to come to terms with the consequences of this for labor, politics, culture, and our relationship to reality itself. Not only has the advent of generative media enabled the creation of any number of images in any style at any scale; it has burrowed through unconscious distinctions between perception and reality and placed explosive charges onto the cognitive scaffolding of a shared world.

This book is a collection of essays written from the perspective of an observer on the front lines of these revolutions in the nature of images and seeing. As I started to understand the inner workings of computer vision systems, I realized that our traditional theoretical tools for understanding images were highly misleading when applied to the world of machine seeing. Semiotic theory comes up short when a classifier pointed at 6Velázquez’s Las Meninas describes the scene as “a group of people with children and a dog.” Ideology critique only gets you so far when applied to the recursive deepfakes of Donald Trump serving fries at a McDonalds that were then actualized when the presidential candidate staged a photo shoot at a fastfood restaurant, creating “real” photos resembling deepfakes that became fodder for yet another round of slop.

In my thinking about the world of automated imageinterpretation and image-making, I’ve found it useful to move away from the concept of representation and toward the concept of activation. Instead of asking what these technologies say about the world, I want to ask what they do.

In the sphere of industry, computer vision systems activate functions in logistics and quality control. In the world of labor, they activate automated circuits involved with hiring and human resources, employee discipline, and time management. In the area of policing, they activate surveillance and control networks through facial recognition, license plate reading, automated contraband detection, and predictive enforcement. In military domains, they automate strategic and tactical reconnaissance, target planning and acquisition, and even the firing of weapons.

But these activations extend from the world of industry, policing, and warfare to the world of cognition itself. Recommendation algorithms and personalized generative media serve as neural triggers to manipulate emotions and perceptions. They incorporate techniques pioneered by magicians, military psyops specialists, and public relations gurus into powerful feedback loops to deploy, A/B test, refine, and redeploy media designed to present us with a sensory experience optimized to compel attention and stimulate action.

Image activations are not new; they have existed throughout all known human history and across every culture, and they are a dominant theme in the world of premodern visual culture. Ancient Babylonians crafted Lamashtu amulets—plaques 7designed to ward off the Mesopotamian demon Lamashtu, who thrived off the blood of infants. Hindu yantras—complex drawings consisting of interlocking circles, triangles, and other shapes dating back more than 10,000 years—focused meditation, facilitated worship, and conferred protection upon their users. The Greater Key of Solomon, a magical tome from Renaissance Italy, contained detailed instructions on how to draw sigils to summon and influence spirits and demons, to make oneself invisible, to find stolen items, or to find love. The eye-shaped blue glass naẓar amulets, ubiquitous in contemporary Turkey and across the Middle East, protect against the “evil eye.” (They even have their own emoji: Unicode character U+1F9FF). These images, often paired with ritual instructions, are meant not to represent the world but to act upon it—to activate forces, ward off threats, and bend reality to human will.

The world of nonrepresentational images activating technical circuits has been theorized by thinkers such as Vilém Flusser and Paul Virilio, and most importantly by the filmmaker Harun Farocki, whose concept of “operational images” he describes 8as “images that do not represent an object, but rather are part of an operation.”2 Influenced by the arrival of new weapons and technologies during the First Gulf War—from Global Positioning Systems to “smart bombs”—these theorists detected a shift in the world of images. They glimpsed a universe of images made by machines for other machines, not to represent something in a conventionally semiotic way so much as to act as part of a technical circuit: calculating a trajectory, firing a missile, or navigating a robot.


[image: A circular symbol with letters B A T E around a central figure.]
Long Description for Figure
The circular symbol has two rings. The outer ring contains the letters B, A, T, and E placed around the circle. Inside the circle is a central figure with a vertical shape and two side shapes that extend outward. Two lines extend downward to small circles at the ends.




The essays in this book explore an emerging visual culture characterized not only by images that are ever present, yet often invisible in their function as part of technical operations, but also by images that emerge from neurological theories and experiments on human perception—visual technologies that understand human perception and cognition itself as a technical circuit. To make sense of a visual culture that includes not only smart bombs and automated surveillance systems but photograph-like memes of Balenciaga-clad popes and presidents in papal garb, we must widen the theoretical vocabulary we use to understand what images are and what they do.

To do this, we will explore the image-worlds of computer science, AI, semiotics, and political economy before pivoting into the realm of high strangeness: neuroscience, stage magic, chaos magick, UFOs, psyops, electronic warfare, CIA mind-control experiments, and Old Testament cosmologies. When it comes to understanding the origins and emergence of a post-AI visual culture, it may be that we have the most to learn from the Weird.

The essays collected here were written over nearly a decade, each as a stand-alone work. As a consequence, there can be a bit of conceptual and thematic overlap from one chapter to the next. Nonetheless, each chapter has a distinct and unique focus.

The first chapter, “Invisible Images (Your Pictures Are Looking at You),” was originally published in 2016 as a piece for The New Inquiry alongside an exhibition at Metro Pictures 9Gallery entitled “A Study of Invisible Images.” (Given the fact that the essay is a decade old, some of the specific examples are quite dated.) The essay sketches out some ideas I believed were going to become increasingly urgent as computer vision and AI imaging technologies became more and more widespread. I explore the paradox of “invisible images”—postulating that the vast majority of the world’s images have become a means for technical systems to communicate with one another, remaining largely invisible to human eyes. I call for the importance of engaging with the politics of training data and for algorithmic opacity in AI systems, and introduce the concept of image activations.

The second and third chapters, both on “Machine Realism,” build upon a talk I gave at the inaugural AI Now conference at MIT in 2017, where I explored the irreconcilability between the “realism” inherent in computer vision systems and the quirkiness of human perception. I argued that computer vision systems only cohere when deployed in the service of propaganda, warfare, surveillance, and industry. In these expanded reflections on the concept, I grapple with what it means to show a classifier Magritte’s painting This Is Not an Apple and watch as it confidently declares, “I’m sorry, Dave, but this is indeed an apple.”

“Neural Activations” expands a short essay written in 2024 for the journal October, where I delved into the history of neurological experiments and theories of visual cognition that inspired early versions of contemporary neural nets. The chapter outlines a neuroscientific history that replaces the concept of “image” with “visual stimulus.” Within this paradigm, images are crafted to function as quasi-hallucinogenic “neural activations,” rather than representations. I ask whether generative AI is inaugurating new metaphysics and new practices of image making that target the mind itself, treating it like a technical system to be modulated and manipulated or an unpatched computer waiting to be hacked.

10“Society of the Psyop” is a three-part essay written for e-flux alongside the exhibitions “You’ve Just Been Fucked by PSYOPS” (Pace Gallery, New York, 2023) and “Cardinals” (Altman Siegel Gallery, San Francisco, 2024). The essay takes a deep dive into the history of technologies and techniques designed to alter reality by manipulating our perceptions of it. The essay looks at military deception operations, novel forms of electronic and cognitive warfare, and various types of magic, as a way to find a vocabulary with which to make sense of a post-AI visual culture—and to grapple with media technologies whose primary goal isn’t to inform us about the world so much as to manipulate our perceptions in pursuit of strategic advantage, political objectives, and extraction of value.

The final chapter, “The Archives of the Future,” inspired in part by public and private conversations with Gideon Jacobs and Jeffrey Kripal, explores premodern anxieties about representational images and asks whether those anxieties are relevant to an image world where I can no longer tell the difference between a “real” photograph and an AI-generated “image in the style of a photograph.” The essay argues that a cognitive “truce” between perception and reality has been broken, leaving us in a visual culture characterized by “superpositions”—where images are simultaneously “true” and “false,” “indexical” and “imaginary”—and warns of authoritarian tendencies seeking to suture them back together.

At stake in all of this is something much greater than our relationship to images—it is our relationship to reality itself. When we build imaging technologies, we are constructing Jakob von Uexküll’s Umwelts not only for machines but for ourselves.

However, there’s a funny thing about Umwelts: They are not like glasses you can choose to put on or take off, a captain’s chair you can choose to sit in or not. For an animal like the bat, reality is echolocation and buzzing insects. For the tick, reality is a darkness interrupted by the scent of mammalian 11flesh. For the neural network, reality is an endless sequence of numbers that periodically form patterns to trigger specific software reactions.

With computer vision and AI, we are building ways of seeing that become so intertwined with our sense of reality that they reach out and reshape the world according to their own logic. The machinic Umwelts we develop don’t remain confined to the silicon architectures from which they arise but reach out to actively sculpt the world into conformity with the visions for which they’ve been optimized.

My hope is that these essays might serve as a different kind of lens, a version of Chair that may help us see the emerging landscape of post-AI visual culture and help us orient ourselves to shifting boundaries between images, perception, and reality itself.12
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1 Invisible Images (Your Pictures Are Looking at You)


i.

Our eyes are fleshy things, and for most of human history our visual culture has also been made of fleshy things. The history of images is a history of pigments and dyes, oils and acrylics, silver nitrate and gelatin—materials that one could use to paint a cave, a church, or a canvas. One could use them to make a photograph, or to print pictures on the pages of a magazine. The advent of screen-based media in the latter half of the twentieth century wasn’t so different: cathode ray tubes and liquid crystal displays emitted light at frequencies our eyes perceive as color, and at densities we perceive as shape.

We’ve gotten pretty good at understanding the vagaries of human vision: the serpentine ways in which images infiltrate and influence culture, their tenuous relationships to everyday life and truth, the means by which they’re harnessed to serve—and resist—power. The theoretical concepts we use to analyze classical visual culture are robust: representation, meaning, spectacle, semiosis, mimesis, and all the rest. For centuries these concepts have helped us to navigate the workings of classical visual culture.

But over the last decade or so, something dramatic has happened. Visual culture has changed form. It has become detached from human eyes and has become largely invisible. Human visual culture has become a special case of vision, an exception to the rule. The overwhelming majority of images 14are now made by machines for other machines, with humans rarely in the loop. The advent of machine-to-machine seeing, though happening right before our eyes, has by and large gone unnoticed—and where this tectonic shift has been identified, it has been poorly understood.


[image: A dark blurred shape sits at the center and fades outward into a lighter background.]

The landscape of invisible images and machine vision is becoming ever more active. Its continued expansion is starting to have profound effects on human life, eclipsing even the rise of mass culture in the mid-twentieth century. Images have begun to intervene in everyday life, their functions changing from representation and mediation to activations, operations, and enforcement. Invisible images are actively watching us, poking and prodding, guiding our movements, inflicting pain and inducing pleasure. But all of this is hard to see.

Cultural theorists have long suspected there was something different about digital images than the visual media of 15yesteryear but have had trouble putting their finger on it. In the 1990s, for example, there was much to-do about the fact that digital images lack an “original.” More recently, the proliferation of images on social media and its implications for intersubjectivity has been a topic of much discussion among cultural theorists and critics. But these concerns still fail to articulate exactly what’s at stake.

One problem is that this analytic mode assumes that humans are looking at images, and that the relationship between human viewers and images is the most important moment to analyze—but it’s exactly this assumption of a human subject that I want to question.

What’s truly revolutionary about the advent of digital images is the fact that they are fundamentally machine-readable: They can only be seen by humans in special circumstances and for short periods of time. A photograph shot with a phone creates a machine-readable file that does not reflect light in such a way as to be perceptible to a human eye. A secondary application, like a software-based photo viewer paired with a liquid crystal display and backlight may create something that a human can look at, but the image only appears to human eyes temporarily before reverting back to its immaterial machine form when the phone is put away or the display is turned off. However, the image doesn’t need to be turned into human-readable form in order for a machine to do something with it. This is fundamentally different than a roll of undeveloped film. Although film, too, must be coaxed by a chemical process into a form visible by human eyes, the undeveloped film negative isn’t readable by a human or machine.

The fact that digital images are fundamentally machine-readable regardless of a human subject has enormous implications. It allows for the automation of vision on an enormous scale and, along with it, the exercise of power on dramatically larger and smaller scales than have ever been possible.

16
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ii.

Our built environments are filled with examples of machine-to-machine seeing apparatuses: automatic license plate readers (ALPRs) mounted on police cars, buildings, bridges, highways, and fleets of private vehicles snap photos of every vehicle entering their frames. ALPR operators like the company Vigilant Solutions collect the locations each car their cameras see, use optical character recognition to store license plate numbers, and create databases used by police, insurance companies, and the like.1 In the consumer sphere, outfits like Euclid Analytics and Real Eyes, among many others, began to install cameras in malls and department stores to track the motion of people through these spaces with software designed to identify who is looking at what for how long, and to track facial expressions to discern the mood and emotional state of the humans they’re 17observing. Advertisements, too, have begun to watch and record people. And in the industrial sector, companies like Microscan provide full-fledged imaging systems designed to flag defects in workmanship or materials, and to oversee packaging, shipping, logistics, and transportation for automotive, pharmaceutical, electronics, and packaging industries. All of these systems are only possible because digital images are machine-readable and do not require a human in the analytic loop.

This invisible visual culture isn’t just confined to industrial operations, law enforcement, and “smart” cities but extends far into what we’d otherwise—and somewhat naively—think of as human-to-human visual culture. I’m referring here to the trillions of images that humans share on digital platforms—ones that at first glance seem to be made by humans for other humans.

On its surface, a platform like Facebook seems analogous to the musty glue-bound photo albums of postwar America. We “share” pictures on the internet and see how many people “like” them and redistribute them. In the old days, people carried around pictures of their children in wallets and purses, showed them to friends and acquaintances, and set up slideshows of family vacations. What could be more human than a desire to show off one’s children? Interfaces designed for digital image-sharing largely parrot these forms, creating “albums” for selfies, baby pictures, cats, and travel photos.

But the analogy is deeply misleading, because something completely different happens when you share a picture on Facebook than when you bore your neighbors with projected slideshows.
OEBPS/xhtml/nav.xhtml
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