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Foreword
The impact of Spark on the world of data science has been startling. It is less than 3 years
since Spark 1.0 was released and yet Spark is already accepted as the omni-competent
kernel of any big data architecture. We adopted Spark as our core technology at Barclays
around this time and this was considered a bold (read ‘rash’) move. Now it is taken as a
given that Spark is your starting point for any big data science project.
As data science has developed both as an activity and as an accepted term, there has been
much talk about the unicorn data scientist. This is the unlikely character who can do both
the maths and the coding. They are apparently hard to find, and harder to keep. My team
likes to think more in terms of three data science competencies: pattern recognition,
distributed computation, and automation. If data science is about exploiting insights from
data in production, then you need to be able to develop applications with these three
competencies in mind from the start. There is no point using a machine learning
methodology that won’t scale with your data, or building an analytical kernel that needs to
be re-coded to be production quality. And so you need either a unicorn or a unicorn-team
(my preference) to do the work.
Spark is your unicorn technology. No other language not only expresses analytical concepts
elegantly but also moves effortlessly from the small scale to big data, and so naturally
facilitates production-ready code as Spark (with the Scala API). We chose Spark because we
could compose a model in a few lines, run the same code on the cluster as we had tried out
on the laptop, and build robust unit-tested JVM applications that we could be confident
would run in business-critical use cases. The combination of functional programming in
Scala with the Spark abstractions is uniquely powerful, and choosing it has been a
significant cause of the success of the team over the last 3 years.
So here's the conundrum. Why are there no books which present Spark in this way,
recognizing that one of the best reasons to work in Spark is its application to production
data science? If you scan the bookshelves (or look at tutorials online) all you will find is toy
models and a review of the Spark APIs and libs. You will find little or nothing about how
Spark fits into the wider architecture, or about how to manage data ETL in a sustainable
way.

I think you will find that the practical approach taken by the authors in this book is
different. Each chapter takes on a new challenge, and each reads as a voyage of discovery
where the outcome was not necessarily known in advance of the exploration. And the value
of doing data science properly is set out clearly from the start. This is one of the first books
on Spark for grown-ups who want to do real data science that will make an impact on their
organisation. I hope you enjoy it.

Harry Powell
Head of Advanced Analytics, Barclays
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Preface
The purpose of data science is to transform the world using data, and this goal is mainly
achieved through disrupting and changing real processes in real industries. To operate at
that level we need to be able to build data science solutions of substance; ones that solve
real problems, and which can run reliably enough for people to trust and act upon.
This book explains how to use Spark to deliver production grade data science solutions that
are innovative, disruptive, and reliable enough to be trusted. Whilst writing this book it was
the authors’ intention to deliver a work that transcends the traditional cookbook style:
providing not just examples of code, but developing the techniques and mind-set that are
needed to explore content like a master; as they say, Content is King! Readers will notice that
the book has a heavy emphasis on news analytics, and occasionally pulls in other datasets
such as Tweets and financial data. This emphasis on news is not an accident; much effort
has been spent on trying to focus on datasets that offer context at a global scale.
The implicit problem that this book is dedicated to is the lack of data offering proper
context around how and why people make decisions. Often, directly accessible data sources
are very focused on problem specifics and, as a consequence, can be very light on broader
datasets offering the behavioral context needed to really understand what’s driving the
decisions that people make.
Considering a simple example where website users’ key information such as age, gender,
location, shopping behavior, purchases and so on are known, we might use this data to
recommend products based on what others “like them” have been buying.
But to be exceptional, more context is required as to why people behave as they do. When
news reports suggest a massive Atlantic hurricane is approaching the Florida coastline, and
could reach the coast in say 36 hours, perhaps we should be recommending products
people might need. Items such as USB enabled battery packs for keeping phones charged,
candles, flashlights, water purifiers, and the like. By understanding the context in which
decisions are being made, we can conduct better science.
Therefore, whilst this book certainly contains useful code and, in many cases, unique
implementations, it further dives deep into the techniques and skills required to truly
master data science; some of which are often overlooked or not considered at all. Drawing
on many years of commercial experience, the authors have leveraged their extensive
knowledge to bring the real, and exciting world of data science to life.

Preface

What this book covers
Chapter 1, The Big Data Science Ecosystem, this chapter is an introduction to an approach

and accompanying ecosystem for achieving success with data at scale. It focuses on the data
science tools and technologies that will be used in later chapters as well as introducing the
environment and how to configure it appropriately. Additionally it explains some of the
non-functional considerations relevant to the overall data architecture and long-term
success.
Chapter 2, Data Acquisition, as a data scientist, one of the most important tasks is to

accurately load data into a data science platform. Rather than having uncontrolled, ad hoc
processes, this chapter explains how a general data ingestion pipeline in Spark can be
constructed that serves as a reusable component across many feeds of input data.
Chapter 3, Input Formats and Schema, this chapter demonstrates how to load data from its

raw format onto different schemas, therefore enabling a variety of different kinds of
downstream analytics to be run over the same data. With this in mind, we will look at the
traditionally well-understood area of data schemas. We will cover key areas of traditional
database modeling and explain how some of these cornerstone principles are still applicable
to Spark today. In addition, whilst honing our Spark skills we will analyze the GDELT data
model and show how to store this large dataset in an efficient and scalable manner.
Chapter 4, Exploratory Data Analysis, a common misconception is that an EDA is only for

discovering the statistical properties of a dataset and providing insights about how it can be
exploited. In practice, this isn’t the full story. A full EDA will extend that idea, and include a
detailed assessment of the “feasibility of using this Data Feed in production.” It requires us
to also understand how we would specify a production grade data loading routine for this
dataset, one that might potentially run in a “lights out mode” for many years. This chapter
offers a rapid method for doing Data Quality assessment using a “data profiling” technique
to accelerate the process.
Chapter 5, Spark for Geographic Analysis, geographic processing is a powerful new use case

for Spark, and this chapter demonstrates how to get started. The aim of this chapter is to
explain how Data Scientists can process geographic data, using Spark, to produce powerful
map based views of very large datasets. We demonstrate how to process spatio-temporal
datasets easily via Spark integrations with Geomesa, which helps turn Spark into a
sophisticated geographic processing engine. The chapter later leverages this spatiotemporal data to apply machine learning with a view to predicting oil prices.

[2]

Preface
Chapter 6, Scraping Link-Based External Data, this chapter aims to explain a common pattern

for enhancing local data with external content found at URLs or over APIs, such as GDELT
and Twitter. We offer a tutorial using the GDELT news index service as a source of news
URLS, demonstrating how to build a web scale News Scanner that scrapes global breaking
news of interest from the internet. We further explain how to use the specialist webscraping component in a way that overcomes the challenges of scale, followed by the
summary of this chapter.
Chapter 7, Building Communities, this chapter aims to address a common use case in data

science and big data. With more and more people interacting together, communicating,
exchanging information, or simply sharing a common interest in different topics, the entire
world can be represented as a Graph. A data scientist must be able to detect communities,
find influencers / top contributors, and detect possible anomalies.
Chapter 8, Building a Recommendation System, if one were to choose an algorithm to

showcase data science to the public, a recommendation system would certainly be in the
frame. Today, recommendation systems are everywhere; the reason for their popularity is
down to their versatility, usefulness and broad applicability. In this chapter, we will
demonstrate how to recommend music content using raw audio signals.
Chapter 9, News Dictionary and Real-Time Tagging System, while a hierarchical data

warehouse stores data in files of folders, a typical Hadoop based system relies on a flat
architecture to store your data. Without a proper data governance or a clear understanding
of what your data is all about, there is an undeniable chance of turning data lakes into
swamps, where an interesting dataset such as GDELT would be nothing more than a folder
containing a vast amount of unstructured text files. In this chapter, we will be describing an
innovative way of labeling incoming GDELT data in a non-supervised way and in near real
time.
Chapter 10, Story De-duplication and Mutation, in this chapter, we de-duplicate and index

the GDELT database into stories, before tracking stories over time and understanding the
links between them, how they may mutate and if they could lead to any subsequent events
in the near future. Core to this chapter is the concept of Simhash to detect near duplicates
and building vectors to reduce dimensionality using Random Indexing.
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Chapter 11, Anomaly Detection and Sentiment Analysis, perhaps the most notable occurrence

of the year 2016 was the tense US presidential election and its eventual outcome: the
election of President Donald Trump, a campaign that will long be remembered; not least for
its unprecedented use of social media and the stirring up of passion among its users, most
of whom made their feelings known through the use of hashtags. In this chapter, instead of
trying to predict the outcome itself, we will aim to detect abnormal tweets during the US
election using a real-time Twitter feed.
Chapter 12, TrendCalculus, long before the concept of “what’s trending” became a popular

topic of study by data scientists, there was an older one that is still not well served by data
science; it is that of Trends. Presently, the analysis of trends, if it can be called that, is
primarily carried out by people “eyeballing” time series charts and offering interpretations.
But what is it that people’s eyes are doing? This chapter describes an implementation in
Apache Spark of a new algorithm for studying trends numerically: TrendCalculus.
Chapter 13, Secure Data, throughout this book we visit many areas of data science, often

straying into those that are not traditionally associated with a data scientist’s core working
knowledge. In this chapter we will visit another of those often overlooked fields, Secure
Data; more specifically, how to protect your data and analytic results at all stages of the
data life cycle. Core to this chapter is the construction of a commercial grade encryption
codec for Spark.
Chapter 14, Scalable Algorithms, in this chapter we learn about why sometimes even basic

algorithms, despite working at small scale, will often fail in “big data”. We’ll see how to
avoid issues when writing Spark jobs that run over massive Datasets and will learn about
the structure of algorithms and how to write custom data science analytics that scale over
petabytes of data. The chapter features areas such as: parallelization strategies, caching,
shuffle strategies, garbage collection optimization and probabilistic models; explaining how
these can help you to get the most out of the Spark paradigm.

What you need for this book
Spark 2.0 is used throughout the book along with Scala 2.11, Maven and Hadoop. This is the
basic environment required, there are many other technologies used which are introduced
in the relevant chapters.
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Who this book is for
We presume that the data scientists reading this book are knowledgeable about data
science, common machine learning methods, and popular data science tools, and have in
the course of their work run proof of concept studies, and built prototypes. We offer a book
that introduces advanced techniques and methods for building data science solutions to this
audience, showing them how to construct commercial grade data products.

Conventions
In this book, you will find a number of text styles that distinguish between different kinds
of information. Here are some examples of these styles and an explanation of their meaning.
Code words in text, database table names, folder names, filenames, file extensions,
pathnames, dummy URLs, user input, and Twitter handles are shown as follows: "The next
lines of code read the link and assign it to the to the BeautifulSoup function."
A block of code is set as follows:
import org.apache.spark.sql.functions._
val rdd = rawDS map GdeltParser.toCaseClass
val ds = rdd.toDS()
// DataFrame-style API
ds.agg(avg("goldstein")).as("goldstein").show()

When we wish to draw your attention to a particular part of a code block, the relevant lines
or items are set in bold:
spark.sql("SELECT V2GCAM FROM GKG LIMIT 5").show
spark.sql("SELECT AVG(GOLDSTEIN) AS GOLDSTEIN FROM GKG WHERE GOLDSTEIN IS
NOT NULL").show()

Any command-line input or output is written as follows:
$ cat 20150218230000.gkg.csv | gawk -F"\t" '{print $4}'
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New terms and important words are shown in bold. Words that you see on the screen, for
example, in menus or dialog boxes, appear in the text like this: "In order to download new
modules, we will go to Files | Settings | Project Name | Project Interpreter."
Warnings or important notes appear in a box like this.

Tips and tricks appear like this.

Reader feedback
Feedback from our readers is always welcome. Let us know what you think about this
book-what you liked or disliked. Reader feedback is important for us as it helps us develop
titles that you will really get the most out of. To send us general feedback, simply email feedback@packtpub.com, and mention the book's title in the subject of your
message. If there is a topic that you have expertise in and you are interested in either
writing or contributing to a book, see our author guide at www.packtpub.com/authors.

Customer support
Now that you are the proud owner of a Packt book, we have a number of things to help you
to get the most from your purchase.

Downloading the example code
You can download the example code files for this book from your account at http://www.p
acktpub.com. If you purchased this book elsewhere, you can visit http://www.packtpub.c
om/supportand register to have the files e-mailed directly to you.
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You can download the code files by following these steps:
1.
2.
3.
4.
5.
6.
7.

Log in or register to our website using your e-mail address and password.
Hover the mouse pointer on the SUPPORT tab at the top.
Click on Code Downloads & Errata.
Enter the name of the book in the Search box.
Select the book for which you're looking to download the code files.
Choose from the drop-down menu where you purchased this book from.
Click on Code Download.

Once the file is downloaded, please make sure that you unzip or extract the folder using the
latest version of:
WinRAR / 7-Zip for Windows
Zipeg / iZip / UnRarX for Mac
7-Zip / PeaZip for Linux
The code bundle for the book is also hosted on GitHub at https://github.com/PacktPubl
ishing/Mastering-Spark-for-Data-Science. We also have other code bundles from our
rich catalog of books and videos available at https://github.com/PacktPublishing/.
Check them out!

Downloading the color images of this book
We also provide you with a PDF file that has color images of the screenshots/diagrams used
in this book. The color images will help you better understand the changes in the output.
You can download this file from https://www.packtpub.com/sites/default/files/down
loads/MasteringSparkforDataScience_ColorImages.pdf.
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Errata
Although we have taken every care to ensure the accuracy of our content, mistakes do
happen. If you find a mistake in one of our books-maybe a mistake in the text or the codewe would be grateful if you could report this to us. By doing so, you can save other readers
from frustration and help us improve subsequent versions of this book. If you find any
errata, please report them by visiting http://www.packtpub.com/submit-errata, selecting
your book, clicking on the Errata Submission Form link, and entering the details of your
errata. Once your errata are verified, your submission will be accepted and the errata will
be uploaded to our website or added to any list of existing errata under the Errata section of
that title.
To view the previously submitted errata, go to

https://www.packtpub.com/books/content/support and enter the name of the book in the

search field. The required information will appear under the Errata section.

Piracy
Piracy of copyrighted material on the Internet is an ongoing problem across all media. At
Packt, we take the protection of our copyright and licenses very seriously. If you come
across any illegal copies of our works in any form on the Internet, please provide us with
the location address or website name immediately so that we can pursue a remedy.
Please contact us at copyright@packtpub.com with a link to the suspected pirated
material.
We appreciate your help in protecting our authors and our ability to bring you valuable
content.

Questions
If you have a problem with any aspect of this book, you can contact us
at questions@packtpub.com, and we will do our best to address the problem.
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The Big Data Science
Ecosystem
As a data scientist, you'll no doubt be very familiar with handling files and processing
perhaps even large amounts of data. However, as I'm sure you will agree, doing anything
more than a simple analysis over a single type of data requires a method of organizing and
cataloguing data so that it can be managed effectively. Indeed, this is the cornerstone of a
great data scientist. As the data volume and complexity increases, a consistent and robust
approach can be the difference between generalized success and over-fitted failure!
This chapter is an introduction to an approach and ecosystem for achieving success with
data at scale. It focuses on the data science tools and technologies. It introduces the
environment, and how to configure it appropriately, but also explains some of the
nonfunctional considerations relevant to the overall data architecture. While there is little
actual data science at this stage, it provides the essential platform to pave the way for
success in the rest of the book.
In this chapter, we will cover the following topics:
Data management responsibilities
Data architecture
Companion tools

The Big Data Science Ecosystem

Introducing the Big Data ecosystem
Data management is of particular importance, especially when the data is in flux; either
constantly changing or being routinely produced and updated. What is needed in these
cases is a way of storing, structuring, and auditing data that allows for the continuous
processing and refinement of models and results.
Here, we describe how to best hold and organize your data to integrate with Apache Spark
and related tools within the context of a data architecture that is broad enough to fit the
everyday requirement.

Data management
Even if, in the medium term, you only intend to play around with a bit of data at home;
then without proper data management, more often than not, efforts will escalate to the
point where it is easy to lose track of where you are and mistakes will happen. Taking the
time to think about the organization of your data, and in particular, its ingestion, is crucial.
There's nothing worse than waiting for a long running analytic to complete, collating the
results and producing a report, only to discover you used the wrong version of data, or data
is incomplete, has missing fields, or even worse you deleted your results!
The bad news is that, despite its importance, data management is an area that is consistently
overlooked in both commercial and non-commercial ventures, with precious few off-theshelf solutions available. The good news is that it is much easier to do great data science
using the fundamental building blocks that this chapter describes.

Data management responsibilities
When we think about data, it is easy to overlook the true extent of the scope of the areas we
need to consider. Indeed, most data “newbies” think about the scope in this way:
1.
2.
3.
4.

Obtain data
Place the data somewhere (anywhere)
Use the data
Throw the data away
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In reality, there are a large number of other considerations, it is our combined responsibility
to determine which ones apply to a given work piece. The following data management
building blocks assist in answering or tracking some important questions about the data:
File integrity

Data integrity

Scheduling

Is the data file complete?
How do you know?
Was it part of a set?
Is the data file correct?
Was it tampered with in transit?
Is the data as expected?
Are all of the fields present?
Is there sufficient metadata?
Is the data quality sufficient?
Has there been any data drift?
Is the data routinely transmitted?
How often does the data arrive?
Was the data received on time?
Can you prove when the data was received?
Does it require acknowledgement?

Schema management
Is the data structured or unstructured?
How should the data be interpreted?
Can the schema be inferred?
Has the data changed over time?
Can the schema be evolved from the previous version?
Version Management
What is the version of the data?
Is the version correct?
How do you handle different versions of the data?
How do you know which version you're using?
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Security

Disposal

Is the data sensitive?
Does it contain personally identifiable information (PII)?
Does it contain personal health information (PHI)?
Does it contain payment card information (PCI)?
How should I protect the data?
Who is entitled to read/write the data?
Does it require
anonymization/sanitization/obfuscation/encryption?
How do we dispose of the data?
When do we dispose of the data?

If, after all that, you are still not convinced, before you go ahead and write that bash script
using the gawk and crontab commands, keep reading and you will soon see that there is a
far quicker, flexible, and safer method that allow you to start small and incrementally create
commercial grade ingestion pipelines!

The right tool for the job
Apache Spark is the emerging de facto standard for scalable data processing. At the time of
writing this book, it is the most active Apache Software Foundation (ASF) project and has
a rich variety of companion tools available. There are new projects appearing every day,
many of which overlap in functionality. So it takes time to learn what they do and decide
whether they are appropriate to use. Unfortunately, there's no quick way around this.
Usually, specific trade-offs must be made on a case-by-case basis; there is rarely a one-sizefits-all solution. Therefore, the reader is encouraged to explore the available tools and
choose wisely!
Various technologies are introduced throughout this book, and the hope is that they will
provide the reader with a taster of some of the more useful and practical ones to a level
where they may start utilizing them in their own projects. And further, we hope to show
that if the code is written carefully, technologies may be interchanged through clever use of
Application Program Interface (APIs) (or high order functions in Spark Scala) even when a
decision is proved to be incorrect.
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Overall architecture
Let's start with a high-level introduction to data architectures: what they do, why they're
useful, when they should be used, and how Apache Spark fits in.

At their most general, modern data architectures have four basic characteristics:
Data Ingestion
Data Lake
Data Science
Data Access
Let's introduce each of these now, so that we can go into more detail in the later chapters.

Data Ingestion
Traditionally, data is ingested under strict rules and formatted according to a
predetermined schema. This process is known as Extract, Transform, Load (ETL), and is
still a very common practice supported by a large array of commercial tools as well as some
open source products.

The ETL approach favors performing up-front checks, which ensure data quality and
schema conformance, in order to simplify follow-on online analytical processing. It is
particularly suited to handling data with a specific set of characteristics, namely, those that
relate to a classical entity-relationship model. However, it is not suitable for all scenarios.
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During the big data revolution, there was a metaphorical explosion of demand for
structured, semi-structured, and unstructured data, leading to the creation of systems that
were required to handle data with a different set of characteristics. These came to be defined
by the phrase, 4 Vs: Volume, Variety, Velocity, and Veracity http://www.ibmbigdatahub.com
/infographic/four-vs-big-data. While traditional ETL methods floundered under this
new burden-because they simply required too much time to process the vast quantities of
data, or were too rigid in the face of change, a different approach emerged. Enter the
schema-on-read paradigm. Here, data is ingested in its original form (or at least very close
to) and the details of normalization, validation, and so on are done at the time of analytical
processing.
This is typically referred to as Extract Load Transform (ELT), a reference to the traditional
approach:

This approach values the delivery of data in a timely fashion, delaying the detailed
processing until it is absolutely required. In this way, a data scientist can gain access to the
data immediately, searching for insight using a range of techniques not available with a
traditional approach.
Although we only provide a high-level overview here, this approach is so important that
throughout the book we will explore further by implementing various schema-on-read
algorithms. We will assume the ELT method for data ingestion, that is to say we encourage
the loading of data at the user's convenience. This may be every n minute, overnight or
during times of low usage. The data can then be checked for integrity, quality, and so forth
by running batch processing jobs offline, again at the user's discretion.
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Data Lake
A data lake is a convenient, ubiquitous store of data. It is useful because it provides a
number of key benefits, primarily:
Reliable storage
Scalable data processing capability
Let's take a brief look at each of these.

Reliable storage
There is a good choice of underlying storage implementations for a data lake, these include
Hadoop Distributed File System (HDFS), MapR-FS, and Amazon AWS S3.
Throughout the book, HDFS will be the assumed storage implementation. Also, in this book
the authors use a distributed Spark setup, deployed on Yet Another Resource Negotiator
(YARN) running inside a Hortonworks HDP environment. Therefore, HDFS is the
technology used, unless otherwise stated. If you are not familiar with any of these
technologies, they are discussed further on in this chapter.
In any case, it's worth knowing that Spark references HDFS locations natively, accesses local
file locations via the prefix file:// and references S3 locations via the prefix s3a://.

Scalable data processing capability
Clearly, Apache Spark will be our data processing platform of choice. In addition, as you
may recall, Spark allows the user to execute code in their preferred environment, be that
local, standalone, YARN or Mesos, by configuring the appropriate cluster manager; in
masterURL. Incidentally, this can be done in any one of the three locations:
Using the --master option when issuing the spark-submit command
Adding the spark.master property in the conf/spark-defaults.conf file
Invoking the setMaster method on the SparkConf object
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If you're not familiar with HDFS, or if you do not have access to a cluster, then you can run
a local Spark instance using the local filesystem, which is useful for testing. However,
beware that there are often bad behaviors that only appear when executing on a cluster. So,
if you're serious about Spark, it's worth investing in a distributed cluster manager why not
try Spark standalone cluster mode, or Amazon AWS EMR? For example, Amazon offers a
number of affordable paths to cloud computing, you can explore the idea of spot instances
at https://aws.amazon.com/ec2/spot/.

Data science platform
A data science platform provides services and APIs that enable effective data science to take
place, including explorative data analysis, machine learning model creation and refinement,
image and audio processing, natural language processing, and text sentiment analysis.
This is the area where Spark really excels and forms the primary focus of the remainder of
this book, exploiting a robust set of native machine learning libraries, unsurpassed parallel
graph processing capabilities and a strong community. Spark provides truly scalable
opportunities for data science.
The remaining chapters will provide insight into each of these areas, including Chapter 6,
Scraping Link-Based External Data, Chapter 7, Building Communities, and Chapter 8, Building
a Recommendation System.

Data Access
Data in a data lake is most frequently accessed by data engineers and scientists using the
Hadoop ecosystem tools, such as Apache Spark, Pig, Hive, Impala, or Drill. However, there
are times when other users, or even other systems, need access to the data and the normal
tools are either too technical or do not meet the demanding expectations of the user in terms
of real-world latency.
In these circumstances, the data often needs to be copied into data marts or index stores so
that it may be exposed to more traditional methods, such as a report or dashboard. This
process, which typically involves creating indexes and restructuring data for low-latency
access, is known as data egress.
Fortunately, Apache Spark has a wide variety of adapters and connectors into traditional
databases, BI tools, and visualization and reporting software. Many of these will be
introduced throughout the book.
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Data technologies
When Hadoop first started, the word Hadoop referred to the combination of HDFS and the
MapReduce processing paradigm, as that was the outline of the original paper
http://research.google.com/archive/mapreduce.html. Since that time, a plethora of
technologies have emerged to complement Hadoop, and with the development of Apache
YARN we now see other processing paradigms emerge such as Spark.
Hadoop is now often used as a colloquialism for the entire big data software stack and so it
would be prudent at this point to define the scope of that stack for this book. The typical
data architecture with a selection of technologies we will visit throughout the book is
detailed as follows:
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The relationship between these technologies is a dense topic as there are complex
interdependencies, for example, Spark depends on GeoMesa, which depends on Accumulo,
which depends on Zookeeper and HDFS! Therefore, in order to manage these relationships,
there are platforms available, such as Cloudera or Hortonworks HDP
http://hortonworks.com/products/sandbox/. These provide consolidated user interfaces
and centralized configuration. The choice of platform is that of the reader, however, it is not
recommended to install a few of the technologies initially and then move to a managed
platform as the version problems encountered will be very complex. Therefore, it is usually
easier to start with a clean machine and make a decision upfront as to which direction to
take.
All of the software we use in this book is platform-agnostic and therefore fits into the
general architecture described earlier. It can be installed independently and it is relatively
straightforward to use with single or multiple server environment without the use of a
managed product.

The role of Apache Spark
In many ways, Apache Spark is the glue that holds these components together. It
increasingly represents the hub of the software stack. It integrates with a wide variety of
components but none of them are hard-wired. Indeed, even the underlying storage
mechanism can be swapped out. Combining this feature with the ability to leverage
different processing frameworks means the original Hadoop technologies effectively
become components, rather than an imposing framework. The logical diagram of our
architecture appears as follows:
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As Spark has gained momentum and wide-scale industry acceptance, many of the original
Hadoop implementations for various components have been refactored for Spark. Thus, to
add further complexity to the picture, there are often several possible ways to
programmatically leverage any particular component; not least the imperative and
declarative versions depending upon whether an API has been ported from the original
Hadoop Java implementation. We have attempted to remain as true as possible to the Spark
ethos throughout the remaining chapters.

Companion tools
Now that we have established a technology stack to use, let's describe each of the
components and explain why they are useful in a Spark environment. This part of the book
is designed as a reference rather than a straight read. If you're familiar with most of the
technologies, then you can refresh your knowledge and continue to the next section,
Chapter 2, Data Acquisition.

Apache HDFS
The Hadoop Distributed File System (HDFS) is a distributed filesystem with built-in
redundancy. It is optimized to work on three or more nodes by default (although one will
work fine and the limit can be increased), which provides the ability to store data in
replicated blocks. So not only is a file split into a number of blocks but three copies of those
blocks exist at any one time. This cleverly provides data redundancy (if one is lost two
others still exist) but also provides data locality. When a distributed job is run against HDFS,
not only will the system attempt to gather all of the blocks required for the data input to
that job, it will also attempt to only use the blocks which are physically close to the server
running that job; so it has the ability to reduce network bandwidth using only the blocks on
its local storage, or those on nodes close to itself. This is achieved in practice by allocating
HDFS physical disks to nodes, and nodes to racks; blocks are written in a node-local, racklocal, and cluster-local method. All instructions to HDFS are passed through a central server
called NameNode, so this provides a possible central point of failure; there are various
methods for providing NameNode redundancy.

[ 19 ]

The Big Data Science Ecosystem

Furthermore, in a multi-tenanted HDFS scenario, where many processes are accessing the
same file at the same time, load balancing can also be achieved through the use of multiple
blocks; for example, if a file takes up one block, this block is replicated three times and,
therefore, potentially can be read from three different physical locations concurrently.
Although this may not seem like a big win, on clusters of hundreds or thousands of nodes
the network IO is often the single most limiting factor to a running job–the authors have
certainly experienced times on multi-thousand node clusters where jobs have had to wait
hours to complete purely because the network bandwidth has been maxed out due to the
large number of other threads calling for data.
If you are running a laptop, require data to be stored locally, or wish to use the hardware
you already have, then HDFS is a good option.

Advantages
The following are the advantages of using HDFS:
Redundancy: Configurable replication of blocks provides tolerance for node and
disk failure
Load balancing: Block replication means the same data can be accessed from
different physical locations
Data locality: Analytics try to access the closest relevant physical block, reducing
network IO.
Data balance: An algorithm is available to re-balance the data blocks as they
become too clustered or fragmented.
Flexible storage: If more space is needed, further disks and nodes can be added;
although this is not a hot process, the cluster will require outage to add these
resources
Additional costs: No third-party costs are involved
Data encryption: Implicit encryption (when turned on)

Disadvantages
The following are the disadvantages:
The NameNode provides for a central point of failure; to mitigate this, there are
secondary and high availability options available
A cluster requires basic administration and potentially some hardware effort
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Installation
To use HDFS, we should decide whether to run Hadoop in a local, pseudo-distributed or
fully-distributed manner; for a single server, pseudo-distributed is useful as analytics
should translate directly from this machine to any Hadoop cluster. In any case, we should
install Hadoop with at least the following components:
NameNode
Secondary NameNode (or High Availability NameNode)
DataNode
Hadoop can be installed via http://hadoop.apache.org/releases.html.
Spark needs to know the location of the Hadoop configuration, specifically the following
files: hdfs-site.xml, core-site.xml. This is then set in the configuration parameter
HADOOP_CONF_DIR in your Spark configuration.
HDFS will then be available natively, so the file hdfs://user/local/dir/text.txt can
be addressed in Spark simply using /user/local/dir/text.txt.

Amazon S3
S3 abstracts away all of the issues related to parallelism, storage restrictions, and security
allowing very large parallel read/write operations along with a great Service Level
Agreement (SLA) for a very small cost. This is perfect if you need to get up and running
quickly, can't store data locally, or don't know what your future storage requirements might
be. It should be recognized that s3n and S3a utilize an object storage model, not file
storage, and therefore there are some compromises:
Eventual consistency is where changes made by one application (creation,
updates, and deletions) will not be visible until some undefined time, although
most AWS regions now support read-after-write consistency.
s3n and s3a utilize nonatomic rename and delete operations; therefore,
renaming or deleting large directories takes time proportional to the number of
entries. However, target files can remain visible to other processes during this
time, and indeed, until the eventual consistency has been resolved.
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S3 can be accessed through command-line tools (s3cmd) via a webpage and via APIs for
most popular languages; it has native integration with Hadoop and Spark through a basic
configuration.

Advantages
The following are the advantages:
Infinite storage capacity
No hardware considerations
Encryption available (user stored keys)
99.9% availability
Redundancy

Disadvantages
The following are the disadvantages:
Cost to store and transfer data
No data locality
Eventual consistency
Relatively high latency

Installation
You can create an AWS account: https://aws.amazon.com/free/. Through this account,
you will have access to S3 and will simply need to create some credentials.
The current S3 standard is s3a; to use it through Spark requires some changes to the Spark
configuration:
spark.hadoop.fs.s3a.impl=org.apache.hadoop.fs.s3a.S3AFileSystem
spark.hadoop.fs.s3a.access.key=MyAccessKeyID
spark.hadoop.fs.s3a.secret.key=MySecretKey

If using HDP, you may also need:
spark.driver.extraClassPath=${HADOOP_HOME}/extlib/hadoop-awscurrentversion.jar:${HADOOP_HOME}/ext/aws-java-sdk-1.7.4.jar
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All S3 files will then be accessible within Spark using the prefix s3a:// to the S3 object
reference:
val rdd = spark.sparkContext.textFile("s3a://user/dir/text.txt")

We can also use the AWS credentials inline assuming that we have set
spark.hadoop.fs.s3a.impl:
spark.sparkContext.textFile("s3a://AccessID:SecretKey@user/dir/file")

However, this method will not accept the forward-slash character / in either of the keys.
This is usually solved by obtaining another key from AWS (keep generating a new one until
there are no forward-slashes present).
We can also browse the objects through the web interface located under the S3 tab in your
AWS account.

Apache Kafka
Apache Kafka is a distributed, message broker written in Scala and available under the
Apache Software Foundation license. The project aims to provide a unified, highthroughput, low-latency platform for handling real-time data feeds. The result is essentially
a massively scalable publish-subscribe message queue, making it highly valuable for
enterprise infrastructures to process streaming data.

Advantages
The following are the advantages:
Publish-subscribe messaging
Fault-tolerant
Guaranteed delivery
Replay messages on failure
Highly-scalable, shared-nothing architecture
Supports back pressure
Low latency
Good Spark-streaming integration
Simple for clients to implement
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Disadvantages
The following are the disadvantages:
At least once semantics – cannot provide exactly-once messaging due to lack of a
transaction manager (as yet)
Requires Zookeeper for operation

Installation
As Kafka is a pub-sub tool, its purpose is to manage messages (publishers) and direct them
to the relevant endpoints (subscribers). This is done using a broker, which is installed when
implementing Kafka. Kafka is available through the Hortonworks HDP platform, or can be
installed independently from this link http://kafka.apache.org/downloads.html.
Kafka uses Zookeeper to manage leadership election (as Kafka can be distributed thus
allowing for redundancy), the quick start guide found in the preceding link can be used to
set up a single node Zookeeper instance, and also provide a client and consumer to publish
and subscribe to topics, which provide the mechanism for message handling.

Apache Parquet
Since the inception of Hadoop, the idea of columnar-based formats (as opposed to row
based) has been gaining increasing support. Parquet has been developed to take advantage
of compressed, efficient columnar data representation and is designed with complex nested
data structures in mind; taking the lead from algorithms discussed in the Apache Dremel
paper http://research.google.com/pubs/pub36632.html. Parquet allows compression
schemes to be specified on a per-column level, and is future-proofed for adding more
encodings as they are implemented. It has also been designed to provide compatibility
throughout the Hadoop ecosystem and, like Avro, stores the data schema with the data
itself.

Advantages
The following are the advantages:
Columnar storage
Highly storage efficient
Per column compression
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Supports predicate pushdown
Supports column pruning
Compatible with other formats, for example, Avro
Read efficient, designed for partial data retrieval

Disadvantages
The following are the disadvantages:
Not good for random access
Potentially computationally intensive for writes

Installation
Parquet is natively available in Spark and can be accessed directly as follows:
val ds = Seq(1, 2, 3, 4, 5).toDS
ds.write.parquet("/data/numbers.parquet")
val fromParquet = spark.read.parquet("/data/numbers.parquet")

Apache Avro
Apache Avro is a data serialization framework originally developed for Hadoop. It uses
JSON for defining data types and protocols (although there is an alternative IDL), and
serializes data in a compact binary format. Avro provides both a serialization format for
persistent data, and a wire format for communication between Hadoop nodes, and from
client programs to the Hadoop services. Another useful feature is its ability to store the data
schema along with the data itself, so any Avro file can always be read without the need for
referencing external sources. Further, Avro supports schema evolution and therefore
backwards compatibility between Avro files written with older schema versions being read
with a newer schema version.

Advantages
The following are the advantages:
Schema evolution
Disk space savings
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Supports schemas in JSON and IDL
Supports many languages
Supports compression

Disadvantages
The following are the disadvantages:
Requires schema to read and write data
Serialization computationally heavy

Installation
As we are using Scala, Spark, and Maven environments in this book, Avro can be imported
as follows:
<dependency>
<groupId>org.apache.avro</groupId>
<artifactId>avro</artifactId>
<version>1.7.7</version>
</dependency>

It is then a matter of creating a schema and producing the Scala code to write data to Avro
using the schema. This is explained in detail in Chapter 3, Input Formats and Schema.

Apache NiFi
Apache NiFi originated from the United States National Security Agency (NSA) where it
was released to open source in 2014 as part of their Technology Transfer Program. NiFi
enables the production of scalable directed graphs of data routing and transformation,
within a simple user interface. It also supports data provenance, a wide range of prebuilt
processors and the ability to build new processors quickly and efficiently. It has
prioritization, tunable delivery tolerances, and back-pressure features included, which
allow the user to tune processors and pipelines for specific requirements, even allowing
flow modification at runtime. All of this adds up to an incredibly flexible tool for building
everything from one-off file download data flows through to enterprise grade ETL
pipelines. It is generally quicker to build a pipeline and download files with NiFi than even
writing a quick bash script, adding in the feature-rich processors used for this and it makes
for a compelling proposition.
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Advantages
The following are the advantages:
Wide range of processors
Hub and spoke architecture
Graphical User Interface (GUI)
Scalable
Simplifies parallel processing
Simplifies thread handling
Allows runtime modifications
Redundancy through clusters

Disadvantages
The following are the disadvantages:
No cross-cutting error handler
Expression language is only partially implemented
Flowfile version management lacking

Installation
Apache NiFi can be installed with Hortonworks and is known as Hortonworks Dataflow. It
is also available as a standalone install from Apache, https://nifi.apache.org/. There is
an introduction to NiFi in Chapter 2, Data Acquisition.

Apache YARN
YARN is the principle component of Hadoop 2.0, which essentially allows Hadoop to plug
in processing paradigms rather than being limited to just the original MapReduce. YARN
consists of three main components: the resource manager, node manager, and application
manager. It is out of the scope of this book to dive into YARN; the main thing to understand
is that if we are running a Hadoop cluster, then our Spark jobs can be executed using YARN
in client mode, as follows:
spark-submit --class package.Class /
--master yarn /
--deploy-mode client [options] <app jar> [app options]

[ 27 ]

The Big Data Science Ecosystem

Advantages
The following are the advantages:
Supports Spark
Supports prioritized scheduling
Supports data locality
Job history archive
Works out of the box with HDP

Disadvantages
The following are the disadvantages:
No CPU resource control
No support for data lineage

Installation
YARN is installed as part of Hadoop; this could either be Hortonworks HDP, Apache
Hadoop, or one of the other vendors. In any case, we should install Hadoop with at least the
following components:
ResourceManager
NodeManager (1 or more)
To ensure that Spark can use YARN, it simply needs to know the location of yarnsite.xml, which is set using the YARN_CONF_DIR parameter in your Spark configuration.

Apache Lucene
Lucene is an indexing and search library tool originally built with Java, but now ported to
several other languages, including Python. Lucene has spawned a number of subprojects in
its time, including Mahout, Nutch, and Tika. These have now become top-level Apache
projects in their own right while Solr has more recently joined as a subproject. Lucene has a
comprehensive capability, but is particularly known for its use in Q&A search engines and
information-retrieval systems.
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Advantages
The following are the advantages:
Highly efficient full-text searches
Scalable
Multilanguage support
Excellent out-of-the-box functionality

Disadvantages
The disadvantage is databases are generally better for relational operations.

Installation
Lucene can be downloaded from https://lucene.apache.org/ if you wish to learn more
and interact with the library directly.
When utilizing Lucene, we only really need to include lucene-core-<version>.jar in
our project. For example, when using Maven:
<dependency>
<groupId>org.apache.lucene</groupId>
<artifactId>lucene-core</artifactId>
<version>6.1.0</version>
</dependency>

Kibana
Kibana is an analytics and visualization platform that also provides charting and streaming
data summarization. It uses Elasticsearch for its data source (which in turn uses Lucene)
and can therefore leverage very powerful search and indexing capabilities at scale. Kibana
can be used to visualize data in many different ways, including bar charts, histograms, and
maps. We have mentioned Kibana briefly towards the end of this chapter and it will be
used extensively throughout this book.
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Advantages
The following are the advantages:
Visualize data at scale
Intuitive interface to quickly develop dashboards

Disadvantages
The following are the disadvantages:
Only integrates with Elasticsearch
Kibana releases are tied to specific Elasticsearch versions

Installation
Kibana can easily be installed as a standalone piece since it has its own web server. It can be
downloaded from https://www.elastic.co/downloads/kibana. As Kibana requires
Elasticsearch, this will also need to be installed; see preceding link for more information.
The Kibana configuration is handled in config/kibana.yml, if you have installed a
standalone version of Elasticsearch, then no changes are required, it will work out of the
box!

Elasticsearch
Elasticsearch is a web-based search engine based on Lucene (see previously). It provides a
distributed, multitenant-capable full-text search engine with schema-free JSON documents.
It is built in Java but can be utilized from any language due to its HTTP web interface. This
makes it particularly useful for transactions and/or data-intensive instructions that are to be
displayed via web pages.

Advantages
The advantages are as follows:
Distributed
Schema free
HTTP interface
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Disadvantages
The disadvantages are as follows
Unable to perform distributed transactions
Lack of frontend tooling

Installation
Elasticsearch can be installed from https://www.elastic.co/downloads/elasticsearch.
To provide access to the Rest API, we can import the Maven dependency:
<dependency>
<groupId>org.elasticsearch</groupId>
<artifactId>elasticsearch-spark_2.10</artifactId>
<version>2.2.0-m1</version>
</dependency>

There is also a great tool to help with administering Elasticsearch content. Search for the
Chrome extension, Sense, at https://chrome.google.com/webstore/category/extensions.
With a further explanation found at:
https://www.elastic.co/blog/found-sense-a-cool-json-aware-interface-to-elastics
earch. Alternatively, it is available for Kibana at
https://www.elastic.co/guide/en/sense/current/installing.html.

Accumulo
Accumulo is a no-sql database based on Google's Bigtable design and was originally
developed by the American National Security Agency, subsequently being released to the
Apache community in 2011. Accumulo offers us the usual big data advantages such as bulk
loading and parallel reading but also has some additional capabilities; iterators, for efficient
server and client side pre-computation, data aggregation and, most importantly, cell level
security. The security aspect of Accumulo makes it very useful for Enterprise usage as it
enables flexible security in a multitenant environment. Accumulo is powered by Apache
Zookeeper, in the same way as Kafka, and also leverages Apache Thrift,
https://thrift.apache.org/, which enables a cross language Remote Procedural Call
(RPC) capability.
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