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Introduction

MY AI AWAKENING BEGAN IN the modern fashion—late at night, on YouTube. A few years later the video still has just a few thousand views, so I’d better describe it.

Several dozen people have gathered to watch a conference presentation. It lacks the heroic lighting and polish of a TED Talk but it’s capably produced—like a midsize college professor’s audition for a TED Talk. The presenter, bald on top and silver at the temples, a patterned blazer straining around his barrel chest, is retired four-star general Gustave Perna. “I spent forty years in the Army,” Perna begins, the hard edges of his New Jersey accent clanging a little in the room. “I was an average infantry officer. I was a great logistician.”

Perhaps Perna’s name sounds familiar. It should. In the thick of the pandemic, he oversaw the effort to distribute the first COVID vaccines—a triumph of American ingenuity that’s been erased by the stupidity of American politics. Perna was a month from retirement in May 2020 when he got a Saturday morning call from the chairman of the Joint Chiefs of Staff. Arriving in Washington two days later to begin Operation Warp Speed, his arsenal consisted of three colonels and no plan.

The audience is focusing now. Perna tells them that what he needed more than anything was “to see myself.” On the battlefield this means knowing your troops, positions, and supplies. It means roughly the same thing here, except the battlefield is boundaryless. Perna needed up-to-the-minute data from all the relevant state and federal agencies, drug companies, hospitals, pharmacies, manufacturers, truckers, dry ice makers, and more. And that data needed to be standardized and operationalized for swift decision-making.

It’s hard to comprehend, so it’s best to reduce the complexity to just a single physical material: plastic. Perna had to have eyes on the national capacity to produce and supply plastic—for syringes, needles, bags, vials. Otherwise, with thousands of people dying each day, he could find himself with hundreds of millions of vaccine doses and nothing to put them in.

To see himself, Perna needed a real-time digital dashboard of a civilization.

This being Washington, consultants lined up at his door. Perna gave each an hour, but none could define the problem—how to gather and sort all the information necessary to get millions of shots in millions of arms—let alone offer a credible solution. “Excruciating,” Perna tells the room, and here the Jersey accent helps drive home his disgust. Then he met Julie and Aaron. They told him, “Sir, we’re going to give you all the data you need so that you can assess, determine risk, and make decisions rapidly.” Perna told them, “Great, you’re hired.”

Julie and Aaron work for Palantir, a company that uses artificial intelligence to clean and visualize complex datasets. Perna says Palantir did exactly what it promised. The company optimized hundreds of data streams from government agencies and the private sector and piped them into a useful interface. In a few short weeks, Perna had his “God view” of the problem. A few months after that, Operation Warp Speed delivered vaccines simultaneously to all fifty states. When governors called panicking that they’d somehow been shorted, Perna could share a screen with the precise number of vials in their possession. “ ‘Oh, no, general, that’s not true.’ Oh, yes. It is.”

The video cuts off with polite applause. The conference audience straightens their lanyards and plots the fastest route to the next session. At home in the dark, I clicked restart, levitated by the force of something distantly familiar.

We are living through a moment in history that often feels cataclysmic—climate change, extremism, institutional collapse, furious inequality. It’s natural, even rational, to assume a protective crouch against the future. Yet my defenses were disabled by a glimpse into a completely different way in which we might live as citizens.

If AI could help end a pandemic, think about all the other ways we might use it. Chatbots could provide better service—at all hours, in all languages, at less cost—for people who rely on the federal government for veterans benefits, student loans, SNAP, unemployment, social security, and Medicare. We could warp speed entire agencies and functions—the IRS, which in the twenty-first century still makes you guess how much you owe it. Public health surveillance and response. Maintenance of interstates and bridges. Disaster preparedness and relief. AI could revolutionize the relationship between citizens and the government, help blaze a new path to the shining city on a hill. We have the technology. We’ve already used it.

I was deep down the rabbit hole of my imagination before I could put a name to the force spurring me on. It was optimism. In my defense it had been a while, and I wasn’t expecting it to ride in on the back of a retired general talking about enterprise software.



Like all late-night epiphanies, the events leading up to this one deserve some explanation. In the spring of 2023 I got a call from David Shipley, then the editorial page editor at The Washington Post. A little-known research lab called OpenAI had released ChatGPT to the public a few months before, and as David described it, every day since had been a kind of information hellscape.

Reporters covering the arrival of generative artificial intelligence—AI in which machines are trained on unimaginably large caches of human data and taught to create, or generate, original words, sounds, or images—were overwhelmed by new products claiming major advances. Most were introduced so clumsily that it was impossible to understand what the technology did or how it worked, but they appeared to be backed by large amounts of venture capital and were in a desperate sprint to market.

The readers who weren’t confused or tuning out were furious that AI threatened everything from homework—kids immediately figured out how to cheat with ChatGPT—to their future employment. Meanwhile, many of the people driving the creation of AI were also signing petitions demanding that it be strictly regulated to prevent catastrophes, or that AI research be suspended due to the threat of human extinction.

Perhaps, David suggested, a columnist freed from daily deadlines and licensed to roam could make some sense of all this. At a moment when the AI industry appeared to be in a jargon-filled conspiracy against the laity, David thought sending in a tourist might be an effective counter.

So I packed a bag and prepared for a little nerd cultural anthropology, only to discover I’d landed in the Crusades.

The loudest people in AI at that moment—this was mid-2023, but they’re still quite loud—had split themselves into two camps. “Accelerationists” insisted that we were straddling a divide between our relatively primitive present and an awesome future. AI tools were already predicting the spread of deadly viruses, allowing for faster response and prevention. Soon, the accelerationists promised, everyone will have a customized knowledge assistant. Climate change will be mitigated. Diseases cured. But we must move quickly, to stay ahead of global competition from the Chinese and to reap the benefits as soon as possible.

“Doomers” had their own scenarios, covering everything from AI-manufactured superviruses to societal decay as jobs disappear, authoritarian states tighten their grip, and all meaning is drained from our existence. Some even created a mathematical shorthand for the probability of human extinction—p(doom), they called it—and shared their numbers as casually as they would their star signs. Before the inevitable apocalypse, they promised great leaps forward in AI-generated porn, fraud, and misinformation. The only way to prevent this was to slow AI research to a responsible crawl.

These are about as different as prophecies can get, yet the doomers and accelerationists had a lot of overlapping traits. Brilliance, certainty, delight at being players in a turbulent drama. A hairball of motives.

We’ll get to the money, which speaks as clearly as money always does. But it’s important to acknowledge that AI itself—the term—is infuriatingly unclear.

Artificial intelligence doesn’t refer to one thing, but a constellation of overlapping techniques and capabilities. Some AI systems are predictive, trained to forecast behavior from patterns they recognize in data. Others are classifiers, labeling images, sorting email, flagging tumors on an MRI. Optimizers make split-second decisions to improve logistics, pricing, marketing, or financial bets. Generative AI creates essays, images, video, and software code. Looming further out is artificial general intelligence—a (theoretical) synthesis of these powers that might one day (theoretically) surpass human intellect in nearly every domain.

The boundaries between these types of AI are porous. They blend and reblend depending on who’s using them and why. What links them isn’t sentience but speed: They process information far faster than human beings possibly can, and with fewer doubts.

Now the money. The McKinsey Global Institute estimates $4.4 trillion in annual corporate profits are up for grabs from just generative AI alone—and Morgan Stanley estimates $40 trillion more in operational efficiencies. The trillions are eye-catching, but the corporate part matters more. Unlike the Manhattan Project or the space race, when the big brains wore government badges and the benefits were at least conceptually meant to be distributed across society, the pursuit of artificial intelligence in the United States is a private enterprise.

We’re used to tech companies blurring their convictions and their bottom lines. Google quietly removed its famous “Don’t be evil” clause from the preamble of its code of conduct in 2018. It had become a nuisance, a standard the East India Company of the internet could no longer point to without ridicule. Meta—known as Facebook until Mark Zuckerberg threw a magician’s smoke bomb and changed the name to distract from a 2021 crisis over its ethical rot—never bothered much with pretense. For all the talk of community and connection, growth has always been Zuck’s true north. That both of these companies were leading the rapid deployment of AI, and its executives were some of the noisiest accelerationists, was not a source of comfort.

You’d expect scientists to hold themselves to a higher standard. But the demand for AI researchers was so high, and the supply so scarce, that the market made unusual compromises. Many AI researchers held on to their university chairs while also cashing multimillion-dollar checks from the largest tech companies, with bigger incentives in the future. If the world embraced their employers’ AI products, PhDs accustomed to the meager benefits of academia would be flying private. Could that influence their forecast for the safety of those products? Would they be tempted to see endless AI days of 72 and sunny?

The doomers had their own conflicts. The most famous doomer is Elon Musk, whose relationship to OpenAI—and to consistency—has been complicated. An original cofounder of OpenAI, Musk became the company’s leading dissident, declaring artificial intelligence humanity’s “biggest existential threat” and signing a letter calling for a six-month pause on developing any systems more powerful than GPT-4. Was that sincere? Or was Musk just trying to put his former partner and archnemesis, OpenAI’s Sam Altman, in the regulatory crosshairs so that his own start-up, xAI, could gain ground?

Even minor-league doomers confided that business was booming. Speaking fees were high, and some of the companies they tagged as reckless were giving out consulting agreements to “engage” with their concerns. The more dramatic the concern, the more lucrative the engagement. In the mob they call this a protection racket.

Not everyone was a scoundrel, and not all of the scoundrels were insincere. The majority of doomers and accelerationists genuinely believed that AI was the most transformative technology to emerge in their lifetimes. But—one more shared trait—they struggled to explain why, or cite concrete examples of how AI would impact the lives of ordinary people in the near future.

Here they deserve a dollop of sympathy. Artificial intelligence is a seventy-year-old branch of computer science that has no objective threshold. Defining what is or isn’t AI is about as arbitrary as deciding the difference between a novel and a novella, except the people who debate such things are generally gifted communicators. The people training AI models and creating AI products often speak English as a second language, are neurodivergent, or both. (They’re also almost all men.) In the absence of meaningful explanation, a reservoir of trust would have been useful. But again, AI was stampeding ahead thanks to some of the same companies whose social media products helped drain that reservoir. So, a dollop.

Geniuses, rivalries, clashing ideologies, and high stakes are lovely ingredients for a columnist. The copy flowed. But documenting a state of confusion isn’t the same thing as providing clarity. My assignment was to make sense of things. I was already feeling like AI was on the verge of incoherence when Matthew McConaughey arrived on the scene.

Salesforce, the terminally dull software company, had hired McConaughey, the terminally handsome actor, to star in a series of ads in which he wandered around trippy AI-generated landscapes, drawling AI buzzwords like a beat poet. In one of them he talked to a squirrel. Like all of McConaughey’s work, the ads demanded attention and defied comprehension—a perfect mirror of the AI moment. Ordinary people were saturated with hype about the arrival of AI and the changes coming to every aspect of their lives. But the way the tech industry communicated, those changes appeared to be largely in the future, detached from everyday life, with benefits that would accrue mostly to people who were already very rich.

The whole thing made sense only if you were baked out of your mind.



It was Danny Hillis who finally waved away the smoke. Danny was one of the first people on the internet back when it was still called the Arpanet and the community of users was so small that he knew all the other online Dannys. His work on parallel processing led to the creation of cloud computing and, ultimately, the rise of artificial intelligence. If computer science had a Mount Rushmore, Danny—burly, bearded, easy to smile—would hold down the Teddy Roosevelt spot.

Danny listened to me go on about the AI industry with sympathy and bemusement. He’s seen every software gold rush in Silicon Valley, and his heart rate is as steady as the Buddha’s. When I arrived at my exasperated coda—“Danny, what is AI actually good for?”—he was ready.

“Try to imagine the tech without the tech companies,” he said.

To my embarrassment, it had not previously occurred to me that one could do that. Most of Danny’s career predated the tech megalopolises. He studied at MIT, started his own companies, consulted for the government, and hung out at Disney Imagineering for a while. He sold something to Google once, a graph of human knowledge that could trace the origin of ideas, but “they used it to reason about, like, what ads to put on.” Danny had roamed enough to know that people like his younger self were out there experimenting with AI in ways no one was talking about. Ways that were likely to bring AI’s capabilities into greater focus, with more meaningful outcomes than the latest chatbot-calendar integration. Why not write about them?

It wasn’t long after that I stumbled across General Perna and Operation Warp Speed. Soon there were promising threads elsewhere—in other government agencies, in education, health care, human connection—where people were tinkering with AI to make the things that matter in the world work better. To make our lives longer, and more meaningful. Not in some distant future, but today. It’s stories from this AI counterculture that make up this book.

Like the doomers and accelerationists, these people also tend to have things in common. Most are quiet, practical, with little vanity. Many had no previous software expertise. They’d run into a problem that defied conventional solutions, and were stubborn or desperate enough—or just cared with enough irrational force—to keep going, even if it meant having to learn more about technology than they’d ever wanted to.

That stubbornness is crucial. Artificial intelligence is going to be weird for a while. It’s a puppy that will read the Quran in Portuguese and eat the TV remote. But the trajectory is clear: It will only get easier, faster, and a little less strange every day forward.

The same cannot be said about people. I won’t go on much about humans because presumably you are one. (Unless you’re reading this a few decades from now, in which case all bets are off.) But all the best things about us—our sentimentality and loyalty, our embrace of comfort and talent for magical thinking—also make us resistant to change. And AI means change. To habits, relationships, organizations, and the systems and traditions we live inside.

One response to this paradox is to bash it into oblivion. I’m speaking here of the techno-optimist philosophy known as “move fast and break things.” This, too, is a human impulse. Progress is slow. Smashing is fast. You don’t need to understand a thing to destroy it. You don’t need to ask who built it—or who might still be standing inside.

One of the pleasures of writing this book was spending time with brilliant, fanatically impatient people who don’t grab the hammer. They don’t hide their frustration with systems, bureaucracies, and ideas that have aged into obsolescence. But they don’t believe people, or the things we build, are garbage. Just broken. And they’ve chosen the divine, ridiculous task of trying to fix what they love, using a technology they’re only beginning to understand.

Their work is not an offset or a counterweight. The downsides of AI are real—misuse, malfunction, the temptation to replace people instead of teaching them new skills. They’re arriving in droves whether we like it or not.

But here’s the thing about defensive crouches: They don’t actually stop anything. They just ensure you get hit while looking the other way. The people in this book have figured out something more useful: that the only effective response to a transformative technology isn’t to hide from it or smash it to bits, but to make it a collaborator in the effort to preserve and improve the things you love.

That’s not naive optimism—it’s enlightened self-interest. If we don’t shape AI for good, it will be shaped by people who don’t know or care about our problems. If we don’t teach it what matters, someone else will teach it what’s profitable. The choice isn’t between a world with AI and a world without it. That ship has sailed. The choice is between AI designed by people who think fixing things is worth the trouble, and AI designed by people who think breaking things is more efficient.
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HOW DO YOU LIKE YOUR failures?

Ironic? Systemic? Criminal? Absurd? We’re spoiled for choice by the companies that have attempted to blend education and technology, an industry imaginatively known as EdTech. But there’s one failure that has it all.

I’m speaking of Ed, the Los Angeles Unified School District’s AI chatbot. The idea behind Ed was to give students and parents in America’s second-largest school district a personal assistant to help navigate the many other software platforms Los Angeles had already inflicted upon them. Rather than reducing the thicket of existing software, Ed would be a cheerful machete—hacking its way into grade and attendance information, updated school lunch menus, bus arrival times, and personalized learning assistance. Ed was an app. Ed was multilingual. Ed had edu-content. Ed was the future.

In March 2024, Superintendent Alberto Carvalho launched Ed by declaring it a “game changer… our nation’s very first AI-powered learning-acceleration platform.” This was not true, and in pictures from that day, Carvalho, in a tight blue suit, slicked-back hair, and shiny black shoes, looks less confident than he sounds. His hands are clasped tensely in front of him and his face is frozen in the civil servant’s rictus of dread, as if he can see the sworn testimony in his future. Next to him stands a six-foot-tall inflatable sun with a manic grin and the school district logo etched across its groin. This is Ed. Sweet dreams, kids.

The unraveling that followed was swift. In June 2024, AllHere Education, the company that created Ed, furloughed most of its employees. In July it was revealed that an AllHere whistle-blower had emailed district leaders with allegations that the company was mishandling student data. In August AllHere filed for Chapter 7 bankruptcy. In November its founder and former CEO, a woman in her early thirties named Joanna Smith-Griffin, was arrested on charges of securities fraud, wire fraud, and aggravated identity theft. Prosecutors accused Smith-Griffin of misrepresenting the company’s finances to investors and misusing funds for personal expenses, including the down payment on her home and her wedding. The full Theranos. Smith-Griffin pleaded not guilty.

The Los Angeles Unified School District’s $6 million contract with AllHere turned to vapor. Carvalho convened a task force to figure out why everything had blown up and how to improve future attempts at integrating AI with education. Ed? Ed’s dead, buried in a graveyard full of failures. There’s Summit Learning, the Mark Zuckerberg–backed personalized education software that left students glued to screens, parents outraged over data collection, and districts scrambling to rip it out. There’s Knewton, which claimed it could use AI to predict what students needed before they knew themselves, but could not foresee its own demise. There’s AltSchool, an ex-Google executive’s blend of physical schools and bespoke software that raised more than $150 million in venture capital and educated a few thousand students.

These are some of the ghosts that haunt Sal Khan every time another tech company wants a piece of his credibility.

Khan is the founder of Khan Academy—the nonprofit online educational empire with 190 million registered users in more than 190 countries. He’s also the embodiment of several American ideals. Born into a poor Bengali Muslim family in Louisiana, Khan worked his way through MIT and Harvard Business School. In 2004 he started making math videos to tutor his cousins, which eventually turned into an early YouTube channel that became the virtuous core of Khan Academy: a free learning platform available to anyone in the world with an internet connection and a desire for knowledge.

If you’ve never tried it, Khan Academy is among the best arguments that the internet is worth all the trouble it creates. At its core is a library of thousands of video lessons and interactive practice exercises, most notably in math. The materials have expanded gradually outward since its creation into dozens of subjects across every age range—counting and phonics for pre-K kids; SAT prep and AP course tutoring for high schoolers; and even financial literacy classes for adult learners. There are no ads, no incursions. All of it is imbued with Sal Khan’s modern Mr. Rogers persona—a nerdy empathy that makes not knowing things feel safe and normal.

Individual teachers started using Khan Academy in their classrooms almost immediately, but administrators had no access to usage data, training, or tools to align it with their state’s academic requirements. The gap was often filled by for-profit EdTech programs that were seldom great and sometimes jacked up prices or disappeared without warning, taking student data with them. So in 2019 Khan Academy rolled out a Districts program that links students, teachers, administrators, and state boards of education into a tight chain. At about fifteen dollars per month per student, it’s far cheaper than its competitors and serves 560 districts, with a focus on the country’s poorest schools.

For all of these reasons it’s hard to find anyone in public life as universally admired—by the right, the left, education leaders, reformers, teachers, parents, kids—or as worthy of that admiration as Sal Khan.

Khan Academy’s mission is “To provide a free, world-class education for anyone, anywhere,” and as you’d expect of someone who used YouTube as a launch pad and got an early jolt of validation and funding from Bill Gates, Khan himself is pro-technology. He lives near Google’s headquarters in Mountain View, California, and socializes with its Sergeys and Sundars. “I’m generally an optimistic and hopeful person,” says Khan. “As long as it doesn’t lose sight of the problems it’s trying to solve, I think technology is great.”

But the secret to integrity is saying no a lot, and that’s what Khan did in early 2021, the first time OpenAI’s cofounder, Greg Brockman, invited him to try GPT-3 and ponder its educational uses. OpenAI was then an obscure research lab and ChatGPT was an experiment that had more in common with a Roomba than a Tesla. The model would show glimmers of intelligence, then often roll into a corner and headbutt itself. It did not take long for Khan to politely pass.

The next time Brockman reached out he added his cofounder, Sam Altman, and the email was more cryptic. It was the summer of 2022, six months before GPT-3.5 debuted, introducing much of the world to generative artificial intelligence. Khan had heard that OpenAI was making progress, and when Brockman dangled a demonstration of the next-generation model, Khan was still skeptical, but intrigued.

Two weeks later, Khan and Kristen DiCerbo, Khan Academy’s chief learning officer, signed nondisclosure agreements, jumped on a Zoom, and became two of the only people in the world to know about the existence of GPT-4—an AI model with capabilities well beyond the model that hadn’t even blown people’s minds yet.

Immediately, Khan understood he was seeing the future in the present. “They put up a multiple-choice AP bio question,” Khan says, “and they said, ‘Sal, what’s the answer here?’ I said, ‘Mmm, I think it’s C.’ Then they asked GPT-4. It said C. I asked it to explain itself, and it explained. I’m like, Oh, this is interesting. Then I asked it, ‘Why are the other ones incorrect?’ and it explained that. Now I’m getting goose bumps. And I’m like, ‘Write another question like this.’ It did. I said, ‘Write ten more.’ It did, and they were well-written questions. Now, we know later that they were not as perfect as they first appeared, but back then I was just like, Oh, crap. This is a big deal.”

DiCerbo was impressed with GPT-4’s knowledge of biology, but she was more interested in what it knew about teaching. She asked the model whether teachers should tailor their instruction to a student’s preferred learning style—visual, auditory, or kinesthetic. It’s a trick question. Learning styles is one of those educational concepts that feels right, because people have preferences for how they like to receive information. But GPT-4 wasn’t fooled. It told DiCerbo that there’s little research to support learning styles, but there are other techniques that do improve instruction, things like retrieval, practice, classroom design. “The response that it gave me was essentially what I would write to a teacher,” says DiCerbo. “I was like, Oh my gosh, I’m never gonna have to write another blog post again! This is crazy.”

Khan and DiCerbo told me their stories separately, but they kept interrupting themselves with an identical laugh—the kind specific to the first few seconds after you step off an amusement park ride. A year later they were still a little disoriented.

When Brockman asked for feedback they both agreed that GPT-4 would be a huge help to Khan Academy’s content team, speeding up the work of creating new math and science questions to sync up with ever-evolving local curriculum standards. When Brockman pressed them on how it might work for students, their enthusiasm dipped. “We said, ‘Well, we love that it’s giving answers, but we don’t want it to give students the answers,’ ” says DiCerbo. “ ‘We want it to be able to help students get to the answers themselves.’ ” Brockman and the engineers in the room gave Khan and DiCerbo their first lesson in how to direct the model. “You say, ‘You are a tutor and I am a student. Do not give me the answer,’ ” says DiCerbo. “Sure enough, that’s mostly what it did.”

The Zoom ended, and Khan had a feeling that if Khan Academy didn’t adjust to the coming wave it might be rendered obsolete. But he didn’t quite know what to do next. For all the honors bestowed upon him, Khan is not a swaggering leader. Nor is he a teacher. He’s a tutor, and the distinction is important when it comes to decision-making. Rather than imposing authority or setting expectations, Khan explains, encourages, and nudges Khan Academy forward with patience that his colleagues describe as legendary, and occasionally infuriating.

Khan Academy has no physical headquarters—its staff of almost four hundred people is distributed around the world, but top leaders come together in Mountain View every few months for hackathons that are more like co-op meetings with a little coding thrown in. Rather than performing the act of visionary CEO, Khan decided he would use the upcoming hackathon as a chance to engage everyone in a Socratic debate about the future. He asked OpenAI for fifty more GPT-4 log-ins to give to all the attendees.

As the hackathon participants started using GPT-4, the room split between amazement and fury. “Half the organization was like, ‘This is a game changer,’ ” says Khan. “Everything that we’ve ever been doing has been trying to scale personalization, mastery, learning, tutoring, engagement for students—this can do that. And then the other half of the organization said, ‘Hold on a second.’ ”

GPT-4 wasn’t just inconsistent at math, it could be bullied into making right answers wrong. It might know that 7 + 3 = 10, but if the user insisted the correct answer was 11, the model—which OpenAI’s engineers had trained to be an assistant, not a tutor—would apologize and defer. It also hallucinated, the industry term for making up facts; and, when prompted, it could create nonexistent sources to support its nonexistent facts. The Khan Academy team hadn’t even started exploring the biases that might be loitering like unexploded ordnance inside the model’s training data, or the inappropriate conversations a twelve-year-old could get GPT to tolerate or encourage.

The argument—“I don’t want to say heated debates,” says Khan, “but spirited debates”—went on for hours and began to feel existential. Khan was anxious about the risks, but also the speed: OpenAI planned to launch GPT-4 publicly in six months, and Brockman wanted Khan Academy to debut its own AI product, built on GPT-4, at the same time. Khan didn’t doubt that Brockman had good intentions, but he wasn’t naive. He understood exactly what OpenAI stood to gain by aligning itself with the paragon of educational integrity. What they were asking wasn’t just a collaboration, it was a wager—on OpenAI’s technology and on Khan’s reputation. The EdTech graveyard was full of such failed bets, but none of those were so closely associated with one person. “This is my life’s work,” says Khan. “And that introduces a whole other consideration of the stakes.”

Ultimately Khan sensed that a majority of the room was aligning with his own position: AI and ChatGPT were going to be unstoppable forces. School systems wouldn’t get to decide whether to use them—they’d have to. And they’d need an organization with the right ethics and expertise to provide support. “I told the team I think we’re in a position to do it best,” says Khan, “because we actually do care, right? Versus people who just pretend to.”

Khan acknowledged that the risks with AI would never be zero, and that each danger posed by the group in opposition needed to be addressed. “Let’s write all those things down and turn them into features. Features for transparency. Guardrails. Moderation. Let’s fix the math. Let’s fix the hallucinations. If we anchored on Khan Academy content, might that help?”
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    THERE HAVE BEEN MANY ATTEMPTS to explain how ChatGPT works, but the most useful comes, indirectly, from Teller, the smaller half of the comedic-magician duo Penn & Teller. Part of Penn & Teller’s enduring schtick is that Teller is mute, but on rare occasions he’s broken character to speak thoughtfully about his craft. After telling Esquire about a trick he expected to spend ten years perfecting, Teller said, “Sometimes magic is just someone spending more time on something than anyone else might reasonably expect.”

Now replace time with computing power. That’s ChatGPT.

ChatGPT, and all large language models, are giant prediction engines trained to guess the next word in a sentence based on everything that came before it. During training, GPT was fed hundreds of billions of words—from books, Wikipedia articles, scientific papers, appliance manuals, news articles, Reddit threads, help desk transcripts. It also ingested billions more bits of punctuation and partial words. Whether this material was freely available to be gorged upon is a subject that will tie up the court system for many years. What’s not in dispute is that ChatGPT is a language omnivore.

All of that data was processed by extraordinary amounts of computing power, performing quadrillions of calculations in what’s known as a transformer model, a type of deep learning architecture introduced in 2017 that revolutionized how machines handle language. (GPT stands for generative pre-trained transformer.) Transformers don’t read words in order, like humans do—they process all the words at once, assigning each one a numerical weight based on its relationship to every other word. This allows the model to consider context at multiple levels—not just what a word means, but what it might mean in nearly infinite combinations. It’s how ChatGPT recognizes that a “hot dog” isn’t the same thing as a “warm canine.” The same logic works for images, sounds, video, or anything that can be turned into data.

To get a machine to do something this audacious, you need brilliant programming—but programming is useless without the computing power to run all the necessary calculations. There’s no perfect way to quantify it, because we’re in a realm well beyond normal comprehension. But independent analysts estimate that training GPT-4 required approximately 1025 floating point operations, or FLOPs—tens of trillions of trillions of individual math steps.

One rough way to imagine the scale: If, as academic studies suggest, the average person speaks about 16,000 words a day, then eight billion of us will utter on the order of 1016 spoken words in a year. GPT-4’s training run burned through hundreds of millions of times more numerical “words” than that.

The result of all that computing is that ChatGPT appears to know and understand things. That’s the magic—and the trick: ChatGPT doesn’t think, or have opinions, or a moral compass. On its own, it has no ability to assess whether what it’s saying is correct or useful, which is why it can explain the laws of thermodynamics one moment, and confidently invent fake laws of thermodynamics the next. The model optimizes for fluency, not truth. It does not fact-check itself because it does not understand facts.

In the wrong hands, ChatGPT is the world’s most dangerous tutor, and the effort to tame it started poorly. When two organizations collaborate on a new digital product, there’s generally a series of rituals. The executives make vows about their dedication to each others’ success. The legal teams exchange partnership agreements. The engineers get together to discuss code bases and security standards.

OpenAI was moving with such speed and secrecy that there was none of that, just a Vegas-style corporate elopement—complicated by the fact that it was not a marriage of equals.

Khan Academy was a lean operation with a clearly defined educational mission. Its leadership was hands-on, and it had one AI partner: OpenAI. OpenAI was a rocket ship, aiming to build not just artificial intelligence, but artificial general intelligence—a highly theoretical state of AI in which machines surpass human capability at just about everything. Its ambitions could not be explained neatly or achieved through corporate monogamy. Duolingo, Stripe, Morgan Stanley, and several other companies, much larger and noisier than Khan Academy, were all working with OpenAI as part of its GPT-4 launch. There was only so much attention to go around. “Literally, the product conversation was just, ‘Uh, let’s start?’ ” says DiCerbo. “It was shockingly informal. We did not have a big-picture road map of all the features we wanted to make. We had maybe two engineers with AI experience.”

Khan Academy knew so little about its partner that it initially shipped OpenAI a large corpus of proprietary materials—years’ worth of its math problems, history lessons, reading comprehension essays—thinking that they might be used to help train the model and improve its accuracy. OpenAI “yeah thanks”-ed them. Not because the content wasn’t valuable, but because GPT-4 had already been through years of training. OpenAI had moved on to fine-tuning the model, and its research team wasn’t about to let anyone introduce new materials and retrain it.

Other than connecting Khan Academy directly to GPT-4 using an API (application programming interface), there was almost no traditional engineering to be done.
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