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Introduction

In a world deluged by irrelevant information, clarity is power. In theory, anybody can join the debate about the future of humanity, but it is so hard to maintain a clear vision. Frequently, we don’t even notice that a debate is going on, or what the key questions are. Billions of us can hardly afford the luxury of investigating, because we have more pressing things to do: we have to go to work, take care of the kids, or look after elderly parents. Unfortunately, history gives no discounts. If the future of humanity is decided in your absence, because you are too busy feeding and clothing your kids – you and they will not be exempt from the consequences. This is very unfair; but who said history was fair?

As a historian, I cannot give people food or clothes – but I can try and offer some clarity, thereby helping to level the global playing field. If this empowers even a handful of additional people to join the debate about the future of our species, I have done my job.

My first book, Sapiens, surveyed the human past, examining how an insignificant ape became the ruler of planet Earth.

Homo Deus, my second book, explored the long-term future of life, contemplating how humans might eventually become gods, and what might be the ultimate destiny of intelligence and consciousness.

In this book I want to zoom in on the here and now, but without losing the long-term perspective. How can insights about the distant past and distant future help us make sense of current affairs and of the immediate dilemmas of human societies? What is happening right now? What are today’s greatest challenges and choices?

Of course, 7 billion people have 7 billion agendas, and as already noted, thinking about the big picture is a relatively rare luxury. A single mother struggling to raise two children in a Mumbai slum is focused on the next meal; refugees in a boat in the middle of the Mediterranean scan the horizon for any sign of land; and a dying man in an overcrowded London hospital gathers all his remaining strength to take in one more breath. They all have far more urgent problems than global warming or the crisis of liberal democracy. No book can do justice to all of that, and I don’t have lessons to teach people in such situations. I can only hope to learn from them.

My agenda here is global. I look at the major forces that shape societies all over the world, and that are likely to influence the future of our planet as a whole. Climate change may be far beyond the concerns of people in the midst of a life-and-death emergency, but it might eventually make the Mumbai slums uninhabitable, send enormous new waves of refugees across the Mediterranean, and lead to a worldwide crisis in healthcare.

Reality is composed of many threads, and this book tries to cover different aspects of our global predicament, without claiming to be exhaustive. Unlike Sapiens and Homo Deus, this book is not intended as a historical narrative, but rather as a selection of lessons. These lessons do not conclude with simple answers. They aim to stimulate further thinking, and help readers participate in some of the major conversations of our time.

The book was actually written in conversation with the public. Many of the chapters were composed in response to questions I was asked by readers, journalists and colleagues. Earlier versions of some segments were already published in different forms, which gave me the opportunity to receive feedback and hone my arguments. Some sections focus on technology, some on politics, some on religion, and some on art. Certain chapters celebrate human wisdom, others highlight the crucial role of human stupidity. But the overarching question remains the same: what is happening in the world today, and what is the deep meaning of events?

What does the rise of Donald Trump signify? What can we do about the epidemic of fake news? Why is liberal democracy in crisis? Is God back? Is a new world war coming? Which civilisation dominates the world – the West, China, Islam? Should Europe keep its doors open to immigrants? Can nationalism solve the problems of inequality and climate change? What should we do about terrorism?

Though this book takes a global perspective, I do not neglect the personal level. On the contrary, I want to emphasise the connections between the great revolutions of our era and the internal lives of individuals. For example, terrorism is both a global political problem and an internal psychological mechanism. Terrorism works by pressing the fear button deep in our minds and hijacking the private imagination of millions of individuals. Similarly, the crisis of liberal democracy is played out not just in parliaments and polling stations, but also in neurons and synapses. It is a cliché to note that the personal is the political. But in an era when scientists, corporations and governments are learning to hack the human brain, this truism is more sinister than ever. Accordingly, this book offers observations about the conduct of individuals as well as entire societies.

A global world puts unprecedented pressure on our personal conduct and morality. Each of us is ensnared within numerous all-encompassing spider webs, which on the one hand restrict our movements, but at the same time transmit our tiniest jiggle to faraway destinations. Our daily routines influence the lives of people and animals halfway across the world, and some personal gestures can unexpectedly set the entire world ablaze, as happened with the self-immolation of Mohamed Bouazizi in Tunisia, which ignited the Arab Spring, and with the women who shared their stories of sexual harassment and sparked the #MeToo movement.

This global dimension of our personal lives means that it is more important than ever to uncover our religious and political biases, our racial and gender privileges, and our unwitting complicity in institutional oppression. But is that a realistic enterprise? How can I find a firm ethical ground in a world that extends far beyond my horizons, that spins completely out of human control, and that holds all gods and ideologies suspect?



The book begins by surveying the current political and technological predicament. At the close of the twentieth century it appeared that the great ideological battles between fascism, communism and liberalism resulted in the overwhelming victory of liberalism. Democratic politics, human rights and free-market capitalism seemed destined to conquer the entire world. But as usual, history took an unexpected turn, and after fascism and communism collapsed, now liberalism is in a jam. So where are we heading?

This question is particularly poignant, because liberalism is losing credibility exactly when the twin revolutions in information technology and biotechnology confront us with the biggest challenges our species has ever encountered. The merger of infotech and biotech might soon push billions of humans out of the job market and undermine both liberty and equality. Big Data algorithms might create digital dictatorships in which all power is concentrated in the hands of a tiny elite while most people suffer not from exploitation, but from something far worse – irrelevance.

I discussed the merger of infotech and biotech at length in my previous book, Homo Deus. But whereas that book focused on the long-term prospects – taking the perspective of centuries and even millennia – this book concentrates on the more immediate social, economic and political crises. My interest here is less in the eventual creation of inorganic life, and more in the threat to the welfare state and to particular institutions such as the European Union.

The book does not attempt to cover all the impacts of the new technologies. In particular, though technology holds many wonderful promises, my intention here is to highlight mainly the threats and dangers. Since the corporations and entrepreneurs who lead the technological revolution naturally tend to sing the praises of their creations, it falls to sociologists, philosophers and historians like myself to sound the alarm and explain all the ways things can go terribly wrong.

After sketching the challenges we face, in the second part of the book we examine a wide range of potential responses. Could Facebook engineers use AI to create a global community that will safeguard human liberty and equality? Perhaps the answer is to reverse the process of globalisation, and re-empower the nation state? Maybe we need to go back even further, and draw hope and wisdom from the wellsprings of ancient religious traditions?

In the third part of the book we see that though the technological challenges are unprecedented, and though the political disagreements are intense, humankind can rise to the occasion if we keep our fears under control and are a bit more humble about our views. This part investigates what can be done about the menace of terrorism, about the danger of global war, and about the biases and hatreds that spark such conflicts.

The fourth part engages with the notion of post-truth, and asks to what extent we can still understand global developments and distinguish wrongdoing from justice. Is Homo sapiens capable of making sense of the world it has created? Is there still a clear border separating reality from fiction?

In the fifth and final part I gather together the different threads and take a more general look at life in an age of bewilderment, when the old stories have collapsed, and no new story has emerged so far to replace them. Who are we? What should we do in life? What kinds of skills do we need? Given everything we know and don’t know about science, about God, about politics and about religion – what can we say about the meaning of life today?

This may sound overambitious, but Homo sapiens cannot wait. Philosophy, religion and science are all running out of time. People have debated the meaning of life for thousands of years. We cannot continue this debate indefinitely. The looming ecological crisis, the growing threat of weapons of mass destruction, and the rise of new disruptive technologies will not allow it. Perhaps most importantly, artificial intelligence and biotechnology are giving humanity the power to reshape and re-engineer life. Very soon somebody will have to decide how to use this power – based on some implicit or explicit story about the meaning of life. Philosophers are very patient people, but engineers are far less patient, and investors are the least patient of all. If you don’t know what to do with the power to engineer life, market forces will not wait a thousand years for you to come up with an answer. The invisible hand of the market will force upon you its own blind reply. Unless you are happy to entrust the future of life to the mercy of quarterly revenue reports, you need a clear idea what life is all about.

In the final chapter I indulge in a few personal remarks, talking as one Sapiens to another, just before the curtain goes down on our species and a completely different drama begins.

Before embarking on this intellectual journey, I would like to highlight one crucial point. Much of the book discusses the shortcomings of the liberal world view and of the democratic system. I do so not because I believe liberal democracy is uniquely problematic, but rather because I think it is the most successful and most versatile political model humans have so far developed for dealing with the challenges of the modern world. While it may not be appropriate for every society in every stage of development, it has proved its worth in more societies and in more situations than any of the alternatives. Therefore, when examining the new challenges that lie ahead of us, it is necessary to understand the limitations of liberal democracy, and to explore how we can adapt and improve its current institutions.

Unfortunately, in the present political climate any critical thinking about liberalism and democracy might be hijacked by autocrats and various illiberal movements, whose sole interest is to discredit liberal democracy rather than to engage in an open discussion about the future of humanity. While they are more than happy to debate the problems of liberal democracy, they have almost no tolerance of any criticism directed at them.

As an author, I was therefore required to make a difficult choice. Should I speak my mind openly, risking that my words could be taken out of context and used to justify burgeoning autocracies? Or should I censor myself? It is a mark of illiberal regimes that they make free speech more difficult even outside their borders. Due to the spread of such regimes, it is becoming increasingly dangerous to think critically about the future of our species.

After some soul-searching, I chose free discussion over self-censorship. Without criticising the liberal model, we cannot repair its faults or go beyond it. But please note that this book could have been written only when people are still relatively free to think what they like and to express themselves as they wish. If you value this book, you should also value the freedom of expression.




PART I

The Technological Challenge







Humankind is losing faith in the liberal story that dominated global politics in recent decades, exactly when the merger of biotech and infotech confronts us with the biggest challenges humankind has ever encountered.




1

Disillusionment

The end of history has been postponed







Humans think in stories rather than in facts, numbers or equations, and the simpler the story, the better. Every person, group and nation has its own tales and myths. But during the twentieth century the global elites in New York, London, Berlin and Moscow formulated three grand stories that claimed to explain the whole past and to predict the future of the entire world: the fascist story, the communist story and the liberal story.

The fascist story explained history as a struggle among different nations, and envisioned a world dominated by one human group that violently subdues all others. The communist story explained history as a struggle among different classes, and envisioned a world in which all groups are united by a centralised social system that ensures equality even at the price of freedom. The liberal story explained history as a struggle between liberty and tyranny, and envisioned a world in which all humans cooperate freely and peacefully, with minimum central control even at the price of some inequality.

The conflict among these three stories reached its first critical peak in the Second World War, which knocked out the fascist story. From the late 1940s to the late 1980s the world became a battleground between the two remaining stories: communism and liberalism. Then the communist story collapsed, and the liberal story was left the dominant guide to the human past and the indispensable manual for the future of the world – or so it seemed to the global elite.

The liberal story celebrates the value and power of liberty. It says that for thousands of years humankind lived under oppressive regimes which allowed people few political rights, economic opportunities or personal liberties, and which heavily restricted the movements of individuals, ideas and goods. But people fought for their freedom, and step by step, liberty gained ground. Democratic regimes took the place of brutal dictatorships. Free enterprise overcame economic restrictions. People learned to think for themselves and follow their hearts, instead of blindly obeying bigoted priests and hidebound traditions. Open roads, stout bridges and bustling airports replaced walls, moats and barbed-wire fences.

The liberal story acknowledges that not all is well in the world, and that there are still many hurdles to overcome. Much of our planet is dominated by tyrants, and even in the most liberal countries many citizens suffer from poverty, violence and oppression. But at least we know what we need to do in order to overcome these problems: give people more liberty. We need to protect human rights, to grant everybody the vote, to establish free markets, and to let individuals, ideas and goods move throughout the world as easily as possible. According to this liberal panacea – accepted, in slight variations, by George W. Bush and Barack Obama alike – if we just continue to liberalise and globalise our political and economic systems, we will produce peace and prosperity for all.1

Countries that join this unstoppable march of progress will be rewarded with peace and prosperity sooner. Countries that try to resist the inevitable will suffer the consequences, until they too see the light, open their borders and liberalise their societies, their politics and their markets. It may take time, but eventually even North Korea, Iraq and El Salvador will look like Denmark or Iowa.

In the 1990s and 2000s this story became a global mantra. Many governments from Brazil to India adopted liberal recipes in an attempt to join the inexorable march of history. Those failing to do so seemed like fossils from a bygone era. In 1997, US President Bill Clinton confidently rebuked the Chinese government that its refusal to liberalise Chinese politics puts it ‘on the wrong side of history’.2

However, since the global financial crisis of 2008 people all over the world have become increasingly disillusioned with the liberal story. Walls and firewalls are back in vogue. Resistance to immigration and to trade agreements is mounting. Ostensibly democratic governments undermine the independence of the judicial system, restrict the freedom of the press, and portray any opposition as treason. Strongmen in countries such as Turkey and Russia experiment with new types of illiberal democracies and downright dictatorships. Today, few would confidently declare that the Chinese Communist Party is on the wrong side of history.

The year 2016 – marked by the Brexit vote in Britain and the rise of Donald Trump in the United States – signified the moment when this tidal wave of disillusionment reached the core liberal states of western Europe and North America. Whereas a few years ago Americans and Europeans were still trying to liberalise Iraq and Libya at the point of the gun, many people in Kentucky and Yorkshire have now come to see the liberal vision as either undesirable or unattainable. Some discovered a liking for the old hierarchical world, and they just don’t want to give up their racial, national or gendered privileges. Others have concluded (rightly or wrongly) that liberalisation and globalisation are a huge racket empowering a tiny elite at the expense of the masses.

In 1939 humans were offered three global stories to choose from, in 1969 just two, in 1999 a single story seemed to prevail; in 2019 we are down to zero. No wonder that the liberal elites, who dominated much of the world in recent decades, have entered a state of shock and disorientation. To have one story is the most reassuring situation of all. Everything is perfectly clear. To be suddenly left without any story is terrifying. Nothing makes any sense.

From killing mosquitoes to killing thoughts

The mood of disorientation and impending doom is exacerbated by the accelerating pace of technological disruption. The liberal political system has been shaped during the industrial era to manage a world of steam engines, oil refineries and television sets. It finds it difficult to deal with the ongoing revolutions in information technology and biotechnology.

Both politicians and voters are barely able to comprehend the new technologies, let alone regulate their explosive potential. Since the 1990s the Internet has changed the world probably more than any other factor, yet the Internet revolution was directed by engineers more than by political parties. Did you ever vote about the Internet? The democratic system is still struggling to understand what hit it, and is hardly equipped to deal with the next shocks, such as the rise of AI and the blockchain revolution.

Already today, computers have made the financial system so complicated that few humans can understand it. As AI improves, we might soon reach a point when no human can make sense of finance any more. What will that do to the political process? Can you imagine a government that waits humbly for an algorithm to approve its budget or its new tax reform? Meanwhile peer-to-peer blockchain networks and cryptocurrencies like bitcoin might completely revamp the monetary system, so that radical tax reforms will be inevitable. For example, it might become impossible or irrelevant to tax dollars, because most transactions will involve only the exchange of information, without a clear-cut transfer of national currency, or any currency at all. Governments might therefore need to invent entirely new taxes – perhaps an information tax, paid on information and in information rather than in dollars. Will the political system manage to deal with the crisis before it runs out of money?

Even more importantly, the twin revolutions in infotech and biotech could restructure not just economies and societies but our very bodies and minds. In the past, we humans have learned to control the world outside us, but we had very little control over the world inside us. We knew how to build a dam and stop a river from flowing, but we did not know how to stop the body from ageing. We knew how to design an irrigation system, but we had no idea how to design a brain. If mosquitoes buzzed in our ears and disturbed our sleep, we knew how to kill the mosquitoes; but if a thought buzzed in our mind and kept us awake at night, most of us did not know how to kill the thought.

The revolutions in biotech and infotech will give us control of the world inside us, and will enable us to engineer and manufacture life. We will learn how to design brains, extend lives and kill thoughts at our discretion. Nobody knows what the consequences will be. Humans were always far better at inventing tools than using them wisely. It is easier to manipulate a river by building a dam across it than it is to predict all the complex consequences this will have for the wider ecological system. Similarly, it will be easier to redirect the flow of our minds than to divine what it will do to our personal psychology or to our social systems.

In the past, we have gained the power to manipulate the world around us and to reshape the entire planet, but because we didn’t understand the complexity of the global ecology, the changes we made inadvertently disrupted the entire ecological system and now we face an ecological collapse. In the coming century biotech and infotech will give us the power to manipulate the world inside us and reshape ourselves, but because we don’t understand the complexity of our own minds, the changes we will make might upset our mental system to such an extent that it too might break down.

The revolutions in biotech and infotech are made by engineers, entrepreneurs and scientists who are hardly aware of the political implications of their decisions, and who certainly don’t represent anyone. Can parliaments and parties take matters into their own hands? At present, it does not seem so. Technological disruption is not even a leading item on the political agenda. Thus during the 2016 US presidential race, the main reference to disruptive technology concerned Hillary Clinton’s email debacle,3 and despite all the talk about job losses, neither candidate addressed the potential impact of automation. Donald Trump warned voters that the Mexicans and Chinese will take their jobs, and that they should therefore build a wall on the Mexican border.4 He never warned voters that the algorithms will take their jobs, nor did he suggest building a firewall on the border with California.

This might be one of the reasons (though not the only one) why even voters in the heartlands of the liberal West are losing faith in the liberal story and in the democratic process. Ordinary people may not understand artificial intelligence and biotechnology, but they can sense that the future is passing them by. In 1938 the condition of the common person in the USSR, Germany or the USA may have been grim, but he was constantly told that he was the most important thing in the world, and that he was the future (provided, of course, that he was an ‘ordinary person’ rather than a Jew or an African). He looked at the propaganda posters – which typically depicted coal miners, steelworkers and housewives in heroic poses – and saw himself there: ‘I am in that poster! I am the hero of the future!’5

In 2018 the common person feels increasingly irrelevant. Lots of mysterious words are bandied around excitedly in TED talks, government think tanks and hi-tech conferences – globalisation, blockchain, genetic engineering, artificial intelligence, machine learning – and common people may well suspect that none of these words are about them. The liberal story was the story of ordinary people. How can it remain relevant to a world of cyborgs and networked algorithms?

In the twentieth century, the masses revolted against exploitation, and sought to translate their vital role in the economy into political power. Now the masses fear irrelevance, and they are frantic to use their remaining political power before it is too late. Brexit and the rise of Trump might thus demonstrate an opposite trajectory to that of traditional socialist revolutions. The Russian, Chinese and Cuban revolutions were made by people who were vital for the economy, but who lacked political power; in 2016, Trump and Brexit were supported by many people who still enjoyed political power, but who feared that they were losing their economic worth. Perhaps in the twenty-first century populist revolts will be staged not against an economic elite that exploits people, but against an economic elite that does not need them any more.6 This may well be a losing battle. It is much harder to struggle against irrelevance than against exploitation.

The liberal phoenix

This is not the first time the liberal story has faced a crisis of confidence. Ever since this story gained global influence, in the second half of the nineteenth century, it has endured periodic crises. The first era of globalisation and liberalisation ended in the bloodbath of the First World War. In the 1930s and early 1940s fascism looked irresistible. From the 1950s to the 1970s it seemed that the future belonged to communism. But every time, liberalism managed to overcome the crisis, learn from its mistakes, and even adopt its rivals’ best ideas. In particular, the liberal story learned from communism to expand the circle of empathy and to value equality alongside liberty. Whereas in the late nineteenth century the liberal story cared mainly about the liberties and privileges of middle-class European men, by the late twentieth century it had come to champion the cause of working-class people, women, minorities and non-Westerners. 7

Yet the current crisis of liberalism is different from the crises of the 1930s and the 1960s. The three major movements that fought one another in the twentieth century all had a coherent vision for the entire human species – be it global domination, revolution or liberation. Today, in contrast, the people who reject the liberal story don’t offer any coherent alternative, and actually take pride in that. Donald Trump’s main message is that it’s not America’s job to formulate and promote any global vision whatsoever. Similarly, the British Brexiteers barely have a plan for the future of the Disunited Kingdom – the future of Europe and of the world is far beyond their horizon. Most people who voted for Trump and Brexit didn’t reject the liberal package in its entirety – they lost faith mainly in its globalising part. They still believe in democracy, free markets, human rights and social responsibility, but they think these fine ideas can stop at the border. Indeed, they believe that in order to preserve liberty and prosperity in Yorkshire or Kentucky, it is best to build a wall on the border, and adopt illiberal policies towards foreigners.

The rising Chinese superpower presents an almost mirror image. It is wary of liberalising its domestic politics, but it has adopted a far more liberal approach to the rest of the world. In fact, when it comes to free trade and international cooperation, Xi Jinping looks like Obama’s real successor. Having put Marxism–Leninism on the back burner, China seems rather happy with the liberal international order.

Resurgent Russia sees itself as a far more forceful rival of the global liberal order, but though it has reconstituted its military might, it is ideologically bankrupt. Vladimir Putin is certainly popular both in Russia and among various right-wing movements across the world, yet he has no global world view that might attract unemployed Spaniards, disgruntled Brazilians or starry-eyed students in Cambridge.

Russia does offer an alternative model to liberal democracy, but this model is not a coherent political ideology. Rather, it is a political practice in which a number of oligarchs monopolise most of a country’s wealth and power, and then use their control of the media to hide their activities and cement their rule. Democracy is based on Abraham Lincoln’s principle that ‘you can fool all the people some of the time, and some of the people all the time, but you cannot fool all the people all the time’. If a government is corrupt and fails to improve people’s lives, enough citizens will eventually realise this and replace the government. But government control of the media undermines Lincoln’s logic, because it prevents citizens from realising the truth. Through its monopoly over the media, the ruling oligarchy can repeatedly blame all its failures on others, and divert attention to external threats – either real or imaginary.

When you live under such an oligarchy, there is always some crisis or other that takes priority over boring stuff such as healthcare and pollution. If the nation is facing external invasion or diabolical subversion, who has time to worry about overcrowded hospitals and polluted rivers? By manufacturing a never-ending stream of crises, a corrupt oligarchy can prolong its rule indefinitely.8

Yet though enduring in practice, this oligarchic model appeals to no one. Unlike other ideologies that proudly expound their vision, ruling oligarchies are not proud of their practices, and they tend to use other ideologies as a smokescreen. Thus Russia pretends to be a democracy, and its leadership proclaims allegiance to the values of Russian nationalism and Orthodox Christianity rather than to oligarchy. Right-wing extremists in France and Britain may well rely on Russian help and express admiration for Putin, but even their voters would not like to live in a country that actually copies the Russian model – a country with endemic corruption, malfunctioning services, no rule of law, and staggering inequality. According to some measures, Russia is one of the most unequal countries in the world, with 87 per cent of wealth concentrated in the hands of the richest 10 per cent of people.9 How many working-class supporters of the Front National want to copy this wealth-distribution pattern in France?

Humans vote with their feet. In my travels around the world I have met numerous people in many countries who wish to emigrate to the USA, to Germany, to Canada or to Australia. I have met a few who want to move to China or Japan. But I am yet to meet a single person who dreams of emigrating to Russia.

As for ‘global Islam’, it attracts mainly those who were born in its lap. While it may appeal to some people in Syria and Iraq, and even to alienated Muslim youths in Germany and Britain, it is hard to see Greece or South Africa – not to mention Canada or South Korea – joining a global caliphate as the remedy to their problems. In this case, too, people vote with their feet. For every Muslim youth from Germany who travelled to the Middle East to live under a Muslim theocracy, probably a hundred Middle Eastern youths would have liked to make the opposite journey, and start a new life for themselves in liberal Germany.

This might imply that the present crisis of faith is less severe than its predecessors. Any liberal who is driven to despair by the events of the last few years should just recollect how much worse things looked in 1918, 1938 or 1968. What we are seeing in recent years is not a complete abandonment of the liberal story. Rather, we are witnessing a shift from a ‘set-menu approach’ to a ‘buffet mentality’.

It is difficult to understand current developments partly because liberalism was never a single thing. Liberalism cherishes liberty, but liberty has different meanings in different contexts. Thus for one person liberalism implies free elections and democratisation. Another person thinks that liberalism means trade agreements and globalisation. A third associates liberalism with gay marriage and abortion. Liberalism offers diverse recommendations for behaviour in the economic, political and personal fields, and on both the national and international level. The following table summarises the main components of liberalism:

The Liberal Set Menu









	 
	National level
	International level





	Economic field
	Free markets, privatisation, low taxes
	Free trade, global integration, low tariffs



	Political field
	Free elections, rule of law, minority rights
	Peaceful relations, multilateral cooperation, international laws and organisations



	Personal field
	Free choices, individualism, diversity, gender equality
	Ease of personal movement and immigration





The liberal story that dominated the world in recent decades argued that there are strong and essential links between all the above six components. You can’t have one without the other, because progress in one field both necessitates and stimulates progress in other fields. For example, free elections are essential for the success of free markets – without democracy, markets soon fall prey to cronyism and government corruption. Similarly, gender equality promotes international peace – for wars are usually fuelled by patriarchal values and macho politicians. Meanwhile global economic integration goes hand-in-hand with the freedom of individual consumers – if I can choose from a hundred global brands rather than just three national brands, I enjoy more individual freedom. And so forth. Consequently, if a country wants to enjoy one dish from the liberal set menu – such as economic liberalisation – it has no choice but to take the other dishes too.

What is now common to populist and nationalist movements throughout the world is that even if they describe themselves as ‘anti-liberal’, none of them rejects liberalism wholesale. Rather, they reject the set-menu approach, and want to pick and choose their own dishes from a liberal buffet. Thus Trump is still very much in favour of free markets and privatisation, but he thinks he can have these goods while undermining multilateral cooperation and even free trade. China supports free trade, and its Belt and Road Initiative is one of the most ambitious globalisation projects ever envisioned – but it is far less enthusiastic about free elections. The British Brexiteers uphold democracy and have nothing against individualism, but they don’t like the idea of multilateral cooperation and of giving too much power to international organisations. Viktor Orbán has defined his regime as an ‘illiberal democracy’, arguing that you can have free elections in Hungary without committing yourself to things such as minority rights, diversity and individualism.

The one dish that almost everybody wants, at least in theory, is peaceful international relations. This is the chocolate cake of the liberal buffet. In contrast, the one dish that almost nobody desires – the global celery – is immigration. Even some of the staunchest supporters of democracy, individualism and multilateral cooperation have become decidedly lukewarm about allowing in too many immigrants.

It remains to be seen, however, whether the buffet approach can work. The food analogy might be very misleading. In restaurants, set menus are an arbitrary assemblage of independent dishes. Yet the liberal story always insisted that the liberal system is a living organism made of mutually dependent organs. While you can easily separate the soup from the dessert, you cannot separate the heart from the lungs. Can Trump really promote free markets in the USA while undermining free trade on the global level? Can the Chinese Communist Party continue to enjoy the fruits of economic liberalisation without making any movement towards political liberalisation? Can Hungarians have democracy without personal liberties, or is Orbán’s ‘illiberal democracy’ just a nicer way of saying ‘dictatorship’? Can international peace survive in a world of rising border walls and intensifying trade wars? The buffet approach might well result in the utter breakdown of the liberal system on both the national and international levels.

If this happens, what alternative vision might replace the liberal story? One option might be to completely give up on having a global story of any kind, and instead seek shelter with local nationalist and religious tales. In the twentieth century, nationalist movements were an extremely important political player, but they lacked a coherent vision for the future of the world other than supporting the division of the globe into independent nation states. Thus Indonesian nationalists fought against Dutch domination, and Vietnamese nationalists wanted a free Vietnam, but there was no Indonesian or Vietnamese story for humanity as a whole. When it came time to explain how Indonesia, Vietnam and all the other free nations should relate to one another, and how humans should deal with global problems such as the threat of nuclear war, nationalists invariably turned to either liberal or communist ideas.

But if both liberalism and communism are now discredited, maybe humans should abandon the very idea of a single global story? After all, weren’t all these global stories – even communism – the product of Western imperialism? Why should Vietnamese villagers put their faith in the brainchild of a German from Trier and a Manchester industrialist? Maybe each country should adopt a different idiosyncratic path, defined by its own ancient traditions? Perhaps even Westerners should take a break from trying to run the world, and focus on their own affairs for a change?

This is arguably already happening all over the globe, as the vacuum left by the breakdown of liberalism is tentatively filled by nostalgic fantasies about some local golden past. Donald Trump coupled his calls for American isolationism with a promise to ‘Make America Great Again’ – as if the USA of the 1980s or 1950s was a perfect society that Americans should somehow recreate in the twenty-first century. The Brexiteers dream of making Britain an independent power, as if they were still living in the days of Queen Victoria and as if ‘splendid isolation’ were a viable policy for the era of the Internet and global warming. Chinese elites have rediscovered their native imperial and Confucian legacies, as a supplement or even substitute for the doubtful Marxist ideology they imported from the West. In Russia, Putin’s official vision is not to build a corrupt oligarchy, but rather to resurrect the old tsarist empire. A century after the Bolshevik Revolution, Putin promises a return to ancient tsarist glories with an autocratic government buoyed by Russian nationalism and Orthodox piety spreading its might from the Baltic to the Caucasus.

Similar nostalgic dreams that mix nationalist attachment with religious traditions underpin regimes in India, Poland, Turkey and numerous other countries. Nowhere are these fantasies more extreme than in the Middle East, where Islamists want to copy the system established by the Prophet Muhammad in the city of Medina 1,400 years ago, while fundamentalist Jews in Israel outdo even the Islamists, and dream of going back 2,500 years to biblical times. Members of Israel’s ruling coalition government talk openly about their hope of expanding modern Israel’s borders to match more closely those of biblical Israel, of reinstating biblical law, and even of rebuilding the ancient Temple of Yahweh in Jerusalem in place of the Al-Aqsa mosque.10

Liberal elites look in horror at these developments, and hope that humanity will return to the liberal path in time to avert disaster. In his final speech to the United Nations in September 2016, President Obama warned his listeners against retreating ‘into a world sharply divided, and ultimately in conflict, along age-old lines of nation and tribe and race and religion’. Instead, he said, ‘the principles of open markets and accountable governance, of democracy and human rights and international law … remain the firmest foundation for human progress in this century’.11

Obama has rightly pointed out that despite the numerous shortcomings of the liberal package, it has a much better record than any of its alternatives. Most humans never enjoyed greater peace or prosperity than they did under the aegis of the liberal order of the early twenty-first century. For the first time in history, infectious diseases kill fewer people than old age, famine kills fewer people than obesity, and violence kills fewer people than accidents.

But liberalism has no obvious answers to the biggest problems we face: ecological collapse and technological disruption. Liberalism traditionally relied on economic growth to magically solve difficult social and political conflicts. Liberalism reconciled the proletariat with the bourgeoisie, the faithful with the atheists, the natives with the immigrants, and the Europeans with the Asians by promising everybody a larger slice of the pie. With a constantly growing pie, that was possible. However, economic growth will not save the global ecosystem – just the opposite, it is the cause of the ecological crisis. And economic growth will not solve technological disruption – it is predicated on the invention of more and more disruptive technologies.

The liberal story and the logic of free-market capitalism encourage people to have grand expectations. During the latter part of the twentieth century, each generation – whether in Houston, Shanghai, Istanbul or São Paulo – enjoyed better education, superior healthcare and larger incomes than the one that came before it. In coming decades, however, owing to a combination of technological disruption and ecological meltdown, the younger generation might be lucky to just stay in place.

We are consequently left with the task of creating an updated story for the world. Just as the upheavals of the Industrial Revolution gave birth to the novel ideologies of the twentieth century, so the coming revolutions in biotechnology and information technology are likely to require fresh visions. The next decades might therefore be characterised by intense soul-searching and by formulating new social and political models. Could liberalism reinvent itself yet again, just as it did in the wake of the 1930s and 1960s crises, emerging as more attractive than ever before? Could traditional religion and nationalism provide the answers that escape the liberals, and could they use ancient wisdom to fashion an up-to-date world view? Or perhaps the time has come to make a clean break with the past, and craft a completely new story that goes beyond not just the old gods and nations, but even the core modern values of liberty and equality?

At present, humankind is far from reaching any consensus on these questions. We are still in the nihilist moment of disillusionment and anger, after people have lost faith in the old stories but before they have embraced a new one. So what next? The first step is to tone down the prophecies of doom, and switch from panic mode to bewilderment. Panic is a form of hubris. It comes from the smug feeling that I know exactly where the world is heading – down. Bewilderment is more humble, and therefore more clear-sighted. If you feel like running down the street crying ‘The apocalypse is upon us!’, try telling yourself ‘No, it’s not that. Truth is, I just don’t understand what’s going on in the world.’

The following chapters will try to clarify some of the bewildering new possibilities we face, and how we might proceed from here. But before exploring potential solutions to humanity’s predicaments we need a better grasp of the challenge technology poses. The revolutions in information technology and biotechnology are still in their infancy, and it is debatable to what extent they are really responsible for the current crisis of liberalism. Most people in Birmingham, Istanbul, St Petersburg and Mumbai are only dimly aware, if at all, of the rise of artificial intelligence and its potential impact on their lives. It is undoubtable, however, that the technological revolutions will gather momentum in the next few decades, and will confront humankind with the hardest trials we have ever encountered. Any story that seeks to gain humanity’s allegiance will be tested above all in its ability to deal with the twin revolutions in infotech and biotech. If liberalism, nationalism, Islam or some novel creed wishes to shape the world of the year 2050, it will need not only to make sense of artificial intelligence, Big Data algorithms and bioengineering – it will also need to incorporate them into a new meaningful narrative.

To understand the nature of this technological challenge, perhaps it would be best to start with the job market. Since 2015 I have been travelling around the world talking with government officials, business people, social activists and schoolkids about the human predicament. Whenever they become impatient or bored by all the talk of artificial intelligence, Big Data algorithms and bioengineering, I usually need to mention just one magic word to snap them back to attention: jobs. The technological revolution might soon push billions of humans out of the job market, and create a massive new useless class, leading to social and political upheavals that no existing ideology knows how to handle. All the talk about technology and ideology might sound abstract and remote, but the very real prospect of mass unemployment – or personal unemployment – leaves nobody indifferent.
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We have no idea what the job market will look like in 2050. It is generally agreed that machine learning and robotics will change almost every line of work – from producing yoghurt to teaching yoga. However, there are conflicting views about the nature of the change and its imminence. Some believe that within a mere decade or two, billions of people will become economically redundant. Others maintain that even in the long run automation will keep generating new jobs and greater prosperity for all.

So are we on the verge of a terrifying upheaval, or are such forecasts yet another example of ill-founded Luddite hysteria? It is hard to say. Fears that automation will create massive unemployment go back to the nineteenth century, and so far they have never materialised. Since the beginning of the Industrial Revolution, for every job lost to a machine at least one new job was created, and the average standard of living has increased dramatically.1 Yet there are good reasons to think that this time it is different, and that machine learning will be a real game changer.

Humans have two types of abilities – physical and cognitive. In the past, machines competed with humans mainly in raw physical abilities, while humans retained an immense edge over machines in cognition. Hence as manual jobs in agriculture and industry were automated, new service jobs emerged that required the kind of cognitive skills only humans possessed: learning, analysing, communicating and above all understanding human emotions. However, AI is now beginning to outperform humans in more and more of these skills, including in the understanding of human emotions.2 We don’t know of any third field of activity – beyond the physical and the cognitive – where humans will always retain a secure edge.

It is crucial to realise that the AI revolution is not just about computers getting faster and smarter. It is fuelled by breakthroughs in the life sciences and the social sciences as well. The better we understand the biochemical mechanisms that underpin human emotions, desires and choices, the better computers can become in analysing human behaviour, predicting human decisions, and replacing human drivers, bankers and lawyers.

In the last few decades research in areas such as neuroscience and behavioural economics allowed scientists to hack humans, and in particular to gain a much better understanding of how humans make decisions. It turned out that our choices of everything from food to mates result not from some mysterious free will, but rather from billions of neurons calculating probabilities within a split second. Vaunted ‘human intuition’ is in reality ‘pattern recognition’.3 Good drivers, bankers and lawyers don’t have magical intuitions about traffic, investment or negotiation – rather, by recognising recurring patterns, they spot and try to avoid careless pedestrians, inept borrowers and dishonest crooks. It also turned out that the biochemical algorithms of the human brain are far from perfect. They rely on heuristics, shortcuts and outdated circuits adapted to the African savannah rather than to the urban jungle. No wonder that even good drivers, bankers and lawyers sometimes make stupid mistakes.

This means that AI can outperform humans even in tasks that supposedly demand ‘intuition’. If you think AI needs to compete against the human soul in terms of mystical hunches – that sounds impossible. But if AI really needs to compete against neural networks in calculating probabilities and recognising patterns – that sounds far less daunting.

In particular, AI can be better at jobs that demand intuitions about other people. Many lines of work – such as driving a vehicle in a street full of pedestrians, lending money to strangers, and negotiating a business deal – require the ability to correctly assess the emotions and desires of other people. Is that kid about to jump on to the road? Does the man in the suit intend to take my money and disappear? Will that lawyer act on his threats, or is he just bluffing? As long as it was thought that such emotions and desires were generated by an immaterial spirit, it seemed obvious that computers will never be able to replace human drivers, bankers and lawyers. For how can a computer understand the divinely created human spirit? Yet if these emotions and desires are in fact no more than biochemical algorithms, there is no reason why computers cannot decipher these algorithms – and do so far better than any Homo sapiens.

A driver predicting the intentions of a pedestrian, a banker assessing the credibility of a potential borrower, and a lawyer gauging the mood at the negotiation table don’t rely on witchcraft. Rather, unbeknownst to them, their brains are recognising biochemical patterns by analysing facial expressions, tones of voice, hand movements and even body odours. An AI equipped with the right sensors could do all that far more accurately and reliably than a human.

Hence the threat of job losses does not result merely from the rise of infotech. It results from the confluence of infotech with biotech. The way from the fMRI scanner to the labour market is long and tortuous, but it can still be covered within a few decades. What brain scientists are learning today about the amygdala and the cerebellum might make it possible for computers to outperform human psychiatrists and bodyguards in 2050.

AI not only stands poised to hack humans and outperform them in what were hitherto uniquely human skills. It also enjoys uniquely non-human abilities, which make the difference between an AI and a human worker one of kind rather than merely of degree. Two particularly important non-human abilities that AI possesses are connectivity and updateability.

Since humans are individuals, it is difficult to connect them to one another and to make sure that they are all up to date. In contrast, computers aren’t individuals, and it is easy to integrate them into a single flexible network. Hence what we are facing is not the replacement of millions of individual human workers by millions of individual robots and computers. Rather, individual humans are likely to be replaced by an integrated network. When considering automation it is therefore wrong to compare the abilities of a single human driver to that of a single self-driving car, or of a single human doctor to that of a single AI doctor. Rather, we should compare the abilities of a collection of human individuals to the abilities of an integrated network.

For example, many drivers are unfamiliar with all the changing traffic regulations, and they often violate them. In addition, since every vehicle is an autonomous entity, when two vehicles approach the same junction at the same time, the drivers might miscommunicate their intentions and collide. Self-driving cars, in contrast, can all be connected to one another. When two such vehicles approach the same junction, they are not really two separate entities – they are part of a single algorithm. The chances that they might miscommunicate and collide are therefore far smaller. And if the Ministry of Transport decides to change some traffic regulation, all self-driving vehicles can be easily updated at exactly the same moment, and barring some bug in the program, they will all follow the new regulation to the letter.4

Similarly, if the World Health Organization identifies a new disease, or if a laboratory produces a new medicine, it is almost impossible to update all the human doctors in the world about these developments. In contrast, even if you have 10 billion AI doctors in the world – each monitoring the health of a single human being – you can still update all of them within a split second, and they can all communicate to each other their feedback on the new disease or medicine. These potential advantages of connectivity and updateability are so huge that at least in some lines of work it might make sense to replace all humans with computers, even if individually some humans still do a better job than the machines.

You might object that by switching from individual humans to a computer network we will lose the advantages of individuality. For example, if one human doctor makes a wrong judgement, he does not kill all the patients in the world, and he does not block the development of all new medications. In contrast, if all doctors are really just a single system, and that system makes a mistake, the results might be catastrophic. In truth, however, an integrated computer system can maximise the advantages of connectivity without losing the benefits of individuality. You can run many alternative algorithms on the same network, so that a patient in a remote jungle village can access through her smartphone not just a single authoritative doctor, but actually a hundred different AI doctors, whose relative performance is constantly being compared. You don’t like what the IBM doctor told you? No problem. Even if you are stranded somewhere on the slopes of Kilimanjaro, you can easily contact the Baidu doctor for a second opinion.

The benefits for human society are likely to be immense. AI doctors could provide far better and cheaper healthcare for billions of people, particularly for those who currently receive no healthcare at all. Thanks to learning algorithms and biometric sensors, a poor villager in an underdeveloped country might come to enjoy far better healthcare via her smartphone than the richest person in the world gets today from the most advanced urban hospital.5

Similarly, self-driving vehicles could provide people with much better transport services, and in particular reduce mortality from traffic accidents. Today close to 1.25 million people are killed annually in traffic accidents (twice the number killed by war, crime and terrorism combined).6 More than 90 per cent of these accidents are caused by very human errors: somebody drinking alcohol and driving, somebody texting a message while driving, somebody falling asleep at the wheel, somebody daydreaming instead of paying attention to the road. The US National Highway Traffic Safety Administration estimated in 2012 that 31 per cent of fatal crashes in the USA involved alcohol abuse, 30 per cent involved speeding and 21 per cent involved distracted drivers.7 Self-driving vehicles will never do any of these things. Though they suffer from their own problems and limitations, and though some accidents are inevitable, replacing all human drivers by computers is expected to reduce deaths and injuries on the road by about 90 per cent.8 In other words, switching to autonomous vehicles is likely to save the lives of a million people every year.

Hence it would be madness to block automation in fields such as transport and healthcare just in order to protect human jobs. After all, what we ultimately ought to protect is humans – not jobs. Redundant drivers and doctors will just have to find something else to do.

The Mozart in the machine

At least in the short term, AI and robotics are unlikely to completely eliminate entire industries. Jobs that require specialisation in a narrow range of routinised activities will be automated. But it will be much more difficult to replace humans with machines in less routine jobs that demand the simultaneous use of a wide range of skills, and that involve dealing with unforeseen scenarios. Take healthcare, for example. Many doctors focus almost exclusively on processing information: they absorb medical data, analyse it and produce a diagnosis. Nurses, in contrast, also need good motor and emotional skills in order to give a painful injection, replace a bandage or restrain a violent patient. Hence we will probably have an AI family doctor on our smartphone decades before we have a reliable nurse robot.9 The human care industry – which takes care of the sick, the young and the elderly – is likely to remain a human bastion for a long time. Indeed, as people live longer and have fewer children, care of the elderly will probably be one of the fastest-growing sectors in the human labour market.

Alongside care, creativity too poses particularly difficult hurdles for automation. We don’t need humans to sell us music any more – we can download it directly from the iTunes Store – but the composers, musicians, singers and DJs are still flesh and blood. We rely on their creativity not just to produce completely new music, but also to choose among a mind-boggling range of available possibilities.

Nevertheless, in the long run no job will remain absolutely safe from automation. Even artists should be put on notice. In the modern world art is usually associated with human emotions. We tend to think that artists are channelling internal psychological forces, and that the whole purpose of art is to connect us with our emotions or to inspire in us some new feeling. Consequently, when we come to evaluate art, we tend to judge it by its emotional impact on the audience. Yet if art is defined by human emotions, what might happen once external algorithms are able to understand and manipulate human emotions better than Shakespeare, Frida Kahlo or Beyoncé?

After all, emotions are not some mystical phenomenon – they are the result of a biochemical process. Hence, in the not too distant future a machine-learning algorithm could analyse the biometric data streaming from sensors on and inside your body, determine your personality type and your changing moods, and calculate the emotional impact that a particular song – even a particular musical key – is likely to have on you.10

Of all forms of art, music is probably the most susceptible to Big Data analysis, because both inputs and outputs lend themselves to precise mathematical depiction. The inputs are the mathematical patterns of sound waves, and the outputs are the electrochemical patterns of neural storms. Within a few decades, an algorithm that goes over millions of musical experiences might learn to predict how particular inputs result in particular outputs.11

Suppose you just had a nasty fight with your boyfriend. The algorithm in charge of your sound system will immediately discern your inner emotional turmoil, and based on what it knows about you personally and about human psychology in general, it will play songs tailored to resonate with your gloom and echo your distress. These particular songs might not work well with other people, but are just perfect for your personality type. After helping you get in touch with the depths of your sadness, the algorithm would then play the one song in the world that is likely to cheer you up – perhaps because your subconscious connects it with a happy childhood memory that even you are not aware of. No human DJ could ever hope to match the skills of such an AI.

You might object that the AI would thereby kill serendipity and lock us inside a narrow musical cocoon, woven by our previous likes and dislikes. What about exploring new musical tastes and styles? No problem. You could easily adjust the algorithm to make 5 per cent of its choices completely at random, unexpectedly throwing at you a recording of an Indonesian gamelan ensemble, a Rossini opera, or the latest K-pop hit. Over time, by monitoring your reactions, the AI could even determine the ideal level of randomness that will optimise exploration while avoiding annoyance, perhaps lowering its serendipity level to 3 per cent or raising it to 8 per cent.

Another possible objection is that it is unclear how the algorithm could establish its emotional goal. If you just fought with your boyfriend, should the algorithm aim to make you sad or joyful? Would it blindly follow a rigid scale of ‘good’ emotions and ‘bad’ emotions? Maybe there are times in life when it is good to feel sad? The same question, of course, could be directed at human musicians and DJs. Yet with an algorithm, there are many interesting solutions to this puzzle.

One option is to just leave it to the customer. You can evaluate your emotions whichever way you like, and the algorithm will follow your dictates. Whether you want to wallow in self-pity or jump for joy, the algorithm will slavishly follow your lead. Indeed, the algorithm may learn to recognise your wishes even without you being explicitly aware of them.

Alternatively, if you don’t trust yourself, you can instruct the algorithm to follow the recommendation of whichever eminent psychologist you do trust. If your boyfriend eventually dumps you, the algorithm may walk you through the official five stages of grief, first helping you deny what happened by playing Bobby McFerrin’s ‘Don’t Worry, Be Happy’, then whipping up your anger with Alanis Morissette’s ‘You Oughta Know’, encouraging you to bargain with Jacques Brel’s ‘Ne me quitte pas’ and Paul Young’s ‘Come Back and Stay’, dropping you into the pit of depression with Adele’s ‘Someone Like You’ and ‘Hello’, and finally aiding you to accept the situation with Gloria Gaynor’s ‘I Will Survive’.

The next step is for the algorithm to start tinkering with the songs and melodies themselves, changing them ever so slightly to fit your quirks. Perhaps you dislike a particular bit in an otherwise excellent song. The algorithm knows it because your heart skips a beat and your oxytocin levels drop slightly whenever you hear that annoying part. The algorithm could rewrite or edit out the offending notes.

In the long run, algorithms may learn how to compose entire tunes, playing on human emotions as if they were a piano keyboard. Using your biometric data the algorithms could even produce personalised melodies, which you alone in the entire universe would appreciate.

It is often said that people connect with art because they find themselves in it. This may lead to surprising and somewhat sinister results if and when, say, Facebook begins creating personalised art based on everything it knows about you. If your boyfriend leaves you, Facebook will treat you to an individualised song about that particular bastard rather than about the unknown person who broke the heart of Adele or Alanis Morissette. The song will even remind you of real incidents from your relationship, which nobody else in the world knows about.

Of course, personalised art might never catch on, because people will continue to prefer common hits that everybody likes. How can you dance or sing together to a tune nobody besides you knows? But algorithms could prove even more adept at producing global hits than personalised rarities. By using massive biometric databases garnered from millions of people, the algorithm could know which biochemical buttons to press in order to produce a global hit which would set everybody swinging like crazy on the dance floors. If art is really about inspiring (or manipulating) human emotions, few if any human musicians will have a chance of competing with such an algorithm, because they cannot match it in understanding the chief instrument they are playing on: the human biochemical system.

Will all this result in great art? That depends on the definition of art. If beauty is indeed in the ears of the listener, and if the customer is always right, then biometric algorithms stand a chance of producing the best art in history. If art is about something deeper than human emotions, and should express a truth beyond our biochemical vibrations, biometric algorithms might not make very good artists. But nor do most humans. In order to enter the art market and displace many human composers and performers, algorithms won’t have to begin by straightaway surpassing Tchaikovsky. It will be enough if they outperform Britney Spears.

New jobs?

The loss of many traditional jobs in everything from art to healthcare will partly be offset by the creation of new human jobs. GPs who focus on diagnosing known diseases and administering familiar treatments will probably be replaced by AI doctors. But precisely because of that, there will be much more money to pay human doctors and lab assistants to do groundbreaking research and develop new medicines or surgical procedures.12

AI might help create new human jobs in another way. Instead of humans competing with AI, they could focus on servicing and leveraging AI. For example, the replacement of human pilots by drones has eliminated some jobs but created many new opportunities in maintenance, remote control, data analysis and cyber security. The US armed forces need thirty people to operate every unmanned Predator or Reaper drone flying over Syria, while analysing the resulting harvest of information occupies at least eighty people more. In 2015 the US Air Force lacked sufficient trained humans to fill all these positions, and therefore faced an ironic crisis in manning its unmanned aircraft.13

If so, the job market of 2050 might well be characterised by human–AI cooperation rather than competition. In fields ranging from policing to banking, teams of humans-plus-AIs could outperform both humans and computers. After IBM’s chess program Deep Blue beat Garry Kasparov in 1997, humans did not stop playing chess. Rather, thanks to AI trainers human chess masters became better than ever, and at least for a while human–AI teams known as ‘centaurs’ outperformed both humans and computers in chess. AI might similarly help groom the best detectives, bankers and soldiers in history.14

The problem with all such new jobs, however, is that they will probably demand high levels of expertise, and will therefore not solve the problems of unemployed unskilled labourers. Creating new human jobs might prove easier than retraining humans to actually fill these jobs. During previous waves of automation, people could usually switch from one routine low-skill job to another. In 1920 a farm worker laid off due to the mechanisation of agriculture could find a new job in a factory producing tractors. In 1980 an unemployed factory worker could start working as a cashier in a supermarket. Such occupational changes were feasible, because the move from the farm to the factory and from the factory to the supermarket required only limited retraining.

But in 2050, a cashier or textile worker losing their job to a robot will hardly be able to start working as a cancer researcher, as a drone operator or as part of a human–AI banking team. They will not have the necessary skills. In the First World War it made sense to send millions of raw conscripts to charge machine guns and die in their thousands. Their individual skills mattered little. Today, despite the shortage of drone operators and data analysts, the US Air Force is unwilling to fill the gaps with Walmart dropouts. You wouldn’t like an inexperienced recruit to mistake an Afghan wedding party for a high-level Taliban conference.

Consequently, despite the appearance of many new human jobs, we might nevertheless witness the rise of a new ‘useless’ class. We might actually get the worst of both worlds, suffering simultaneously from high unemployment and a shortage of skilled labour. Many people might share the fate not of nineteenth-century wagon drivers – who switched to driving taxis – but of nineteenth-century horses, who were increasingly pushed out of the job market altogether.15

In addition, no remaining human job will ever be safe from the threat of future automation, because machine learning and robotics will continue to improve. A forty-year-old unemployed Walmart cashier who by dint of superhuman efforts manages to reinvent herself as a drone pilot might have to reinvent herself again ten years later, because by then the flying of drones may also have been automated. This volatility will also make it more difficult to organise unions or secure labour rights. Already today, many new jobs in advanced economies involve unprotected temporary work, freelancing and one-time gigs.16 How do you unionise a profession that mushrooms and disappears within a decade?

Similarly, human–computer centaur teams are likely to be characterised by a constant tug of war between the humans and the computers, instead of settling down to a lifelong partnership.
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