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Preface

There are many different perspectives on the nature of cognitive science. Some see it as a loose conglomeration of diverse viewpoints and approaches to the study of cognition; not really a science at all but a collection of interfacing disciplines. Others view it as a much more convergent enterprise, in which the problem of characterizing intelligence can only be addressed by bringing computational, mathematical, behavioural and neurobiological constraints to bear simultaneously. Alan Newell’s work exemplified this latter approach. His efforts to understand cognition always combined a keen awareness of the depth of the problem; a strong commitment to finding real solutions; and an abiding respect for the importance of using evidence from human behaviour as a guide to the evaluation of the validity of theory.

The cognitive scientists who converged in Edinburgh in September of 1993 clearly shared Newell’s commitment to computational sufficiency and behavioural adequacy. Some, like Newell, had primarily computational interests, while others – more like Herb Simon, I suppose – had interests that originated in the nature of human cognition. And some of the participants reflect the synthesis of these approaches, combining mathematical analysis and computational modelling with a vital interest in experimental evidence based on experimental analysis of human behaviour. Though the meeting – and this book arising from it – have been billed as explorations of connectionist models, both reflect a broad theoretical perspective, one that situates the models in the broader fabric of efforts to rationalize intelligence in terms of models of optimal (i.e. Bayesian) inference in the presence of uncertainty.

The topics covered at the meeting include a number of the issues that have been raised in recent years as cognitive science has sought to come to terms with the real meaning and significance of connectionist approaches to cognition. Several of the papers in the first section deal with issues raised by McCloskey and Cohen’s observations about interference in connectionist networks. It is clear from Sharkey & Sharkey’s chapter that the presence of interference in some connectionist models is reasonably well understood, and techniques have been developed to minimize and even eliminate it. Equally importantly, Murre makes clear in his chapter how the same class of models that exhibit negative transfer in some cases of sequential learning can often exhibit positive transfer as well. Thus it would be a bad idea to suggest abandoning the broad class of connectionist models that can under some training regimes exhibit interference. The other chapters in this section deal with a range of aspects of learning and memory and indicate the diversity of learning and memory phenomena that are susceptible to a connectionist analysis.

The section on reading addresses the debate about the role of rules vs. connections in capturing language structure. Several of the chapters here suggest that at least some of the concerns that have dampened enthusiasm about connectionist models can finally be laid to rest. Early connectionist models – ones I had some hand in, as a matter of fact (Rumelhart & McClelland 1986, Seidenberg & McClelland 1989) – did not really achieve an adequate level of lawfulness in their behaviour. And now we think we understand why: These models used representations that dispersed the regularities inherent in the systems they tried to learn (see the chapter by Plaut, McClelland and Seidenberg for full discussion). Models that condense the regularities in different ways are much more systematic: When trained to read a corpus of 3000 monosyllables, the very different models of Plaut et al. and Bullinaria learn not only to read the corpus but also to generalize, as well as humans do, to pronounceable non-words. Bullinaria addresses some additional issues, including the question of how the learner might discover which letters in a word correspond to which of the word’s phonemes. Damper’s chapter situates connectionist models in the broader context of other computational approaches to learning the relation between spelling and sound.

The relation between statistical inference and connectionist models is addressed in section III. This section includes a valuable chapter by Kentridge, relating connectionist architectures to the theory of automata, and another by Chater, illuminating the strong links between connectionist models and models of statistical inference. Finch, Chater and Redington offer a model of syntax acquisition based on distributional statistics that illustrates the increasing convergence of connectionist approaches and statistical approaches to learning. The section on speech and audition may seem to deal with rather specialized topics, yet in fact some of the issues addressed are of quite general significance. Chapters 15 and 16 join the debate on whether cognitive processing is interactive or feedforward. The insight that arises from the juxtaposition of these papers is that what is crucial is the integration of constraints arising from several of the levels linguists and other theorists have classically identified. These constraints may be captured by classically interactive systems, of the sort considered by Harley and Mac Andrew, in which processing units on different levels represent cognitive units at different levels of linguistic analysis (e.g. features, phonemes, words); or they may be captured by recurrent models, in which featural, phonological and lexical constraints are inextricably intertwined, as in the chapter by Cairns et al. These more psychologically oriented papers are nicely complemented by the computational considerations that are the focus of the Smith chapter and the chapter by Abu-Bakar and Chater.

Overall the book reflects the diversity of influences and modelling techniques that have arisen within the connectionist framework, as it interacts with other frameworks and with current issues in specific research areas. The appreciation for the importance of combining computational and empirical approaches shines through all the contributions and bodes well for the future of cognitive science – connectionist and otherwise – among the new generation of researchers who are the main contributors to this volume.

Jay McClelland

February 1995
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Section I Memory

Joseph P. Levy


Since the very beginning of interest in them, connectionist networks have been used at least as metaphors for human memory, if not as explanatory models. It is not difficult to pick out some of the historical highlights in the development of models of neural network memories. Hebb (1949) suggested that a short-term trace was held in the activation of a neural circuit while long-term information was held in the synaptic weights. Willshaw et al. (1969) were concerned to describe the formal properties of the information storage in a biologically plausible simple net. Hopfield (1982, 1984) demonstrated how to train a network that stored its memories as stable points in its dynamics – popularizing the theoretical jargon of attractors, basins of attraction, and optimizing training algorithms so as to store maximum information. Rumelhart & McClelland (1986) demonstrated the potential richness in the psychological explanatory power of simple attractor networks that could be trained using some form of learning algorithm. In particular, the way that a partial or noisy cue to an attractor network will, if within the appropriate basin of attraction, lead to the intuitively satisfying “recall” of the appropriate information. There has also been a great deal of work on connectionist models of various aspects of cognitive processing. These often need to appeal to notions of information storage, learning and memory (e.g. Elman & McClelland 1988, Seidenberg & McClelland 1989). The success of these processing models adds to the attraction of using connectionist systems to model memory since it seems likely that memory and processing are intimately connected.

It follows that neural networks and memory are natural partners because of the intuitively satisfying way that networks can learn and store multiple stimuli in the same set of weights; because of the properties of content addressability and noise resistance made possible by nets with attractor dynamics; and because of related successes in connectionist models of cognitive processes.

The chapters in this section describe some of the latest work on the successes and failures of this enterprise. Relationships between memory and processing are highlighted in Chapter 1 on short-term memory for verbal sequences and Chapter 2 on the manner in which groups of stimuli can be temporarily “chunked together”. Chapter 3 covers important ideas on how memory abilities might develop, and the links between connectionist models and the mathematical memory model literature are discussed. A range of problems that back-propagation networks have in modelling human memory data – “catastrophic interference”, “catastrophic discrimination” and unrealistic “hypertransfer” – are discussed in Chapters 4 and 5. This section ends with a discussion of models of the relationship between connectionist short- and long-term stores (Ch. 6).

In Chapter 1, Glasspool describes the Burgess & Hitch (1992) model of the articulatory loop from the working memory literature (e.g. Baddeley 1986). The model is successful at describing the kinds of order errors, word length effects and the detrimental effect of phonemic similarities between words that occur in the working memory literature. Glasspool describes an extension to the model that copes with lexicality effects – the fact that this component of short-term memory works better with words than non-words. The chapter also demonstrates the utility of the simple competitive queue mechanism of Houghton (1990).

In Chapter 2, Bairaktaris describes a low-level modular mechanism for “temporal chunking” serially ordered input sequences. It uses a recurrent back-propagation architecture described by Zipser (1991) to preprocess an input stream into chunks of temporally contiguous items. Bairaktaris stresses the ubiquitous need for this kind of mechanism throughout cognition.

In Chapter 3, Brown, Preece and Hulme describe the links between the current connectionist and mathematical techniques for modelling human memory. They argue that the different approaches have complementary strengths and weaknesses. They stress the need for a combination of the insights from psychological models of the development of memory with those from mathematical models of memory.

In Chapter 4, Sharkey & Sharkey describe the problem of “catastrophic interference” in back-propagation networks, where newly learned information completely overwrites previously learned information. They then describe the complementary problem of “catastrophic discrimination”, the inability to distinguish items that have been learned from new ones. They stress the necessary trade-off between the two problems.

In Chapter 5, Murre demonstrates that back-propagation not only suffers from catastrophic interference but also from “hypertransfer”, i.e. that in some circumstances performance on a set A actually improves when learning a second set B. The learning transfer effects are in disagreement with human learning data. Murre goes on to show that two-layer networks do not suffer from excessive transfer and are in fact in very close accordance with the human interference data as summarized in the classic paper by Osgood (1949).

In Chapter 6, Levy and Bairaktaris survey connectionist models of the interaction between short- and long-term stores. They describe systems with separate components and ones where each connection has both a short- and a long-term weight. They describe their own architecture of dual-weight connections where each weight acts independently. The chapter finishes by speculating on possible future modelling applications for this kind of architecture.
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Chapter 1 Competitive queuing and the articulatory loop

David W. Glasspool

DOI: 10.4324/9781315794495-1


Introduction

This chapter reviews the psychological evidence for the articulatory loop. Two neural network implementations of the articulatory loop model are then discussed. The first is the model of Burgess & Hitch (1992). The second is an extended model which improves on that of Burgess & Hitch in its ability to operate with non-words as well as words, in its better simulation of the typical forms of order error made by human subjects, and in its ability to show both primacy and recency effects.

Both models use a competitive queuing architecture in order to achieve serial recall with single-shot learning. It is argued that competitive queuing is a particularly suitable paradigm for modelling the serial recall of verbal material due to its straightforward explanations for commonly observed error types and serial position effects.



The articulatory loop

There is evidence from studies on normal subjects and on neuropsychological patients that a specific dissociable system underlies the verbal component of short-term memory (e.g. see Baddeley 1990). This is the system presumed to be used in the immediate recall of word lists (span tasks), and which Baddeley & Hitch (1974) identified as the articulatory loop in their “working memory” model of short-term memory. The working memory framework proposes a modular system mediating short-term memory, in which a limited-capacity central executive is able to off-load information for short-term storage to at least two subsystems, the visuo-spatial scratchpad for spatial material, and the articulatory loop for verbally coded material.

The articulatory loop has been characterized by Baddeley (1986) as consisting of two components, a phonological store holding a rapidly decaying memory trace in the form of articulatory (motor) information, and a rehearsal mechanism, presumed to be formed from parts of the speech input and output mechanisms, which enables the system to maintain information for longer periods by continually refreshing the store’s contents.

Auditorily presented material is presumed to gain immediate entry to the phonological store. Visually presented material gains access when it is articulated. In order to refresh the rapidly decaying trace it is necessary to re-articulate the store’s contents. The rehearsal process places a limit on the amount of information which the store can hold – this is simply the amount of information which can be articulated by the speech mechanism in the time it takes for the trace in the store to decay to the extent that it is unusable. Notice that this limit is imposed by the fact that the process of articulation is inherently sequential, and not by a limited number of “chunks” or “slots” in the store. The store itself may be thought of as a constantly decaying trail left behind by all articulation, such that a speaker always has access to the last few seconds of speech.

Baddeley (1986) finds a limit of 1.5–2 seconds on the persistence of this trace, so the articulatory loop has a capacity set by the amount of speech which can be articulated in this time. This relationship between speech rate and span has been demonstrated several times (e.g. Baddeley et al. 1975, Ellis & Henneley 1980, Hulme et al. 1991).

The articulatory loop is specified at a very general level, but has nonetheless proved to be a very robust basis for the explanation of much of the data on human performance in this area. The word length effect (span is reduced for lists of longer words) and phonemic similarity effect (span is reduced for lists containing phonemically similar words) under different conditions of presentation modality and suppression are well accounted for (Baddeley 1986), the word length effect being due to articulatory rehearsal of the contents of a store which has a rapidly decaying trace, while the phonemic similarity effect is due to interference between similar items within the store. The model also predicts such phenomena as the effects of cross-linguistic differences in articulation rate on span. Ellis & Henneley (1980), for example, found that Welsh-speaking subjects had a shorter digit span than English speakers. The difference disappeared when the longer time required to articulate the Welsh digits was taken into account, as would be expected from a system with a limit on the articulatory duration of the material it can hold.

However, the model is specified at too general a level to account for other well established characteristics of verbal short-term memory. This is largely due to the fact that no architecture is specified for the “store” component. The representation of serially ordered information in a neural system is a far from trivial task, and it might well be expected that the need to store order information would place strong constraints on the architecture of the store, and hence on the detailed behaviour of the system. In particular, the basic articulatory loop model as outlined above fails to account for the following:

	The types and proportions of errors in immediate serial recall tasks. Between 70% and 80% of errors made by subjects in tasks involving the immediate recall of a list involve the order of items in the list rather than the identity of the items (Aaronson 1968). As Lashley (1951) pointed out, the form of typical errors argues against any form of “chaining” in the representation of stored lists. In fact, although the order of items may be incorrect they still tend to be produced only once, so a typical error is the exchange of two items in the list. This type of error is very difficult to explain on any intuitive symbolic account of the structure of the store.

	A long-term memory contribution to short-term memory. There is a good deal of evidence for the existence of a non-phonological component in short-term memory. For example, Besner & Davelaar (1982) find a lexicality effect – in tests on lists of non-words, recall is worse for non-homophones than homophones. In addition, Watkins (1977) reports that span for lists of high-frequency words is significantly greater than for lists of low-frequency words. Hulme et al. (1991) also report a lexicality effect, with consistently better recall for words than non-words. The articulatory loop model in itself cannot account for these effects, which are presumably due to interactions between long- and short-term memory.

	The precise origin of the phonemic similarity effect. The articulatory loop model is able to provide the seeds of an account for this effect, the suggestion being that phonemically similar items have similar articulatory representations in the store and are thus more likely to be confused. However, without constraining the form of the store, this does not constitute a full explanation.

	The form of the serial recall curve. It is well established that recall is better for the first few items in a list (the primacy effect) and the last few items (the recency effect) than for items in the middle of the list (e.g. see Murdock 1962). These effects are again generally seen as arising from the interaction between different memory systems, but there is a certain amount of evidence that the picture may not be so simple. For example, the recency effect, once thought to be entirely due to short-term recall, has been shown to extend to long-term memory (Tzeng 1973, Baddeley & Hitch 1977). Similar primacy and recency effects have been found in other serial recall situations, for example in certain pathologies of spelling (Caramazza & Miceli 1990, Jonsdottir et al. 1995), raising the possibility that it may be the serial recall mechanism itself which gives rise to these effects.


This chapter describes two related connectionist models which attempt to address these problems through implementation of the articulatory loop model. The first is a basic network model due to Burgess & Hitch (1992) which treats words as unitary items. The second is a considerably extended model which is able to handle non-words as well as words, and to temporally sequence phonemes within words. Both models remain at a fairly high conceptual level, but they nonetheless attempt to give a principled account for the areas of short-term memory performance outlined above. In particular, they define explicit structures for the “phonological store” and “articulatory control process”.



Serial recall and competitive queuing

Connectionist models have had a great deal of success in areas such as the recognition and completion of patterns, where the entire stimulus is presented at once (in parallel), and the output is derived entirely by the spread of activation through the network over the weighted connections between nodes (e.g. see Rumelhart & McClelland 1986). However, as Lashley (1951) points out, much of human behaviour does not involve simultaneous patterns but is serially ordered in time.

Symbolic models based on serial digital computers are traditionally very good at modelling sequential behaviour, although this has been due in the main to a reliance on the underlying sequential control structures available in computer programming languages, which has resulted in a tendency to avoid addressing the fundamental origins of serial order in human and animal behaviour. Connectionist models are forced to address the problem of serial behaviour from first principles.

Although the majority of connectionist models have not been concerned with serial behaviour, a few have addressed this problem. One fairly simple way to introduce temporally ordered activity into a network is to include a time delay element in each inter-node connection. By adjusting the delay on the connections, the spread of activity across the network can be made to change with time. Networks of this type have been constructed for both the recognition and the generation of temporal patterns (e.g. Kleinfeld 1986, Tank & Hopfield 1987).

A different technique (developed by Jordan (1986) and Elman (1990) amongst others) uses a recurrent architecture in which the output from the network at time t is fed back as part of the input at time t + 1. This gives the network access to its past states, so that associations may be learnt between subsequent states. A system of this type is able to learn temporal sequences of states as a chain of associations.

Another approach (used by Rumelhart & Norman (1982), Dell (1988) and Houghton (1990) amongst others) uses the relative activation levels of items to order them sequentially. The most active of a set of items is selected by some selection mechanism, after which it is inhibited. The next most active item is now the most active and is selected. Repeatedly selecting and inhibiting the most active item results in a sequence of selections following the initial relative activation order of the items. This technique is attractive in its simplicity, and has the advantage that it suggests a natural mechanism for the high incidence of order errors found in psychological studies. An error occurs if a node has slightly too high or too low an activation, which results in the order of the sequence changing, rather than in the sequence breaking down completely as with typical errors in a “chained” system. This means that such models can show the type of chaining-independent behaviour which is typical of human recall (Lashley 1951) with errors such as the exchange of items, and can show a dominance of order over item errors (it is generally easier for the model to confuse two within-list items with similar activation levels than to confuse an active list item with an inactive out-of-list item).

This approach is central to Houghton’s (1990) “competitive queuing” (CQ) model. Houghton extends the approach to give a complete serial recall model, outlined in Figure 1.1.

[image: ]Figure 1.1 Houghton's (1990) CQ model.
The CQ architecture consists of three main elements. First, a set of nodes representing items which may be incorporated into lists. A “local” representation scheme is used so each item is represented by a single node.

Secondly, the item nodes are activated by weighted connections to a “control signal” which varies with time during sequence production. This signal provides a cue to temporal position in the sequence to which recall of individual items can be tied. Allowing this control signal to vary with time is the central novelty of Houghton’s approach, and it confers three advantages compared with simply allowing the suppression of already produced items to provide temporal ordering:

	Since activation levels of items can change during sequence production, the activation level of each selected item is not constrained to be lower than that of the previous selection. The items output by the system can thus be more evenly activated.

	Items which have been produced and suppressed do not receive strong top-down activation once their “correct” position in the sequence has passed, preventing spurious reselection of items.

	Sequences can contain repeats. This requires the reactivation of selected and suppressed items “to order”.


The third element of the CQ approach is a “competitive filter” (Fig. 1.2), which selects and passes forwards the most active of the item nodes at each step during production.

[image: ]Figure 1.2 The competitive filter.
This consists of a layer of nodes in parallel with the item nodes and with one-to-one excitatory connections from them. At the beginning of a recall time step the competitive filter nodes mirror the relative activations of the item nodes. However, this layer contains self-excitatory and strong mutually inhibitory connections between nodes, which are updated several times during each time step. The filter nodes quickly settle into a state where the node which started out with the highest activation level has inhibited all other nodes to a subzero level and is the only node left active. This constitutes the selection by the filter of the most active item node.

Houghton’s CQ system was developed for word pronunciation from long-term memory. The time-varying control signal in this system consists of two nodes, a “start” node, which is activated at the start of recall and decays in activation during recall, and a “stop” node, which becomes more active during recall, to reach a peak at the end of recall. For sequences of more than two or three items (phonemes, in this case), correct recall requires a period of supervised learning. This is obviously a disadvantage in an immediate recall application. However, by increasing the complexity of the control signal (Houghton 1994) it is possible to obtain perfect recall for long sequences after a single presentation, using a Hebbian learning rule. This is the approach taken in the articulatory loop models described below, in which a more complex multinode control signal is used.



The Burgess & Hitch model

The Burgess & Hitch network model of the articulatory loop applies the CQ sequencing paradigm to the articulatory loop framework. The model is based around a four-layer feedforward network (Fig. 1.3). Phonemes and words are locally represented. All nodes take activations between −1 and +1 with a resting activation of zero. While their activation is positive, nodes’ activations are dependent only on their current inputs, but they retain a proportion of their activation from one time step to the next when negative (so that normally nodes are immediately reactive to input, but inhibited nodes recover slowly).

[image: ]Figure 1.3 A general outline of the Burgess & Hitch articulatory loop model, adapted from Burgess & Hitch (1992).
A list of words is presented to the model one at a time. As each word arrives, the input phoneme nodes corresponding to the word’s phonemes are activated simultaneously and feed activation forwards through a set of prelearned “recognition” weights to activate the corresponding word node. A set of temporary weights learns an association between the active word node and the current state of a set of “context” nodes, by one-shot Hebbian update. The context nodes provide a form of temporal context – their activation pattern changes slowly as each word is presented. In the initial form of their model, Burgess and Hitch use a sequence of patterns in which a proportion of the nodes randomly change state from highly active to inactive or vice versa at each time step during presentation. Each context state is thus likely to be more highly correlated with adjacent states than with distant states.

A second set of decaying temporary weights learns associations between the output phonemes of one word and the input phonemes of the next.

The sequence of context states used during presentation is repeated exactly during recall of the list, providing the model with a constant cue to its position in the list. As each context state appears during recall, the temporary weights tend to activate the word node which was associated with that state, and hence occupied the corresponding position in the list, during presentation. The output-to-input chaining weights also tend to activate each word node in the sequence as its predecessor appears at the model’s output. The two sets of temporary weights thus both contribute to the sequential activation of word nodes at recall, the relative influence of the two systems being a free parameter of the model. In order to reproduce the correct sequence of words, it is thus simply necessary for a competitive filter to select the most active of the set of word nodes at each time step.

Activation feeds forwards from the filter via a set of prelearned “articulation” weights to a layer of output phoneme nodes, where the nodes corresponding to the constituent phonemes of the winning word are activated in parallel. Simultaneously, strong inhibitory connections from filter nodes back to the corresponding word nodes serve to inhibit the winning word node following its production.

In order to induce the model to make errors, a small amount of random noise is added to the node activation levels, and the temporary weights from context to word nodes are allowed to decay with time during presentation and recall (modelled as one unit of decay for every phoneme presented to or recalled by the system). When the weights decay to the point where the random noise becomes significant in determining the winner of the “competition” the system will begin to make errors.



Performance of the Burgess & Hitch model

The Burgess & Hitch model performs well in the light of short-term memory data. In particular, the following aspects of human performance are well modelled:

	Limited span. The span of the model is limited due to the decay of the temporary weights and the addition of random noise to activation values.

	The effect of word length. Span is reduced for longer words, as in human subjects. This is due to the fact that the temporary weights decay once per phoneme rather than once per word, so that the capacity of the system is dependent on the phonemic length of the input list rather than the number of words it contains. The relationship between word length and span is close to that observed in human subjects.

	The predominance of order errors. Because the selection of words at recall is made on the basis of activation level, and close competitors usually come from elsewhere (close) in the list, order errors predominate to a similar extent to that observed in human data. The inhibition of words after their selection tends to prevent their spurious reselection, and thus each word in the list tends to be produced only once. This leads to correct modelling of exchange errors, which are otherwise difficult to explain.

	The effect of phonemic similarity. The model shows poorer recall for lists of phonemically similar words, in accordance with the human data. This effect is largely due to the operation of the second serial ordering system mentioned above – the chaining system – which operates on the phonemic representations of words. However, in the absence of this mechanism the model should still be expected to show some effect of phonemic similarity due to the partial activation of similar words by the recognition weights during learning. This should lead to the formation of weak associations between context states and partially active incorrect words, which would disrupt recall.


Interestingly, the output-to-input temporary weights were found to contribute nothing useful to the model’s recall of word lists, and in fact prevent the correct modelling of certain aspects of the psychological data – notably, the occurrence of paired transposition errors, the zig-zag serial position curve for errors in lists of alternating similar and dissimilar words (Baddeley 1968), and the correct production of sequences containing repeats. The phonemic similarity effect is also partially obscured by the fact that chaining causes the similarity of two items to have as much effect on their successors as on the items themselves. These problems lead Burgess & Hitch to suggest that future models should rely completely on the temporal context rather than any form of item-to-item chaining. The form of the sequence of context patterns also caused problems, as their random nature led to occasional high correlations between temporally distant states. Burgess & Hitch suggest a modified context arrangement in which a “window” of activation is shifted across a field of inactive nodes, so that each context state correlates highly (0.66) with those immediately preceding or following it, less strongly with the next most adjacent states (0.33) and not at all with more distant states, as shown in Figure 1.4. With this form of context signal, the model shows a recency effect as well as a primacy effect, implying that this was previously obscured by the stronger effect of long-range context state correlations.

[image: ]Figure 1.4 Form of temporal context suggested by Burgess & Hitch for use in future models.


An extended model

The Burgess & Hitch model is a good first approximation to an articulatory loop implementation. However, the design is somewhat simplistic. Specifically, words lack internal structure (all the phonemes of a word are presented or recalled simultaneously), and non-words cannot be remembered – clearly an important aspect of human performance and language acquisition (e.g. see Gathercole et al. 1991). Burgess & Hitch make the reasonable assumption that such aspects of human performance are secondary to the main modelling problem and may easily be added to the basic model. Part of the rationale for developing an extended model was to test this assumption.

The intuition behind the extended model (Glasspool 1991) is that the phonemes constituting words and non-words should be sequenced by the same type of mechanism as that which sequences words within lists. This suggests a hierarchical arrangement based around a phoneme level memory system, which will remember non-words and words equally well as lists of phonemes, with a word-based system operating alongside it to provide support when recognized words are encountered. An outline of the model is shown in Figure 1.5.

[image: ]Figure 1.5 Overall outline of the extended model.
The model uses a feedforward layered architecture with local representation for words and phonemes. To allow the word system to recognize words presented one phoneme at a time, and to articulate recalled words in the same manner, recognition and articulation is achieved using connections with time delays (Tank & Hopfield 1987, Elman 1990). This simplifies modelling, but the architecture is sufficiently modular that a different scheme could be substituted relatively easily. Both phoneme and word memory systems use a competitive queuing structure, each with a competitive filter and a time-varying context pattern similar to the “moving window” arrangement suggested by Burgess & Hitch.

In order to avoid buffering incoming items, the model does not attempt to distinguish between words and non-words as they are presented. Rather, both the phoneme and word level systems attempt to remember the presented list as best they can. The phoneme system will do equally well with words or non-words, but the word system will perform much better if words are recognized in the input. At recall, the word system will be able to support the phoneme system if the presented list contained words, but not if it contained non-words. This behaviour is consistent with the data of Hulme et al. (1991), which suggests that the advantage which the recall of words enjoys over that of non-words is due to additional support from lexical information in long-term memory over and above a basic phonological capability, rather than, for example, the use of wholly separate memory systems for words and non-words.

The input to the system is a stream of phonemes. As each is presented, the corresponding phoneme node is activated and a set of temporary weights learn an association between the phoneme nodes and the current phoneme context pattern using a one-shot Hebbian learning rule. The phoneme context pattern is then updated. The incoming stream of phonemes is segmented into words (or non-words) to simplify the task of the recognition network. Segmentation is achieved by inserting an interword marker into the phoneme stream. The marker is treated by the phoneme system as a phoneme like any other, and is stored for later recall. However, the arrival of the interword marker triggers the word system to learn the association between the current word context and the state of the word nodes, and to update its context pattern. If the immediately preceding phonemes formed a recognized word, one of the word nodes will be fully active at this point and a strong association will be learned, along with weak associations to any phonemically similar word nodes which will be partially activated by the recognition network. If, however, the preceding phonemes did not form a word, none of the word nodes will be fully active and only weak associations will be learned.

At recall, the phoneme system produces one phoneme (or interword marker) at each time-step, again following the sequence of competitive filter selection, subsequent inhibition and context shift. While the context pattern for the phoneme system is updated at each time step, the context pattern for the word system remains constant for the duration of each word or non-word, and is only updated when an interword marker appears in the output. The output from the word system is thresholded so that output will only be produced if a strong association has been learned to the current word context state. This output is produced one phoneme at a time by the articulation network, and strongly influences the outcome of the phoneme level competition.

In general at each time step during recall more than one word node will be active, for two reasons:

	Positions close together in the list have context states which share active nodes, so words close to the “correct” word in the presented list will be partially activated by their association with similar context patterns.

	At presentation, words which share phonemes with the word currently being presented are partially activated by the recognition weights, and form weak associations to the current context state. They are thus partially activated when this context state appears again at recall.


Any words which are both close to the “correct” word in the list and share phonemes with it will be particularly highly activated along with the correct word, although in the absence of noise the correct word will have the highest activation at the appropriate point during recall.

The first of these factors also holds for phoneme nodes, so that in general more than one phoneme node will also be active at each recall step. The addition of random noise to phoneme and word activation levels causes the model to make errors in selecting the correct word or phoneme for recall.

Both sets of temporary weights decay at the same rate, by a fixed amount every time a phoneme is presented to or produced by the system. The capacity of the system is thus related to the phonemic length of the stored material rather than the number of words/non-words it contains. However, since the phoneme system operates on smaller “chunks” than the word system, and therefore has to store more information, span for words should be greater than span for non-words.

During recall the system must utilize the chunked representations stored by the word weights whenever words were recognized in the input. As indicated above, the word system adds its articulated output to the phoneme nodes if the activation of the winning word node exceeds a threshold. Since the absolute activation level of a correctly recognized and recalled word varies according to the length of the list, this threshold must also vary with list length. However, the threshold may conveniently be set by the activation of the most active phoneme node, which must be scaled by an experimentally determined factor of around 0.75 for reliable operation. In practice, after the addition of noise, the threshold is still occasionally unreliable. To make selection completely reliable, a small bias is added to the threshold value to bias the model slightly towards word or non-word recall. This fits with the intuitive idea that human subjects are aware that the list they are trying to recall contains words or non-words. The model is still able to recall lists of mixed words and non-words when this bias is set to zero, although it is subject to occasional lexicalization errors. Hitch has found similar lexicalization errors in human subjects under this condition (personal communication).



Formal description of the model


Node activations

Nodes in the context fields take binary activation values of 0 or + 1. Activation Aj at time t of any phoneme, word or competitive filter node j with connections to n other nodes is given by

1.1Aj(t)=f (δAj(t−1)+∑i=1nWijAi(t−1))+η

where δ is a decay constant (δ = 0 for positive Aj, 0 ≤ δ ≤ 1 for negative Aj), μ is a random noise value, Wij is the weight on the connection to node j from node i, and

1.2f(x)=tanh(x)

which acts as a “squashing” function to keep activations between ±1 (noise is added after application of f(x) so activations may occasionally slightly exceed the ±1 limits).

Depending on the position of the node in the network, weights may impinge on a node conveying excitation from another layer, inhibition from another layer, inhibition from other nodes in the same layer, and excitation from the node itself. Magnitudes for all of these weights are given later.



Learning

During list learning, the input to the phoneme nodes is a vector in which all elements are zero except for that corresponding to the current incoming phoneme, which is 1. The input to the word system is a vector derived from the recognition network. The activation Aj of node j at time t is given by

1.3Aj(t)=δAj(t−1)+Vj(t)

where Vj is element j of the phonemic input or word recognition output vector. The recognition and articulation networks both use fixed weights from the phoneme nodes comprising a particular word to the corresponding word node. As in the Burgess & Hitch model, recognition weights have a magnitude of

1.41nph

where nph is the number of phonemes in the word. This allows the network to distinguish between long and short words ending with the same phonemes. Articulation weights have a magnitude of 1. The connections in these networks include delays arranged so that, in the recognition network, excitation from each of the serially presented phonemes of a word arrives at the appropriate word node simultaneously, and in the articulation network superthreshold excitation by a word node causes subsequent serial excitation of the appropriate phoneme nodes in the correct order.

Learning only occurs in the temporary context-to-phoneme and context-to-word weights, which are updated according to the modified Hebbian rule used by Burgess & Hitch:

1.5Wij(t+1)={ εAi(t)Aj(t)   if Wij(t)<ε Ai(t)Aj(t)                        Wij(t) otherwise

where ε is a learning rate parameter.



Weight decay

The weights from context-to-word and context-to-phoneme nodes are temporary and decay with time. Decay of temporary weights at each phoneme input or output is given by

1.6Wij(t+1)=△Wij(t)

where Δ is a constant decay factor, Δ ≤ 1.



Parameter values

The following are the parameter values used for the simulations summarized below:

	
Limits on random noise η = ±0.0088.

(This is set by reference to human data to give the correct span.)


	
Temporary weight decay rate Δ = 0.94.

(This must be close to 1.0 to give an appreciable advantage for words over non-words. If the weights decay too fast, the difference in activation between successive phonemes becomes so much larger than that between successive words that the greater distinctiveness of successive phonemes offsets the greater number of items in phoneme lists.)


	Item node to competitive filter excitation weight =1.0.

	
Competitive filter to item node inhibition weight = 4.0.

(A large value is required to give strong inhibition of winning items after their production.)


	Competitive filter self-excitation weight = 0.5.

	
Competitive filter mutual inhibition weight =1.3.

(These are experimentally determined to give efficient filter operation.)


	Learning rate ε = 3.0.

	Scaling factor for phoneme activations before comparison with word activations Fp =0.75.

	
Lexicalization bias = 0.1 (non-word lists) = −0.1 (word lists).

(Added to phoneme activations after scaling by Fp.)



All parameter values are fully motivated in Glasspool (1991).



Performance of the extended model

The following results summarize the major aspects of the model’s performance. Unless otherwise stated, all results were obtained from 500 trials.

Figure 1.6 shows the performance of the model for various list lengths and word lengths.

[image: ]Figure 1.6 Probability of correct recall of entire lists against list length for lists of dissimilar words of two, three, four and five phonemes.
The model has a limited capacity due to the decay of temporary weights and noisy activations. The form of the “span” curve is similar to that for humans (Guildford & Dallenbach 1925), with good recall for short lists, poor recall for very long lists, and a smooth transition for intermediate lengths. The span was set to approximately seven two-phoneme words by adjusting the level of noise. All other parameter values were set essentially without reference to psychological data, however, values being selected simply to give qualitatively correct operation of the model.

The model shows a pronounced word length effect, with better performance on lists of shorter words or non-words. This effect is due to the fact that the temporary weights decay once for each phoneme, rather than each word or non-word, so that the capacity of the model is related to the phonemic length of the presented list rather than the number of words or non-words it contains. (Note that phonemic length is used in the model to represent temporal length, purely for modelling convenience. Real phonemes are of course of different durations, and a more accurate model would have the weights decay once per unit of time, rather than once per phoneme.)

Figure 1.7 compares the performance of the model on lists of phonemically similar and distinct words. The model shows a clear effect of phonemic similarity, with shorter span for lists containing phonemically similar words. This is due to the particularly high activation at recall of words which are both close to the target word in the list and phonemically similar to it. These compete strongly with the target word, leading to a higher error rate than that for distinct words.

[image: ]Figure 1.7 Probability of correct recall of entire lists against list length for phonemically similar and dissimilar two-phoneme words.
A problem for the model as it stands is that the mechanism by which the phonemic similarity effect arises for words (and that for the same effect in the Burgess & Hitch model) is incompatible with the architecture of the phonemic part of the model.

For words, the effect is due to the fact that similar words are strong competitors at recall, as they are partially activated during learning, and form weak associations with the context pattern. Non-words, however, are learned as sequences of phonemes, which are not partially activated, and hence are not subject to stronger competition, under conditions of phonemic similarity. However, the model does show a phonemic similarity effect for non-words, due to the higher occurrence of repeated phonemes in lists of phonemically similar non-words. The competitive queuing mechanism is capable of correctly recalling lists with repeated items, but recall is not so robust, and the error rate is higher than for lists without repeats.

The fact that the same effect is produced for words and non-words by different mechanisms does not seem satisfactory. One way to resolve this problem would be to treat phonemes as collections of phonetic features rather than indivisible objects. An association network could then recognize phonemes at presentation, allowing the phonemic similarity effect for phoneme lists to arise in a similar way to that for word lists.

Figure 1.8 compares the performance of the model on lists of words and non-words. (The y axis shows the probability of error-free recall of an entire list. Note that both word and non-word lists include end-of-word markers.) The model stores lists of non-words as lists of phonemes, but is able to “chunk” lists of words. For a given phonemic length of list the word-based system stores fewer items than the phoneme-based system, and thus makes fewer errors. The result is a clear lexicality effect of the same order as that reported for experimental subjects (Hulme et al. 1991).

[image: ]Figure 1.8 Probability of correct recall of entire lists against list length for three-phoneme words and non-words.
Figure 1.9 shows the probability of a correct response in each word position when recalling a word list.

[image: ]Figure 1.9 Probability of a correct response versus serial position in lists of eight two-phoneme distinct words. Data obtained from 5000 trials.
The model shows a clear primacy effect, which is largely due to its tendency to make order errors rather than item errors. This means that an error early in the list tends to lead to further errors later in the list.

The model also shows a small but robust recency effect. This is due to the fact that the last item in the list shares fewer active context nodes with other items than most other list items, and so is less susceptible to error. The last-but-one item is also more distinct than items in the middle of the list, but this is to a lesser extent, and is not enough to confer any appreciable recency effect. The same is of course true of the first and second items, but the effect at the beginning of the list is masked by the much stronger statistical effect already mentioned.

Primacy and recency effects very similar to these are seen in experimental studies when presentation is visual (e.g. Crowder 1972).

Finally, due to the use of a competitive queuing mechanism for serial recall, the model produces more order errors than item errors, and makes many exchange errors, most involving adjacent items. The number of item errors made by the model depends on the vocabulary of words given to the model before testing. Item errors occur usually when a word in the model’s vocabulary but not in the learned list is phonemically similar to a word in the list. This causes the non-list word to form weak associations with the context during learning, and to be partially activated during recall. The rate at which the model makes item errors thus depends on the number of words in its vocabulary which share phonemes with words in the list. Most item errors share phonemes with list items, which fits the psychological data (e.g. Conrad 1964).




Discussion


Relationship of these models to the articulatory loop framework

It was argued in the introduction that the articulatory loop model is specified at too general a level to account for several well known aspects of the immediate recall data, particularly the types of errors made, the effect of lexicality, the effect of phonemic similarity and the form of the serial error curves. The implementations discussed here improve on the basic articulatory loop framework by positing explicit mechanisms within a CQ architecture as analogues for its “phonological store” and “articulatory control process”. The rapidly decaying phonological store corresponds to the decaying associative weights from a gradually changing temporal context, which produce a changing gradient of activation over a set of item nodes, and the articulatory control process corresponds to the competitive filter, which must repeatedly select and output the most active of a set of items. In the new model, both the phoneme and word filters contribute to the articulatory control process, with the final output selected by the phoneme filter, but under heavy influence from the word filter if words are recalled.

The main predictions of the articulatory loop model still hold within this new formalism. First, the models have a limited capacity set by the rate of decay of the temporary weights. Secondly, since these weights decay with time (modelled here by phonemic length for implementation convenience), the capacity of the system is set by the temporal length rather than syllabic length or word count of the stored material. The models thus both show the same effect of word length as is observed in the psychological data.

The articulatory loop framework holds that the phonemic similarity effect is due to confusion between similarly coded traces in the store. The models show a similar effect, the confusion being due to similar activation levels resulting from partial recognition of similar words at presentation (i.e. during encoding), although an interesting alternative is suggested by the treatment of non-words in the extended model, where the effect is due to the effect of repeats in the phonemic representation. By specifying an explicit structure for the store component the models show how such an effect can operate in practice.

The models both show effects of serial position within lists on the incidence of errors. The extended model shows both primacy and recency effects. These effects arise from the sequencing mechanism and do not require interaction with external memory systems. The primacy effect is largely due to the fact that errors early in a list tend to cause further errors later, while the recency effect arises from the greater confusability of context states near the middle of the list compared with those near the end of the list, which have fewer neighbours.

Finally, the extended model shows the expected effect of lexicality. It explains the superior recall of words compared with non-words in terms of the lower number of items in the word system’s representation, which can be used if known words are recognized in the list, compared with the phoneme system’s representation, which must be relied on in the case of non-word lists.




Sequencing


Sequencing by activation level

One of the central themes of the CQ approach is the idea that items in a list are sequenced on the basis of their relative activation levels. This approach has been used to good effect in other areas, for example typing (Rumelhart & Norman 1982), spelling (Houghton et al. 1994) and word production (Houghton 1990). The major advantage of the approach is the form of the errors which tend to result from the disruption of recall. These are generally order errors, in good agreement with the high incidence of order errors in psychological studies in the relevant areas. Models relying on chained associations between recall items cannot satisfactorily explain the tendency of subjects to confuse order rather than item identity, as Lashley (1951) pointed out.

The second basic feature of the CQ approach, the suppression of selected items following output, besides improving recall, introduces the possibility of paired transposition (exchange) errors. These are a common feature of human performance in many areas of serial behaviour (for example, speech (e.g. see Shattuck-Hufnagel 1979), impaired spelling (Caramazza & Miceli 1990) and typing (Rumelhart & Norman 1982)) as well as in short-term memory tasks, and cannot be adequately explained by chained association models.

The good results obtained using a completely chaining-free sequencing system in the extended model confirm Burgess & Hitch’s conclusion that chaining is unnecessary for correct operation.



The context signal

The CQ mechanism in its original formulation by Houghton (1990) used the activation pattern across a pair of nodes to form the time-varying signal driving sequential recall. One of these (the I node) is maximally active at the start of recall, and its activation falls monotonically during recall. The other node (the E node) starts with a low activation and increases in activation to reach a maximum at the end of the sequence. Houghton (1994) argues that this is the simplest form of control signal which is able to give reliable operation. However, although it is able to learn sequences using a single-shot Hebbian update procedure, the CQ system using this simple two-dimensional control signal requires a short period of supervised learning for good performance on sequences of more than three or four items. This is because the control signal does not give a good level of discrimination between adjacent states, and the weights must be finely adjusted if many states are to be discriminated.

The main motivation for moving away from the simple control signal of Houghton’s (1990) version of CQ in addressing the articulatory loop is the need for an extended period of supervised learning if sequences of a realistic length are to be stored. This is clearly problematic for a model of immediate recall. The approach taken by Burgess & Hitch in improving the discrimination between successive states in the control signal is to add more units, allowing successive states to be patterns with a lower correlation. This approach is also taken in the extended model. An advantage of this type of context signal is that it is very easy to control the correlation between states. A disadvantage is that the complexity of the control signal itself has been increased to the point where it is no longer easy to take its production for granted. With the form of context originally used by Burgess & Hitch a sequence of context states randomly generated during presentation must be replayed verbatim during recall, opening the model to the criticism that the problem of serial recall is simply being moved to a different part of the system rather than explained. The original two-node system of Houghton (1990) has the advantage that it is much easier to generate in a neurally plausible way. The activation of the start node merely has to decay exponentially with time from a high starting value, while the end node’s activation pattern could be achieved by an inhibitory connection from the start node. This simple signal can be explicitly generated within the model, avoiding an appeal to external sequencing mechanisms.

In some recent unpublished work, Houghton (1994) has shown that the discriminability of separate states of the control signal in this type of model is a function of two parameters: the correlation between successive context states, which can be improved by adding more units to the control pattern (in Houghton’s terms, adding more dimensions to the control state-space), and the sensitivity of the net input rule employed by item nodes, which determines how responsive items are to changes in the control signal. There are thus two obvious approaches to the problem of the low discriminability of the two-node control signal. The first is to add more nodes, as Burgess & Hitch do with their complex context sequence, and the second is to increase the sensitivity of the net input rule to changes in the control signal. Houghton (1994) demonstrates that a simple two-node control signal, in conjunction with a more sensitive net input rule using a radial basis function, is capable of producing sequence recall after a single exposure with dynamics comparable to the Burgess & Hitch system. The somewhat artificial context signals used in the models described here are thus not necessary for correct operation, although they may be viewed as an implementation convenience which allows the influence of the context signal on recall to be more easily analyzed.



Chunking

Both models chunk phonemes into words. The extended model carries this chunking over into the sequencing system itself, however, and is able to store both chunked and unchunked information.

The chunking scheme is rather simplistic, a fixed two-level hierarchy is employed where in reality the chunking of phonemes into words is no doubt a far more subtle process, perhaps involving various stages of pre-lexical chunking and quite rigorous constraints on the legal formation of words from phonemes (Treiman & Danis 1988, Hartley & Houghton 1995). The model thus, for example, completely ignores the fact that non-words are themselves chunks.

However, the simple chunking scheme has proven to work effectively, and offers an explanation for the advantage of words over non-words in immediate recall tasks in terms of the amount of information which must be stored by the system in order to remember a list of words compared with that required to store a list of non-words. The model thus directly addresses the interesting problem of interaction between long-term and short-term memory.

This raises the question of the validity of using two separate queuing systems to model the processing of words and non-words. While it is a practical proposition to use a separate queue for each level in a two-layer hierarchy, this would clearly become impractical quite rapidly as complexity increased. There are several obvious alternative architectures for a model capable of handling words and non-words, including, for example:

	Storage could be limited to phonological information only, relying on a recognition system at recall to “clean up” the trace for words. This is the suggestion made by Hulme et al. (1991) to explain their data, and is certainly a proposition which deserves investigation, as it would lead to a simpler model. Since word identity information is available at presentation time it seems reasonable that it should be used to strengthen the memory trace as it is laid down, however, rather than attempting to re-extract this information at recall. It may be possible to separate these possibilities experimentally, as outlined below.

	Incoming phonemes could be chunked into words if possible as they arrive, before storage. This has the advantage of using only one queue, and also of being extensible to any number of hierarchical levels without increasing the number of queues. However, this proposal would require buffering at input until recognition could be completed, which introduces additional complications to the model.


The dual-queue model discussed here shows that the separate queue approach can be made to work well. A certain amount of complexity is introduced by the need to synchronize the two systems and to correctly switch between them, but this appears to be no greater than the complexity of the buffering, recognition and synchronization mechanisms required for the alternative strategies outlined above.

Further development may require experimental work to indicate the most promising directions. Experiments with mixed lists of words and non-words may be particularly interesting here. The incidence of subjects’ lexicalization errors might, for example, provide evidence for storage of specific words in specific list positions and phonemes or syllables in others, as in the present model, for the marking of certain positions as word positions, with subjects relying on the phonological trace to provide word identity, or simply for memory that certain words occurred somewhere in the list, subjects relying on the phonological trace for both position and identity.




Conclusions

Although still specified at a fairly high level, these models constitute concrete implementations of Baddeley and Hitch’s articulatory loop. In particular, by positing an explicit mechanism for the “phonological store” and “articulatory control process” the models provide a principled explanation for the observed pattern of errors and primacy and recency effects. The CQ paradigm is central to these explanations of otherwise problematic phenomena. It is interesting to note that essentially the same mechanism has now been used to explain the detailed structure of serial behaviour in domains as widespread as typing (Rumelhart & Norman 1982), speech production (Houghton 1990), spelling (Houghton et al. 1994), non-word repetition (Hartley & Houghton 1995) and immediate recall in the models discussed here. Such generality must indicate that an important aspect of the dynamics underlying these activities is captured by the idea of a competitive queue.

The extended model attempts a consistent account of the handling of non-words and structure within words by hierarchically extending the basic Burgess & Hitch model. Effectively, the model implements a crude “temporal chunking” system whereby phonemes can be chunked into words on the basis of a recognition system. The results so far suggest that it will be worthwhile continuing to refine the chunking operation in the light of psychological data on chunking processes.
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