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	Introduction
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	Algorithms will always be the central point of efficient development, and you will use them everywhere. You'll need to use them when writing code, you'll come across them at every coding interview you attend, and they will definitely be part of your daily development work. Even more, they are part of life, and throughout this book, I'll show you some real-world examples of algorithms to help you understand them more easily. 

	You could start by learning each algorithm individually – this is helpful, but learning how to think algorithmically is even more helpful. If your brain can be trained to understand algorithmic logic and follow it, you'll find it much easier to understand existing algorithms and write your own. 

	What is algorithmic thinking, though? And how do you use it to help you work through a problem?

	How to Use Algorithmic Thinking

	For many people, algorithmic thinking is a complete change in their thinking. The concept isn't difficult – it's merely a way of systematically thinking through a problem and finding the solution, much the same way a computer runs. 

	But this isn't as easy as you might think for the human brain. Over time, we create our own assumptions and shortcuts, our own little rules that we live by to help us solve problems without thinking too much about them. 

	Take a simple problem – a list of 10 numbers that need to be sorted into ascending or descending order. Most of us would look at the list, see pretty quickly what order they should be in, then put them in the right order. 

	We are not used to breaking down how we think about a problem into smaller steps and translating those steps into how a computer works. Take the issue of finding a specific word in the dictionary. We would go to the dictionary section starting with the first letter of that word, but a computer cannot do that – it needs to be told specifically how to find that word.

	What about finding a name in the phone book? Humans use the first letter of the name to start the search in the book – for example, if we are looking for Mitchel, we go to the 'M' section of the book and start looking. Again, the computer cannot do this.

	For those just starting their development journey, breaking down their thought process into "computable" steps is tough because humans can make judgment calls on where to start – computers can't. 

	So, how do you do this? How do you train your brain to think algorithmically?

	Believe it or not, it is a skill you can learn, just like any other; all it takes is practice. As a coder, think about how you learned object-oriented design and how you learned to organize your code into the right classes. You do what you think is right, then tweak the solution to get it right and strengthen any weaknesses you find. 

	Like the object-oriented design, you can follow some guidelines to help you learn algorithmic thinking faster. The core of algorithmic thinking is nothing more than thinking systematically about how a problem should be solved. It's all about:

	
		Clearly defining the problem

		Breaking it down into smaller pieces

		Defining solutions for each smaller piece

		Implementing the solutions

		Learning how to make the solution more efficient



	What Is an Algorithm?

	And do you really care? 

	Most people are somewhat intimidated by algorithms, so many choose not to learn them. They think they are too hard to learn, too complicated, and far too much mathematics is involved. In short, they are too complex and beyond most people's ability to understand. If the truth is known, most people realize that algorithms are important but don't know how to learn them.

	If you keep up with tech news, you'll hear, almost daily, about new algorithms; for example, Uber's latest algorithms for getting the best rides or Google's new and improved search algorithm. We hear about them in interviews and are constantly told that they are complicated but important – mostly by those who probably don't even know what one is, let alone what they are for.

	As for mathematics, many people assume algorithms are full of it because they confuse the word "algorithms" with "logarithms," which are full of math and tough concepts. I'm here to tell you that they are not as difficult as you think to learn. I want you to feel comfortable about learning and understanding them, and I want you to push aside any doubt and uncertainty you might feel.

	The word "algorithm" has been blown up and weighted with far too much complexity. In all truthfulness, they are nothing more than a series of steps that tell us how something you should be done. An algorithm is nothing more than a process that solves problems, such as:

	
		Finding specific words in dictionaries

		Sorting numbers

		Generating the Fibonacci sequence of numbers

		Finding all the prime numbers in a  list

		Doing the laundry

		Baking a pie

		Making a sandwich



	Notice those last three? Normal, daily tasks we do daily? They perfectly portray that an algorithm is nothing more than a set of steps to achieve something. 

	Most of the algorithms you hear about or read about in the news are impressive. And many do require you to have a solid knowledge of machine learning, math, and computer science theory. I don't understand all of them, but just because these complicated algorithms exist doesn't mean they are all the same. Some are actually quite easy to understand – when you know how. 

	To start learning algorithmic thinking, simply pick a problem and then choose one of the following two ways to think through how to solve it:

	
		Break it down

		Build it up



	Break It Down

	Breaking a problem down into smaller parts doesn't come naturally to everyone, but it is one of the most helpful methods. First, you learn to understand the problem better when you break it down into smaller pieces. Second, you can easily see some solutions when you understand a problem. This is a great method to use when facing a problem you see as being outside your comfort zone. 

	Let's consider the problem of finding a word in a dictionary – the word is 'discombobulate,' which means 'confused.' We'll assume that our dictionary is nothing more than a list of words, in the English-language sense of what a list is.

	To find a word, we need to know:

	
		Where the search should be started

		How to start

		When the search should be stopped

		How to stop

		How two items in the list should be compared to work out which one comes before the other

		How the search should be continued when the word isn't found



	The better the algorithm, the less time it takes to get from steps 1 to 3, and you won't need to do steps 5 and 6 so often. 

	For our search, we can expand things by breaking the problem down into the following pieces:

	
		The order we expect the words to be in, for example, alphabetical order

		How two words should be compared so we can work out which one comes first in the list

		How we will know when the right word is found

		How to know if the word we want does not exist in the dictionary.



	We can easily assume that we can deal with the first two pieces by using the English alphabetical order for the words. By the same token, using alphabetical order should help us determine the correct word order by using the alphabetical order of the letters in each word. 

	That leaves us with two points. 

	We will know we have found the right word when our search word matches the one at the search position. Today's programming languages can more than determine if two words are identical or if one comes before the other alphabetically. That deals with point three. 

	For point four, if we complete the search without finding the word, we know it doesn't exist. However, this is based on the assumption that the first three points have been executed correctly. 

	Proof by Induction

	The big question is, how do you start? Well, the easiest way to begin a problem is to think through it using a small data sample. Make sure it is big enough to give you the right answers but easy to think through. You should also be able to write it out if necessary. 

	Mathematics introduces us to the concept of proof by induction. This is basically the idea that where you can prove a formula will work for 1 item, and assuming it's true for n-items, where n indicates an unknown quantity, you can then go on to prove it for n items. If it works for that, it will work for any number. 

	If we use this for our word search, we can try to make it work for 1 word. Then we can try it with 10 words. If that works, we can use the formula to search any number of words. 

	Build It Up

	This might be the most tempting method to start with, by using the proof of induction concept. Indeed, the point of any coding is to build the solution, so it makes perfect sense to want to get straight into it. 

	Let me tell you something. In the past, I've dived straight into building up a solution to solve a problem and put hours and days of work into it before I realized I was stuck. I couldn't solve the problem the way I wanted because I failed to understand how the existing code affected the problem. Think of it as baking a pie; you get halfway through and suddenly realize you are missing some ingredients or don't have the right equipment. 

	I learned my lesson the hard way – if I don't have a thorough understanding of the problem, I cannot build an efficient and effective solution. And if I can, it will take me much longer to get there. 

	Once a problem has been broken down into smaller pieces, you can begin to solve it by building the solution. You will need to start by solving each piece individually or solving a couple of pieces simultaneously. At this stage, things are flexible. I like to start with the easiest piece of the solution as it gives me a framework to use for the rest of it. 

	Using our dictionary search as an example. I might use the following method to build my solution:

	
		Write a loop or a recursive function

		Write the code to help me exit the recursion or loop if the correct word is identified

		Write the code to help me exit the recursion or loop if the entire dictionary has been searched and the word is not found

		Write the code that helps me determine the next step should the word not be found, but there is more to the dictionary

		Fix any boundary conditions, edge cases, and any other issues that arise, such as if an empty list is passed



	The best places to start are sorting and searching algorithms because these are some of the easiest to learn, building in complexity as they go. 

	Solving Real-World Problems

	When it comes to solving real-world problems, things aren't quite so obvious. Most coders find solutions for existing code or add new features, not starting from scratch.

	With real-world problems, you still need to break them down into smaller pieces, and you still need to build the solution piece by piece. However, the solution will also likely require you to design classes and their relevant methods and learn how to put them all together. 

	As you build up slowly from small, simple problems to bigger, more complex ones, each step must be kept isolated and manageable. Changes must be introduced slowly so that when something goes wrong, which it inevitably will, you can easily find the potential cause. 

	You should also consider that, to start with, you might not know how to produce a fix or a new feature and implement it. This is more true for those adding new features or fixing defective code than for those building a solution from scratch.

	Believe, there have been times when I've spent days, weeks, trying everything possible to work out how a fix or feature should be implemented, but all I'm left with is something that may work but is inefficient and certainly not pretty. However, all that work allowed me to learn how to go back to the code and rewrite it more efficiently and cleanly. 

	Allow yourself the time to experiment and accept that it will take several attempts to get something that works. Then accept that it will take more work to clean it up and make it more efficient.

	That is the nature of algorithms, and this book will teach you some of the most efficient ways to learn them. 



	
Chapter 1

	 

	Let’s Start with Strategy

	[image: Image]

	A word of warning. If you are taking part in a coding interview, algorithmic puzzles are one of the commonest ways interviewers weed the candidates out. Still, if this scenario doesn't apply to you, then settle back and enjoy yourself – these puzzles are similar to crosswords or logic puzzles for coders.
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	When you try to solve these puzzles, you are faced with challenges you won't encounter anywhere else, not to mention unique concepts that you may not know of. Practicing these challenges helps broaden your problem-solving abilities and solidify a useful process in all walks of life, not just coding.

	Like any other type of puzzle you try to solve, some strategies can give you an easier way of breaking the problem down. Let's say you are doing a jigsaw puzzle. To make it easier, you might go through the pieces and separate them into groups – same or similar colors, edge pieces, corner pieces, similar features, etc. Then you start from the corners and edges and work your way into the center. If you play Minesweeper, you may make one random click and then work your way around the edges, calculating the clear areas and where the obvious mines are. You randomly click again, but only when you are sure all possibilities have been exhausted. 

	The same thing applies to solving algorithmic puzzles, but while some strategies will help you approach similar algorithms, I recommend you start from the bottom – learn a broader strategy that you can adopt as a habit.

	Instead of just diving straight into the whole problem, try approaching it in the following stages:

	Think First:

	
		Analyze it

		Restate it

		Write out some input and output examples

		Break it down into its natural components

		Use pseudocode to outline it

		Use the pseudocode to step through the example data



	Execute It

	
		Code it

		Test it against your sample data

		Refactor it



	Let's walk through these one at a time:

	Analyze It

	When you first looked at the problem, did you get some kind of insight into how to solve it? If you did, it's your mind making a connection to a previous experience – hold onto it; don't let that insight fade away! Then take the time to look at the problem and look for places where your insight differs from the problem.

	No matter what a puzzle is, if it is well-written, it will contain everything you need to solve it. But just reading it doesn't mean you understand the problem. And when you don't understand it, you won't have any direction or will try to solve what you think the problem is, not what it actually is. 

	
		Look at it properly, find the keywords that define the challenge

		Look for the input and work out the right output

		Find the keywords and phrases that matter



	For example, let's say you are given a sorted array of nums and are asked to remove the duplicates.
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