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i.Making Effective Graphs in the Social Sciences

Making Effective Graphs in the Social Sciences provides the knowledge and skills for creating graphs that are easy to interpret accurately.

This includes: (a) knowledge of the different types of graphs and under what circumstances each graph is appropriate, (b) knowledge of what decisions to make when choosing graph components, such as the type of axis or data symbols, and what evidence supports those decisions, and (c) how to use consistency within and across graphs to make your graphs easier to understand. In addition to developing this knowledge base, practical skills are developed for creating effective graphs in Microsoft Excel, IBM SPSS Statistics software (“SPSS”), and R. For Microsoft Excel and SPSS, this includes illustrated and annotated step-by-step instructions. Electronic resources, including full Excel and SPSS appendices and downloadable datasets hosted on the Routledge product page, support the worked examples in the book. Social science researchers and students in data-based social science courses will benefit from the focus on both knowledge and practical skills.

Instructors will find the book self-contained – allowing students to make more effective graphs with minimal instructor intervention.

Eric Johann Hiris is a researcher in the Department of Psychology at the University of Ostrava, Czech Republic. He studies visual perception and cognitive psychology and has published numerous peer-reviewed journal articles on these topics. He received his BA from Oakland University and his MA and PhD from Vanderbilt University. He was previously an associate professor at St. Mary's College of Maryland, a professor at the University of Northern Iowa, and a professor at the University of Wisconsin – La Crosse.





	ii.Hiris’ Making Effective Graphs in the Social Sciences provides a guide for both students and professionals. Hiris provides guiding principles using examples and humor with the added benefit of clear practical instruction in making graphs across multiple platforms.


	Professor Aileen M. Bailey, St. Mary's College of Maryland, United States


	Eric Hiris, an accomplished cognitive psychologist, has produced an excellent book on Making Effective Graphs in the Social Sciences. Full of ideas and resources for creating informative, attractive graphs, the book reifies the maxim that a well-composed picture can be worth a thousand words.


	Professor Emeritus Randolph Blake, Vanderbilt University


	Clear guiding principles and developed examples illustrate how smart graphing choices improve reader experience. Hiris gives instructors, researchers, and students a solid, usable resource that covers the why and how of effective graphs, and thus, directly contributes to science and data literacy.


	Dr. Kimberly Epting, Department of Psychology, Elon University


	This book is an invaluable guide for students and researchers seeking clarity in data visualization. By bridging SPSS, Excel, and R, it provides practical strategies to transform data into meaningful graphics, making complex results easy to understand and communicate across audiences.


	Professor Alessandro Quartiroli, University of Wisconsin - La Crosse
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1.1Introduction
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Why is this book necessary?

Graphs are a powerful way of conveying information and an important aspect of scientific communication (Cleveland, 1984). Graphs may increase persuasiveness (Pandey et al., 2014; Tal & Wansink, 2014) and/or understanding (Dragicevic & Jansen, 2018) of scientific and other types of information. However, the social sciences, compared to other sciences, lag in the use of graphs in their published work (Cleveland, 1984). Looking specifically at subdisciplines within psychology, the use of graphs increases as the rated difficulty of the subdiscipline increases (Best et al., 2001; Smith et al., 2002). As Smith et al. (2002) note, this difference in graph use across subdisciplines is not due to differences in quantification: those subdisciplines that use fewer graphs tend to report more tables and inferential statistics. It is not entirely clear why there is a subdisciplinary difference in the use of graphs versus tables and statistics.

This subdisciplinary difference cannot explain the overall lag in graph usage in social sciences behind other sciences discussed by Cleveland (1984). Beniger and Robyn (1978) noted that in the 17th and 18th centuries, the social sciences actively avoided the use of graphs, instead preferring tabular representation of information. However, that began to change for the social sciences in the 19th century and much time has passed since then. It seems unlikely that the current difference in the social science use of graphs can be entirely attributed to events in the 17th and 18th centuries.

I think there is another factor involved: a lack of specific training in making graphs. In my wildly unscientific approach to this question, I have asked many academics in psychology and other social sciences whether they recall ever receiving specific training on how to make a graph. So far, in several decades of asking, no one has ever reported receiving specific training. Certainly, graphs were made as part of a course – but what was lacking was instruction on the principles of what makes a good graph and why particular decisions might be made regarding which graph to use, and so forth. If you do not receive training on how to make graphs, you are not likely to be comfortable making graphs, and therefore will be less likely to make a graph when the opportunity arises. To address this, I think two things are necessary. First, individuals need to be trained on the principles of making good graphs (knowledge). Second, individuals need to know how to actually make that good graph (practical skills). With both the knowledge and the practical skills, I believe social scientists will be more likely to present their data graphically. The goal of this book is to help with both the knowledge and the practical skills.

But some might wonder if this knowledge and practical skills training are really necessary. Is it not possible to just use graphing software to make a good graph? Unfortunately, one cannot expect to use the default settings of graphing software and get good results (e.g., see Su, 2008). 2.The remedy for this is human knowledge and practical skills of how to make the graph in the way it needs to be for other humans to understand it easily and accurately.


Who is this book for?

This book is written for social science students in a methods, statistics, data visualization, or lab course. However, I think the book will be useful for anyone looking to increase their understanding of graphing and improve their practical skills. If you are not a student, you have the benefit of not needing to worry about being assigned the problems at the end of the chapters – you can still choose to complete them if you like. Some problems even have humorous answers. As I was contemplating the answer to the question of who this book is intended for, I was surprised to realize this book is for me, too. I expect it will be a useful resource for me when I forget the details of how to accomplish a particular graphing task.


What this book will and will not do

This book will:


	Develop your understanding of what makes a graph difficult to interpret accurately.


	Develop your understanding of what makes a graph easier to interpret accurately.


	Provide fundamental knowledge for making choices about which type of graph to use.


	Provide fundamental knowledge for making choices about various graph components.


	Make graph recommendations based on research findings.


	Make graph suggestions based on my preferences and intuition.


	Provide you with practical skills in actually creating graphs in Microsoft® Excel, IBM® SPSS® Statistics software (“SPSS”), or R.



This book will not:


	Teach you how to use Microsoft Excel, SPSS, or R. However, you do not need to already know how to use a particular software package because the book gives you step-by-step instructions. You will certainly learn some by doing, but the focus is not on teaching the software.


	Teach you statistics. There is a review (if you know statistics) or an introduction (if you do not know statistics). The goal of this book is to make readers become familiar with the basic statistical ideas that may be relevant to graphing.


	Teach you complex data visualizations. This book focuses purposefully on the fundamentals of graphing in relatively simple graphs. I believe these fundamentals will serve you well if you later learn more complicated visualizations.




How to prepare yourself for this book?

A picture is worth a thousand words.1 Excellent! But do you want those words to be a disorganized jumble of sentences with no focus, or do you want those words to be clear, concise, and focused? Furthermore, I argue that a graph is worth more words than a picture. A graph has a defined purpose to communicate information. Surely it is worth more than the thousand words of a picture – let's estimate two thousand words. Each page of single-spaced text is approximately 500 words, so a graph can contain the information of about four pages of single-spaced text. It is therefore even more important to ensure the graph is as clear as possible.

3.Expect that making a good graph will take time and effort, just like writing four good pages of text. There are graphs in this book that took me a day to make – because I was learning something new and trying to determine the exact best way to accomplish what I wanted to do. That same graph is set up for you to make in a minute or even less as you work through the book. Making a graph in a minute should not be your expectation when you graph your own data with no certainty about the best approach. Expect to take some time planning and needing to work through multiple versions of the graph to get the right one. Much like writing, which takes revision, expect a good graph to require experimentation and many iterations (Zacks & Franconeri, 2020). Also, you may not even be the best judge of whether your graph is good, because you already know the intended message of the graph (Zacks & Franconeri, 2020). Consider asking someone you trust to give you feedback on the graph. Specifically, this should be a person you trust to give you the bad news that your graph is not good (if that is what needs to be said). It is even better if that person also fits the profile of the intended audience for the graph.


Approach of the book

It is useful for the reader to know a little about how I made decisions about what to include in the book. When in doubt, I show you how to accomplish a task in a graph. For example, I will show you how to include secondary x- and y-axes on your graphs and explain when and why you might want to use them. It is not the case that all your graphs should have secondary axes. However, if you do not know how to include secondary axes, there is almost no chance you will include them when they could be beneficial.

As another example, I include instructions on how to use difference-adjusted confidence intervals in Chapters 7, 8, and 9. You may not be aware of what difference-adjusted confidence intervals are as you read this first chapter, but they will be explained and used, and I will provide instructions on how to make them yourself. You certainly do not have to use difference-adjusted confidence intervals, but again, if you received no instruction on them, there would be little chance you would implement them.

The goal is not for you to make your graphs exactly like the graphs in this book. Instead, the goal is for you to have the practical skills to be able to make various types of graphs and the knowledge to be able to decide what works in your particular case.

The main chapters of the book are where knowledge related to graphing is developed. Specifically, Chapters 2 through 4 develop some basic background knowledge, introduce terminology for graphs and tables, and outline the principles of good graphing. Chapter 2 gives a statistical review. Chapter 3 discusses what a reader needs from a graph or table and introduces terminology to discuss the components of graphs and tables. Chapter 4 develops the principles for making graphs that yield an accurate understanding of the information presented.

Chapters 5 through 9 develop relatively simple graphs for specific situations. Chapter 5 focuses on describing the data. Chapter 6 focuses on representing correlations and simple linear regression. Chapter 7 focuses on representing the results of studies that compare different groups. Chapter 8 focuses on representing the results of studies where a single group is compared across different conditions. Chapter 9 focuses on representing the results of studies that have multiple independent variables.

Chapter 10 reviews the principles of graphing, suggests some nongraph figures that could be useful for presenting your work, and offers suggestions for further reading to continue to develop the fundamental skills introduced in the book.

The appendices will help you develop your practical graphing skills. Appendices A, B, and C discuss the basics of using Microsoft Excel, SPSS, and R (respectively) in terms of how you 4.will be asked to use them for this book. The chapter appendices provide instructions for creating specific graphs from the main chapter. Appendices 5a through 9a give Microsoft Excel instructions, Appendices 5b through 9b give SPSS instructions, and Appendices 5c through 9c give R instructions.

If you have a choice in which software package to learn, it might be worthwhile to briefly review several examples from each chapter's appendix to determine which you want to focus on learning. Although this book is not a book that teaches you a particular software package (there are other resources available for that), you will learn something about that software package in the process of using it for this book. You can, of course, always come back and learn another software package later. Consider your long-term goals when making a choice: what will be most useful to you for your career goals?

I hope you find this book enjoyable and useful.



Note


	See https://www2.cs.uregina.ca/∼hepting/projects/pictures-worth for an interesting history of this saying.Return to text.⏎
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This chapter reviews statistical concepts that will be useful in making good graphics, including helping you make informed choices about what type of graphic to create. You may be familiar with many of the concepts, but note that in this book, you might be using the concepts in a new way. The goal here is not to teach the calculation of the statistics, but to review each statistic conceptually. You should not be concerned if you are not familiar with all of the statistical concepts or methods discussed here. Knowledge of the concepts or methods is helpful, but not critical, to understanding later chapters.

Descriptive statistics

Descriptive statistics are used to describe various aspects of a data set, including central tendency, variability, and distribution shape.

Central tendency

Measures of central tendency are used to describe the center (or “average”) score of a data set. Commonly used measures of central tendency include the mean, median, and mode.

The mean is calculated by taking the sum of all the scores divided by the number of scores. This is sometimes referred to as the arithmetic average. In most cases, the exact value of the mean will not match any of the actual scores in your data set. However, the mean is the value that balances the weight of all the scores lower than the mean versus all those higher than it. The symbol μ will be used throughout this book for the mean.

The median is the middle score of an ordered list of all scores in a data set. The median is the score that divides the distribution such that half of the scores are less than and half the scores are greater than the median. The actual value (or weight) of the scores does not matter in determining the median (unlike the mean). Another way of defining the median is that it is the 50th percentile.

The mode is the most frequent score. If your data are given to several decimal places, it is likely that there will not be a clear mode (that is, when each score happens once in your data set, all scores are the mode).

Which measure of central tendency works best depends, in part, on how your data are distributed. The choice of measure of central tendency will be discussed in the section on distributions later in this chapter.1


Variability

6.Measures of variability are also important in describing a data set. The following story illustrates that point: A statistician and a bow hunter are strolling through the woods. When they come to a clearing, the statistician and bow hunter see a pot of gold coins at the exact same moment. After some discussion about splitting the gold coins evenly, they decide instead to have a contest to see which one of them gets all the gold. The bow hunter is surprised when the statistician suggests that they have an arrow shooting contest where they each shoot four arrows at a target. The bow hunter shoots four arrows first, and the bow hunter's results are shown on the left side of Figure 2.1. The statistician shoots four arrows next, and the statistician's results are shown on the right side of Figure 2.1. The statistician begins celebrating after the last arrow hits the target, and the bow hunter asks, “What are you doing?” The statistician excitedly replies, “On average I got a perfect bullseye!” Obviously, there is more to describing a data set than describing its central tendency. A measure of the variability of the data is also important for more completely understanding the data.

[image: The left portion of the figure shows a target with 4 arrows near the center but offset to the right. The right portion of the figure shows a target with 4 arrows widely missing the center, but equally distributed around the center.]
Figure 2.1 The results of the arrow shooting competition. The left side shows the bow hunter's results and the right side shows the statistician's results. Return to text.⏎



A measure of variability that is based on the mean is standard deviation. The standard deviation gives the usual (or average) distance of the scores in your distribution from the mean of the distribution. Standard deviation is always a positive number because it gives the usual distance (but not the direction) of a score from the mean. The symbol, σ, will be used throughout this book to indicate standard deviation.

A measure of variability that is based on the median is the interquartile range. The interquartile range is the difference between the value of the 75th percentile and the 25th percentile (recall that the median is the value of the 50th percentile). It can be useful here to remind yourself that the “regular” range of the data is the difference between the value of the largest score (100th percentile) and the smallest score (0th percentile). In other words, the “regular” range gives the range of all the data. The interquartile range, therefore, might be better described as the range of the middle 50% of the data.


Distributions

7.Although measures of central tendency can describe where a distribution is on a number line and measures of variability can describe how spread out a distribution is on a number line, they cannot completely describe the shape of a distribution unless the data are distributed normally.

A normal distribution is a distribution where most scores are in the middle of the distribution with fewer scores in the tails (extremes) of the distribution.2 As our early definitions would suggest, the mean of a normal distribution describes where the distribution is on a number line, and the standard deviation indicates how spread out the distribution is. Figure 2.2 gives three examples of normal distributions.

[image: Two tall and narrow symmetrical curves are plotted side by side. These curves have different means, and therefore are located at different locations on the x-axis. A third less tall but wider curve is plotted at the same location of one of the first two curves. This curve has the same mean but a different standard deviation.]
Figure 2.2 Three normal distributions. Return to text.⏎



The normal distributions given by the orange and blue lines in Figure 2.3 differ only by a difference in the mean (they have the same shape and spread, but differ in location on a number line). The normal distributions given by the blue and gray lines in Figure 2.3 differ only by the standard deviation (they have the same location (that is, central tendency) but have different shapes and spreads). Finally, the normal distributions given by the orange and gray lines in Figure 2.2 differ in both the mean and standard deviation (that is, they differ in location and shape/spread).

[image: A symmetrical curve labeled normal distribution is plotted in the center of the graph. A non-symmetrical curve labeled positive skew is plotted to the left and has a long tail on its right side. A non-symmetrical curve labeled negative skew is plotted to the right and has a long tail on its left side.]
Figure 2.3 Two skewed distributions and a normal distribution. Return to text.⏎



The mean and standard deviation describe a normal distribution. You have probably viewed graphics where the mean and standard deviation are shown. However, one difficulty is that almost no data strictly follow a normal distribution. This is unfortunate given that the normal distribution has several useful features: The mean, median, and mode all have the same value and the interquartile range is approximately ±0.67σ. It is important to note that all of the above is only true for normally distributed data and often data are not normally distributed.

Distributions of data can deviate from a normal distribution in many ways. We will consider extreme values/outliers, skewness, and kurtosis.

Extreme values/outliers

In the context of a distribution, an extreme value or outlier is a score that differs from the rest of the scores. There is no single accepted definition of what an outlier is. In many ways, it depends 8.on the situation, the data, and what you know about the variable you are measuring. However, it is well known that extreme values have particular influences on descriptive statistics. For example, an outlier with an extremely large value will bias the mean to be larger (because the mean involves adding up all the scores and dividing by the number of scores, the value of each score in the data set influences the calculated mean). As illustrated by the following small data set of five scores: 4, 6, 7, 8, 10 – has a mean of 7. However, if we change one score in the data set to be an outlier, the mean drastically changes the data set: 4, 6, 7, 8, 100 – has a mean of 25. The value of the median in each of the previous data sets is 7 – the value of the median is not influenced by a single outlier. The median is therefore a more desirable measure of central tendency than the mean when the data set contains outliers.

Likewise, the standard deviation will become a less desirable measure of variability when outliers are present. In the second data set, the mean is 25 and does not represent the “center” of the data well. We should not expect the usual distance of the scores from a mean that does not represent the scores well to be particularly helpful.

In general, outliers require careful thinking about why they occurred (Could it be a data entry error? Is the outlier just random chance? Is the outlier telling us something important about the variable? Is the outlier telling us something important about the world?). The answers to these questions might indicate what approach to take. If it is a data entry error, by all means, fix the data. Otherwise, it may be best to use the median and interquartile range to describe the data, including graphically (see Chapter 5).


Skewness

Skewness is not about having an outlier (or even several outliers). Skewness is about the shape of the data clearly being nonnormal. Positive skewness means that there are more scores than expected that are large (the positive tail is longer and contains more scores than expected compared to a normal distribution). Negative skewness means that there are more scores than expected that are small. Figure 2.3 shows skewed and normal distributions.

Negative skewness will make the value of the mean smaller (and also the median to a lesser extent). Likewise, positive skewness will inflate the value of the mean (and also the median to a lesser extent). Figure 2.4 illustrates the influence of positively skewed distributions on measures of central tendency.

[image: A curve with a long tail on its right is shown. The locations of the mode, median, and mean are shown in the figure. The mode is at the highest point of the curve, the median slightly to the right of the mode, and the mean further to thr right of the mode.]
Figure 2.4 Central tendency and skew. Return to text.⏎



9.Because the median (and the interquartile range) are less influenced by skewness, they are better descriptors when skewness is present in the data.


Kurtosis

Kurtosis is about the spread of a distribution relative to a normal distribution. Leptokurtic (positive kurtosis) distributions have more values in the extreme (tails) of the distribution than a normal distribution. This will result in a higher calculated standard deviation (and interquartile range) than a normal distribution. Platykurtic (negative kurtosis) distributions have fewer values in the extremes (tails) of the distribution than a normal distribution. This will result in a lower calculated standard deviation (and interquartile range) than a normal distribution. Because kurtotic distributions are still symmetrical, the mean and median are not affected.




Inferential statistics

Inferential statistics are used to make inferences using a data set. Specifically, inferential statistics use a sample to make statements about the population the sample represents. For example, inferential statistics include determining whether a correlation between two variables exists, whether two sample means are different, and other inferences.

Useful terms

There are many terms that will be helpful to review to make this chapter, as well as future chapters, easier to understand.

A population is all members of the group of interest, for example, all people in the Czech Republic who have children. A sample is a subset of the population, for example, all the people from the population that participated in your study. Ideally, the sample is a representative subset of the population, meaning that the sample characteristics do not differ from the population characteristics.

A variable is something that can take on different values. A variable can either be measured or manipulated. An example of a measured variable would be asking someone how far away an object is (the experimenter “measures” the participant's response). A manipulated variable could be how many eyes your participant is allowed to use to make the judgment (the experimenter tells the participant to use either one or two eyes, the experimenter “manipulates” the value of the variable by assigning a participant to use either one or two eyes). An experiment has 10.at least one manipulated variable, which is called an independent variable. An experiment will also have at least one measured variable, which is called a dependent variable. In other studies, such as correlational studies, only measured variables are present and usually those measured variables are simply called “variables.”

It is important to note that whether a variable is measured or manipulated is about what is done with the variable, not what the variable is. For example, an experimenter could measure the eye color of participants in a study by using a color meter; here, eye color would be a measured variable (because the experimenter is just recording [measuring] the participant's eye color). In a different study, an experimenter could take images and manipulate a person's eye color using a photo-editing tool; here, eye color would be a manipulated variable (because the experimenter is assigning values of eye color to the image).

There are many types of experiments, but one critical factor is whether the experiment had its independent variable levels between-subjects or within-subjects. This distinction in experimental design influences what type of inferential statistics should be performed. When an experiment has its independent variable levels between-subjects, that means different participants experienced each level of the independent variable. When an experiment has its independent variable levels within-subjects, that means the same participant experienced each level of the independent variable. Note that you may have learned this distinction using other names. Between-subjects variables are sometimes called independent groups, independent measures, or independent samples. Within-subjects variables are sometimes called within groups, repeated measures, or within samples.

Imagine you wanted to test how well people could perceive how far away an object was. You wanted to know whether having one eye versus two eyes open made any difference in your participants’ distance judgments. You randomly assigned half of your participants to perform the judgments with one eye open (the other covered with an eye patch) and the other half of your participants perform the judgments with two eyes open. In this study, distance was your dependent (measured) variable, the number of eyes open was your independent variable, and your independent (manipulated) variable had two levels: One eye or two eyes. Finally, because different participants were in the one eye condition versus the two eyes condition, your independent variable is between-subjects (the name comes from the fact that to compare your two independent variable levels, your comparison takes place between [different] subjects).

Note that nearly the exact same experiment could be performed, except now all participants complete the task once with one eye uncovered and once with two eyes open. The dependent and independent variables are the same, except now the independent variable is within-subjects (the name comes from the fact that to compare your two independent variable levels, your comparison takes place within [the same] subjects).

Statistics can be parametric or nonparametric. Parametric statistics have more assumptions, but are more powerful, that is, more likely to find a difference. Depending on the parametric statistic, the assumptions can include having normal distributions, equality of variance, and more. Nonparametric statistics make fewer assumptions, can often be used when the assumptions of the parametric test are not met, and are often based on ranks. We will focus primarily on parametric statistics in this chapter.


Sampling distributions

Many inferential statistics are based on sampling distributions. A “regular” distribution is a distribution of scores (for example, a distribution of values for a measured variable). A sampling distribution is a theoretical distribution of a sample statistic. For example, the sampling 11.distribution of the mean is a theoretical distribution of sample means from all possible samples of a given size from a population. Reread the previous sentence with the goal of answering the question: Is this ever actually done by a researcher? Hopefully, your answer was “no” and this makes it clear what is meant by a sampling distribution being a theoretical distribution of a sample statistic – it is not actually done in the experiment, but the theoretical distribution (worked out by statisticians) is used to make inferences about the study that was performed.

The sampling distribution of the mean has three important properties. 1) The mean of the sampling distribution of the mean is equal to the population mean. 2) The standard deviation of the sampling distribution of the mean is equal to the standard deviation (σ) divided by the square root of the sample size (n): σ/√n. In order to distinguish between the standard deviation of scores and the standard deviation of the sampling distribution of the mean, the latter is called the standard error of the mean (σm), or standard error for short. The standard error is sometimes plotted in graphics, and in some cases used to form confidence intervals that are sometimes plotted in graphics. 3) The sampling distribution of the mean becomes more normal (even if the underlying distribution of scores is not normal) as the sample size increases.

Distributions of scores and sampling distributions can be difficult to understand and keep clear. Figure 2.5 attempts to help with distinguishing these distributions; pay particular attention to how the curves are labeled in each panel. In particular, note that the x-axis gives scores in the left panel, and sample means in the right panel. Also note that the left panel shows the standard deviation of the scores, while the right panel shows the standard error of the sample means. Finally, note that the right panel is actually the sampling distribution of the mean if you took all possible samples of size 25 from a normal population with a μ = 100 and σ = 10. In other words, if we took all possible samples of size 10 from the distribution of scores in the left panel, we would obtain the sampling distribution of means shown in the right panel.

[image: On the left side of the figure a normal distribution of scores is shown with a mean of one hundred and a standard deviation of ten. On the right side of the figure, a separate normal distribution is shown which is significantly narrower. This normal distribution represents the sampling distrtibution of the mean from a sample of size twenty five from the scores. This distribution has a mean of one hundred but a standard error of the mean of two.]
Figure 2.5 A distribution of scores (left) and a sampling distribution of the mean (right). Return to text.⏎




Specific inferential statistics

One of the potential purposes for a graphic is to represent the results of an inferential statistical test. Below, common inferential statistical tests are reviewed based on the type of study it is. Correlational designs use measured variables, and experimental designs have at least one manipulated variable. Note that the corresponding graphics will be discussed in later chapters.

12.Correlation

There are many types of correlations, but in all cases, the researcher is using inferential statistics to ask whether the sample data indicate that the variables are correlated. Correlation means that as one variable changes, so does the other variable. A positive correlation means that the variables change in the same way (e.g., as one increases in value, and so does the other). A negative correlation means that the variables change in the opposite way (e.g., as one increases in value, the other decreases in value). In some situations, the interpretation of the sign of the correlation (positive vs. negative) depends critically on how the data was coded.

Pearson's correlation (r) is used to determine if there is a linear relationship between two quantitative variables (e.g., height and weight). A positive correlation would indicate that as height increased, so did weight (which is not surprising at all).

Spearman's correlation (rs) is used to determine if there is a monotonic relationship between two quantitative variables. A monotonic relationship can be nonlinear, but monotonic means that it only has “one tone” – meaning, for example, that although the relationship might be nonlinear it is always positive.

Point-biserial correlation is used when one variable has categories and the other variable is quantitative (e.g., a correlation between a personality factor: Extravert or introvert and height). Note that often a point biserial correlation might be noted in the text of a paper, but the statistical symbol given is r, just like Pearson's correlation (this is in part because the calculations for a point-biserial correlation are the same as for a Pearson's correlation). Whether a point-biserial correlation is positive or negative is determined in part by how the categories were coded (for example, was extravert encoded as a 1 and introvert a 0, or was it the other way around?).

A Chi-square test of independence (χ2) is used to determine if two variables are related. This test of correlation is primarily used when the data are counts of events in various categories for each variable. For example, an experimenter may want to know whether a personality factor (categories: extraversion, introversion) is correlated with gender (categories: male, female, transgender, nonbinary, other, prefer not to answer). A Chi-square statistic is always positive, so the interpretation of what type of correlation is present (“positive” or “negative”) requires carefully examining the observed and expected counts.

Phi-coefficient (φ) is an alternative to a chi-square test of independence when each of the two variables has two and only two categories (e.g., personality factor and pet owner/not a pet owner). Whether a phi-coefficient is positive or negative is determined in part by how both categories were coded (for example, was extravert encoded as a 1 and introvert a 0, or was it the other way around? Also, was pet owner coded as 1 or 0?).


Regression

There are many types of regression. Two will be discussed here, but much of what we apply to regression graphics in later chapters can be applied to most types of regression. In general, the researcher is using inferential statistics to determine if a given variable is a reliable (statistically significant) predictor of another variable.

Simple linear regression is the predictive version of Pearson's correlation. In Pearson's correlation, the researcher determines whether two variables are related. In simple linear regression, the researcher uses one variable (the predictor) to make a prediction of what value the other variable will be (the criterion). Simple linear regression involves one predictor variable and one criterion variable. One of the end results is a regression equation that takes the general 13.form of Ý = bX + a, where Ý is the predicted value of Y (the criterion), b is the slope of the line, X is the value of the predictor, and a is the y-intercept. For example, the researcher may want to predict your weight (Ý) based on your height (X).

Multiple linear regression is similar to simple linear regression except that multiple predictors are used. Therefore, in multiple linear regression, the researcher uses two or more variables (the predictors) to make a prediction of the value of the criterion. For multiple linear regression involving two predictors, the equation takes the general form of Ý = b1X1 + b2X2+ a, where the new subscripts for b and X indicate which predictor variable is being used in the equation. For example, the researcher may want to predict your weight (Ý) based on your height (X1) and your family's average income while you were ages 0–12 (X2).

Nonlinear regression (simple or multiple) can also be used as well. Here, the equation used to predict the criterion variable is not based on fitting a straight line to the data.


Experiments

Experiments involve at least one manipulated variable (the independent variable) and at least one measured variable (the dependent variable). In general, the descriptions in this section will begin with the simplest experimental questions/designs and then move toward the more complicated designs. In these designs, inferential statistics are used to determine if there is a difference from a known value or a difference between conditions (levels of the independent variable) in the experiment.

A one-sample t-test is used when a researcher wants to determine if a sample mean differs from an expected mean value. The source of the expected mean value can come from previous research, population values, or theory. The test uses the sampling distribution of the mean to determine if it appears that the sample comes from a population with the expected mean value. The statistical test is based on the t-distribution which is more leptokurtic (tail heavy) than a normal distribution. The degree of leptokurtosis decreases as the sample size increases.

An independent-samples t-test is used when a researcher wants to determine if the means of two samples are statistically different. An independent-samples t-test would be used with an experiment with one between-subjects independent variable with two levels and a dependent variable. Unfortunately, this t-test goes by many names, including independent t-test, independent measures t-test, independent groups t-test, two-groups t-test, two-samples t-test, between-subjects t-test, unpaired-samples t-test, and student's t-test. In an independent-samples t-test, the statistical test is typically based on whether the difference between the means of the groups is zero or not. This statistical test is also based on the t-distribution and the sample sizes of the groups.

A paired-samples t-test is used when a researcher wants to determine if the mean difference score between two conditions is zero or not. A paired-samples t-test would be used with an experiment with one within-subjects independent variable with two levels and a dependent variable. This t-test is also known by several names, including dependent samples t-test, repeated measures t-test, dependent groups t-test, and within-groups t-test. This statistical test is similar to a one-sample t-test given that all calculations are based on a single set of difference scores (one difference score for each participant). A paired-samples t-test is based on the t-distribution and the sample size of the group.

A one-way independent measures analysis of variance (one-way independent measures ANOVA) is used when a researcher wants to determine if there are any differences between three or more groups on the dependent variable. A one-way independent measures ANOVA would be used with an experiment with one between-subjects independent variable with three 14.or more levels and a dependent variable. The resulting statistic is F (rather than t). Technically, ANOVA (any of the types) can also be used in cases where the independent variable has only two levels. However, traditionally, t-tests are used in those cases.3 A one-way independent measures ANOVA is also known by several other names, including one-way between-subjects ANOVA, one-way independent groups ANOVA, one-way independent-samples ANOVA, and others. The statistical test is based on the F-distribution (a positively skewed distribution) where the exact shape depends on the number of independent variable levels and the sample sizes of those groups. It is important to remember that the one-way independent measures ANOVA only tells you whether some of your means differ, not which ones. A follow-up test, such as Tukey's honestly significant difference test is necessary to determine which specific means statistically differ from one another (for a history of Tukey's contributions to multiple comparison testing, see Benjamini & Braun, 2002).15.

One-way repeated measures ANOVA is used when a researcher wants to determine if there are any differences between three conditions on the dependent variable. A one-way repeated measures ANOVA would be used with an experiment with one within-subjects independent variable with three or more levels and a dependent variable. A one-way repeated measures ANOVA is also known by several other names, including one-way within-subjects ANOVA, one-way dependent groups ANOVA, one-way dependent samples ANOVA, and others. The statistical test is also based on the F-distribution that depends on the number of independent variable levels and the sample size. A one-way repeated measures ANOVA also only tells you whether some of your means differ, not which ones. A follow-up test is necessary to determine which specific means statistically differ from one another.

Factorial ANOVA is used when a researcher is testing the effects of two or more independent variables on a dependent variable. In one-way ANOVAs, “one-way” refers to having one independent variable in the experiment. Therefore, in factorial ANOVAs, the number of independent variables can be specified in a similar way: “two-way” for two independent variables, “three-way” for three independent variables, etc. Each independent variable can have two or more levels and be either between- or within-subjects. These parameters give many possible specific designs. For example, a two-way independent measures ANOVA is a design with two between-subjects independent variables. A three-way repeated measures ANOVA is a design with three within-subjects independent variables. A two-way mixed factors ANOVA is a design with one between-subjects and one within-subjects independent variable. The statistical approach in each case is different, but in general follows the basic principles outlined for the simpler one-way ANOVAs. Note that sometimes factorial ANOVAs are named with a different convention that specifies both the number of independent variables and the number of levels for each independent variable. For example, a 2 × 4 × 3 independent measures ANOVA specifies that there are three independent variables (because there are three numbers) and it also specifies that those three independent variables have 2, 4, and 3 levels, respectively. Finally, the independent measures portion of the name tells us that all the independent variables are between-subjects.

If you have a study that is not an experiment (i.e., you only have measured variables, no independent [manipulated] variables), Table 2.1 organizes the inferential statistics discussed in this chapter. If you have an experiment (i.e., independent variable(s) and a dependent variable), Table 2.2 organizes the most likely inferential statistics. As you may be aware, there are also nonparametric tests that correspond to the parametric tests given in Table 2.2. Table 2.3 gives the nonparametric equivalents to the parametric statistical tests given in Table 2.2. None of the tables prepares you for the following question, though: What is a pirate's favorite statistic? The answer is in this note.4


Table 2.1 Correlation and Regression Return to text.⏎


	Variable 1

	Variable 2

	Goal

	Statistic(s)




	Quantitative

	Quantitative

	Establish linear relationship

	Pearson's (r)



	Quantitative

	Quantitative

	Predict one variable from another in a linear relationship

	Simple linear regressiona



	Quantitative

	Quantitative

	Establish monotonic relationship

	Spearman's (rs)



	Two categories

	Quantitative

	Establish relationship

	Point-biserial correlation



	Categories

	Categories

	Establish relationship

	Chi-square test of independence (χ2)



	Two categories

	Two categories

	Establish relationship

	Chi-square test of independence (χ2) or phi coefficient (φ)






a Multiple linear regression if more than one predictor variable is used. Return to text.⏎

Table 2.2 Parametric Statistics for Experiments Return to text.⏎


	Independent Variables

	Number of Independent Variable Levels

	Type of Independent Variable Levels

	Statistic




	None

	None

	Comparison to population value

	One-sample t-test



	One

	Two

	Between-subjects

	Independent-samples t-test



	One

	Two

	Within-subjects

	Paired-samples t-test



	One

	Three or more

	Between-subjects

	One-way independent measures ANOVA



	One

	Three or more

	Within-subjects

	One-way repeated measures ANOVA



	Two or more

	Two or more

	Between-subjects

	Xa-way independent measures ANOVA



	Two or more

	Two or more

	Within-subjects

	Xa-way repeated measures ANOVA



	Two or more

	Two or more

	Some between-subjects and some within-subjects

	Xa-way mixed factors ANOVA






a The value of X should correspond to the number of independent variables. Return to text.⏎

Table 2.3 Parametric Statistics and Corresponding Nonparametric Statistics for Experiments Return to text.⏎


	Parametric Statistic

	Corresponding Nonparametric Statistic




	One-sample t-test

	Single-sample Wilcoxon signed-rank test



	Independent-samples t-test

	Mann-Whitney U test



	Paired-samples t-test

	Wilcoxon signed-rank test



	One-way independent measures ANOVA

	Kruskal-Wallis one-way ANOVA



	One-way repeated measures ANOVA

	Friedman's ANOVA on ranks



	Xa-way independent measures ANOVA

	None available



	Xa-way repeated measures ANOVA

	None available



	Xa-way mixed factors ANOVA

	None available






a The value of X should correspond to the number of independent variables. Return to text.⏎



Scales of measurement

16.Scales of measurement can inform decisions about what graphics to use. Scales of measurement describe how numbers are being used. Stevens (1946) first developed the four classic scales of measurement we will consider: nominal, ordinal, interval, and ratio. Nominal scales are the simplest use of numbers and each subsequent scale – ordinal, interval, ratio – adds another aspect of how numbers are being used to the previous scale.

Nominal scales of measurement use numbers as labels for categories. For example, if a variable in a study was whether someone self-identified as an extravert or an introvert, we could assign a 1 for extravert and a 2 for introvert. Note that there is no meaning to the choice of numbers; we could have just as easily chosen 32 and 41 for extravert and introvert. In other words, 1 and 2 just serve as labels; there is nothing “first” or better about 1 compared to 2 in terms of how we are using the numbers. Likewise, a 2 is not twice as anything as a 1. Another way to think about nominal scales is that you have categories that you assign numbers to, and any number could potentially go with any category. In Stevens's (1946) terms, a nominal scale allows one to determine whether there is equality of category (are two people both extraverts?).

Ordinal scales of measurement use numbers not only to categorize (the observation assigned 1), but to indicate rank (order). For example, one could rank restaurants from best to worst, with a 1 given to the best restaurant, a 2 to the second best, etc. The numbers are used to tell you about preference, but the numbers do not tell you how much the restaurant ranked 1 differs from the restaurant ranked 2. It is possible that it was a very difficult decision on which to rank first (first and second are very similar in quality), or it could have been that it was easy to rank which restaurant was first versus second (first and second were very different in quality). The numbers as used here do not capture anything about the amount of difference between rank 1 and 2, just their order. In Stevens's (1946) terms, an ordinal scale allows one to determine whether something is greater or less than something else (which restaurant is better?).

Interval scales of measurement use numbers to not only categorize and order (the temperature of x°C, which is smaller or larger than y°C), but also indicate the amount of difference between categories. For example, a temperature of 10°C is colder than a temperature of 15°C. However, the numbers also indicate something about the amount of difference as well. Specifically, on an interval scale, the same difference in numbers (10 vs. 15 = 5°C difference) means the same thing anywhere on the scale: 17°C versus 22°C is also a 5°C difference, and that difference of 5°C means the same as any other difference of 5°C. In Stevens's (1946) terms, an interval scale allows one to determine whether differences are equal (is the difference between 2 and 4°C the same as the difference between 15 and 17°C?).

Ratio scales of measurement not only categorize, order, and indicate magnitude (a specific height, which is taller than other heights, and where 2 centimeters means the same thing anywhere on the scale) – but also have a true zero point. Height has a true zero point (0 cm is no height) and this allows statements that make comparisons of magnitudes in terms of ratios: 2 meters is twice as tall as 1 meter. Notice that the same cannot be said with temperature in Celsius: 10°C is not twice as much temperature as 5°C. It is not temperature per se as a thing that is not a ratio scale, though, it is just how we are using the numbers – the Kelvin scale for temperature does have a true zero point. In Stevens's (1946) terms, a ratio scale allows one to determine whether ratios are equal (is the ratio of 2 to 4 meters the same as the ratio of 6 to 12 meters?).

17.The panels of Figure 2.6 allow you to test yourself on your understanding of nominal, interval, and ratio scales of measurement. In Figure 2.6, let us assume that each stack of rectangles represents a building with each rectangle in the stack representing a floor of the building. Write down your answers to what scale of measurement is being used in each of the panels before reading further. In panel A of Figure 2.6, the buildings are labeled 1 through 4 from left to right, without regard to the number of floors each building has. This is using numbers in a nominal fashion (labeling the buildings: Building 1, building 2, etc.). In panel B of Figure 2.6, the same four numbers are used, but they are used differently. A 1 was assigned to the building with the most floors, a 2 for the building with the second most floors, etc. This is using numbers as an ordinal scale of measurement. Note that comparing panel A and panel B is perhaps the most important part of Figure 2.6 because it makes clear that it is not which numbers are used that determines what the scale of measurement is (the same four numbers are used in panels A and B), but how the numbers are used (as labels for buildings or as ranks of building heights). In panel C of Figure 2.6, the numbers used correspond to the number of floors the building has. This is using numbers on a ratio scale of measurement – there is a true zero point (no floors) and it makes sense to say one building has twice as many floors as another building. In panel D of Figure 2.6, the buildings seem to be numbered based on how many floors there are equal to or above the person on the shortest building. This is an interval scale of measurement – a difference of two floors means the same across the buildings (compare all the nonzero-labeled buildings). However, there is no true zero point as in panel C, so therefore it would not make sense to say that the building labeled with an 8 is twice as tall as the building labeled with a 4 (because it is not true!).

[image: In four panels, four buildings are shown. Each building consists of stacked rectangles each representing one story. From left to right the buildings have eight rectangles, twelve rectangles, four rectangles, and ten rectangles. In the fourth panel, there is a person on top of the four rectangles. In the first panel, the buildings are labeled one to four left to right. In the second panel, the buildings are labeled three, one, four, and two. In the third panel, the buildings are labeled eight, twelve, four, and ten. In the fourth panel, the buildings are labeled four, eight, zero, and six.]
Figure 2.6 Scales of measurement for buildings Return to text.⏎



Scales of measurement, or more particularly, how scales of measurement have been used with regard to inferential statistics has been controversial in some fields (e.g., psychology). In Stevens's (1946) paper establishing nominal, ordinal, interval, and ratio scales, Stevens claimed that only certain statistics are permissible depending on the scale. For example, nominal scales only allow counts and modes to be calculated, ordinal scales only allow the calculation of counts, modes, medians, and percentiles, while interval and ratio scales allow the calculation of counts, modes, medians, percentiles, means, and standard deviation. Stevens (1946) points out that many of the scales of measurement psychologists use are probably best considered ordinal scales.

Stevens's (1946) proscription about inappropriate statistics was controversial and has generated much discussion in the literature. Borgatta and Bohrnstedt (1980) have argued that although the specific measures used by psychologists may appear to be ordinal in some circumstances, one should consider the nature of the underlying variable too when determining what is statistically appropriate. Gaito (1980) notes that associating scales of measurement with particular tests is not found in the mathematics and statistics literature, but is common in the psychology literature. Velleman and Wilkinson (1993) argue that scales of measurement are not a quality of 18.the data itself, but of the questions the researcher intends to ask about the data. Scales, therefore, should not determine what statistical approach should be taken.

Others have argued that different theories of measurement are the cause of the conflicting advice concerning scales of measurement and statistical procedures (see, for example, Hand, 1996; Michell, 1986). In general, be careful about being too proscriptive or prescriptive regarding which statistics should or should not be performed based on scales of measurement. As Lord (1953) cleverly and humorously pointed out – the numbers are not aware of where they came from.5

A quick demonstration of the proscription being okay to break can be made with the personality factor variable (extravert or introvert, coded as 1 and 2), which we said was a nominal scale. Imagine we had three extraverts and seven introverts in a small sample (that is, the data are: 1, 1, 1, 2, 2, 2, 2, 2, 2, 2). Stevens (1946) would suggest that I should not calculate a mean on nominal data. Let us see what happens if I do: The sum of all the scores is 17, there are 10 scores, so the mean is 1.7. Nothing bad happened from this calculation, and the value of 1.7 is useful. Obviously, no one can be a “1.7” on my nominal scale, but I can tell you that 70% of my sample was introverts, given how the data were coded as 1 and 2. Care does need to be taken when interpreting numbers, but that applies to any scale of measurement and any calculations.

Scales of measurement certainly are important to consider, though, because they do influence what operations make sense to do (Townsend & Ashby, 1984). In fact, not knowing what scale of measurement you are working with can ruin a gift. The following is a true story: I wear a size 12 shoe (US size); it is important to note that US shoe sizes are on an interval scale. In particular, a US shoe size 6 is not half of a shoe size 12 (see Figure 2.7). However, “hypothetically” your mother may have a pattern for size 6 slippers and is not aware of the difference between interval and ratio scales. Therefore, she was also not aware that doubling a size 6 pattern would not result in size 12 slippers. The slippers she created were quite comical, given that they were about 18 inches long. Although not intended, everyone present when I received the slippers did get to enjoy the gift of laughter.

[image: An outline of a size twelve man's foot is shown in the center. A scale in inches is on one side of the foot and scale showing United States men's show sizes is on th other side of the foot.]
Figure 2.7 US shoe size scale. Note that the top scale gives inches, not shoe size. The bottom scale gives men's adult foot sizes on the far right of the scale. Return to text.⏎



Beyond these practical gift-making concerns, in later chapters, we will see that considering the scales of measurement of our variables may influence our choices about how to represent a variable in a graphic.


What does this have to do with graphics?

In this chapter, we have reviewed descriptive and inferential statistics, and also considered scales of measurement. One of the goals of a graph is to help the reader understand the properties of your data through representations of descriptive statistics and/or the distribution of your 19.data. Another common goal of a graph is to help the reader understand what your inferential statistical analysis shows. In later chapters, we will develop such graphs. However, to develop good graphs, we need to understand what the reader needs from a graph (Chapter 3) and what principles we can develop to make graphs that help the reader's understanding (Chapter 4).



Notes


	A good way to test your knowledge of measures of central tendency is to consider the following set of riddles, which are best considered in the order given (the answers appear at the end of this footnote): How does a statistician like her apple pie most of the time? How does a statistician like her apple pie half of the time? How does a statistician like her apple pie on average?Return to text.⏎
Answers: A la mode, a la median, a la mean (note that at no point did I say these were good riddles).


	Technically a normal distribution is one that follows the function below, where μ is the mean of the distribution and σ is the standard deviation of the distribution Return to text.⏎
f(x)=1σ2πe-12(x-μσ)2.



	Fun fact: If you perform an independent-samples t-test and a one-way independent measures ANOVA on the same data (collected from a study with two independent groups), you will find that F = t2. Note that my definition of fun may differ from the reader's definition of fun.Return to text.⏎

	Said in a pirate's voice: Pearson's Arrrrrrrrrrr!Return to text.⏎

	Lord's paper also gives definitive evidence that academic humor has existed since at least 1953.Return to text.⏎
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Key concepts




	Between-subjects


	Chi-square Test of Independence


	



	Descriptive Statistics


	Extreme Value


	Factorial ANOVA


	Independent Samples t-test


	Independent Variable


	Inferential Statistics


	Interquartile Range


	Interval


	Kurtosis


	Leptokurtic


	Manipulated Variable


	Mean


	Measured Variable


	Median


	Mode


	Multiple Linear Regression


	Negative Skewness


	Nominal


	Nonlinear Regression


	Non-parametric Statistics


	Normal Distribution


	One sample t-test


	One-way Independent Measures Analysis of Variance


	



	One-way Repeated Measures ANOVA


	Ordinal


	



	Outlier


	Sampling Distribution


	Paired samples t-test


	Parametric Statistics


	Pearson's Correlation


	Phi-coefficient


	Platykurtic


	Point-biserial Correlation


	Population


	Positive Skewness


	Ratio


	Sample


	Scales of Measurement


	Simple Linear Regression


	Skewness


	Spearman's Correlation


	Standard Deviation


	Standard Error of the Mean


	Variable


	Within subjects


	






Practice problems


	20.What are the measures of central tendency? What do they tell you about the data? Which involves dividing scores into equal halves (but ignoring the value of each score)?


	What are the measures of variability? What do they tell you about the data? Which measure of variability gives you the usual distance scores are from the mean?


	What are the properties of a normal distribution? (shape? spread? measures of central tendency?)


	Describe three general ways that a distribution can be nonnormal.


	In terms of inferential statistics, what are a population and a sample?


	What are measured and manipulated variables? How do they relate to independent and dependent variables?


	What does it mean for an independent variable to be between-subjects versus within-subjects?


	What is the difference between parametric versus nonparametric statistics?


	What is a sampling distribution?


	What is the difference between a standard deviation and the standard error of the mean?


	Describe the five types of correlation.


	What is the difference between simple linear regression, multiple regression, and nonlinear regression?


	What are the three types of t-tests and under what circumstances are each used?


	What are the three types of ANOVAs and under what circumstances are each used?


	What is the nonparametric equivalent of an independent-samples t-test? What is the nonparametric equivalent of a one-way repeated measures ANOVA?


	What are the differences between nominal, ordinal, interval, and ratio scales of measurement?
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Figures





		Figure 2.1 The results of the arrow shooting competition. The left side shows the bow hunter's results and the right side shows the statistician's results.



		Figure 2.2 Three normal distributions.



		Figure 2.3 Two skewed distributions and a normal distribution.



		Figure 2.4 Central tendency and skew.



		Figure 2.5 A distribution of scores (left) and a sampling distribution of the mean (right).



		Figure 2.6 Scales of measurement for buildings



		Figure 2.7 US shoe size scale. Note that the top scale gives inches, not shoe size. The bottom scale gives men's adult foot sizes on the far right of the scale.



		Figure 3.1 The parts of a graph.



		Figure 3.2 A graph of the data in Table 3.2.



		Figure 3.3 Poor choices make a graph less useful.



		Figure 3.4 Table look-up in a graph.



		Figure 3.5 Table look-up in a table.



		Figure 3.6 Table detection and assembly.



		Figure 3.7 Table estimation.



		Figure 4.1 National Hurricane Center's easy-to-misperceive 5-day track forecast cone used to communicate risk to the public. Credit: NOAA/NWS



		Figure 4.2 Graphs with different cognitive loads. The left panel shows a graph with a high cognitive load. Here, the y-axis is labeled as 1/100 of a meter (in other words, centimeters). The x-axis is labeled with Plane 1 and 2 and Throwing Style 1 and 2. There is no indication on the graph what 1 and 2 mean in either case, so the reader will need to scan the main text that referenced the figure to determine how planes and throwing styles were defined, remember those definitions, and return to reading the graph. The key and data labels are too long to remember easily and interfere with reading the graph. The right panel shows a graph that reduces the cognitive load of the graph in the left panel.



		Figure 4.3 Hierarchy of features for representing data. Position on a common scale is the easiest to decode and color hue is the most difficult to decode.



		Figure 4.4 Three graphs of the same data. In the top panel, there is not enough information to know what the graph is about. The axes have numbers, but are otherwise unlabeled. No tick marks are given, so it is difficult to know where to connect the numbers to the axes. In the middle panel, the axes are labeled and tick marks are given. On the x-axis, the numbers do not need a “$” given the axis is labeled “Reported Income in U. S. Dollars.” The graph title “Banking Fees” is unnecessary (it is redundant with the y-axis label). The light gray gridlines are unnecessary. Perhaps most egregiously, each data point is labeled with a callout giving its x and y values (if exact values are important, perhaps a table would be better – see Chapter 2). The data callouts make it impossible to see most of the data and most of the x-axis. Finally, each data point is a different color for no apparent reason. In the bottom panel, the excesses of the middle panel are removed and now the data can be seen and interpreted more easily. Many people do not pay monthly banking fees, but those who do pay such fees tend to have lower reported income.



		Figure 4.5 The effect of chartjunk on a graph. In the left panel, the three-dimensional bars make determining the distance flown more difficult – the bars’ tops are ambiguous and their interpretation depends on how far back in depth you perceive the bars to be. Having the words “expert” and “novice” repeated within the bars is somewhat distracting. The paper airplane image in the background does not inform the graph reader in any way, and could be confusing if the graph reader recognizes that it is an image of the “Basic Dart” paper airplane (but “The Raven” does not appear anywhere in the background). Under duress, I would admit that the graph in the left panel is interesting to look at. However, the interest actually detracts from attending to the actual data. In the right panel, we have removed the distracting chartjunk. Under duress, I would admit that the graph in the right panel is less interesting to look at – all I can see are the data – but only seeing the data is an advantage if the goal is to have me understand the data. Visually interesting is not the same thing as visually or cognitively useful.



		Figure 4.6 Designing accessible graphs. The graph in the left panel is perceived as having vividly distinctive colored bars (red and green) for about 95% of people. Those with red-green color deficiency (about 5% of people) perceive the graph in the left panel similar to the graph shown in the right panel. There are two types of red-green color deficiency; which type an individual has determines whether the left or right bar in each pair appears as the darker shade of brown. Note that in the earlier blue-orange version of this graph, the image would be perceived as blue and brown by someone with red-green color deficiency, which still allows the categories to be easily distinguished.



		Figure 4.7 An unusually wide and short graph. There is nothing drastically wrong per se with this graph; it is just not the usual shape. Note that the data are the same as the data in the graph in the right panel of Figure 4.5. You might note that the shape in Figure 4.7 does make the difference between expert and novice appear to be smaller. This shape is allowable if you have a good reason; we will discuss some possible good reasons in later chapters.



		Figure 4.8 Choices made about the range of the scale can influence whether a difference is apparent in a graph. Even though the data are the same, the graph in the left panel seems to suggest that there is no difference between expert and novice throwing distances, while the graph in the right panel suggests that there is a difference. Note that the left panel also violates the previous guideline that the data rectangle is just slightly smaller than the scale-line rectangle.



		Figure 4.9 Graph illustrating the use of four scale lines and a reference line. It is not necessary to label both x-axes or both y-axes. The top and right-hand scales are present to provide the tick marks that help the reader judge the approximate value of data symbols, particularly those data symbols nearer those scales. Given there are four choices in the hypothetical experiment, chance performance is 25% correct. A chance performance line is added to help make it clear to the graph reader why there is no data below 25% correct. Note that the chance performance line is dashed to distinguish it from scale lines and is labeled directly on the graph. An astute reader might note that the data rectangle of this graph could be expanded by adjusting the scale ranges.



		Figure 4.10 Graph illustrating the use of different y-axis scales. The graph in the left panel uses a linear scale. The range of 2021 city populations in and near La Crosse County in Wisconsin includes many cities with small populations and one with a larger population. The graph in the right panel is the same data, plotted on a log base 2 scale. The left axis gives the scale in terms of the original population's values (note how the y-axis labels double with each tick mark, indicating the log base 2 scale). The right axis gives the scale in terms of log base 2 values (27 = 128, 28 = 256, etc.). Taking the log value of population has allowed the graph reader to make better distinctions between the populations of various cities, specifically allowing the graph reader to see that Chaseburg is quite a bit smaller than any of the other cities listed. Chaseburg's difference in population from other small cities is obscured in the left panel, but apparent in the right panel. If log transformations are not common in your discipline or subdiscipline, you should ensure the reader has enough information in your description to accurately decode the graph. If you find it is difficult to figure out which data symbol goes with which axis label – that is an excellent point; we will improve upon the graph in the right panel in a later example in this chapter.



		Figure 4.11 Graphs illustrating the importance of not always starting the y-axis at zero. The graph in the left panel has a y-axis that begins at zero, even though there is no possible data between zero and one. A graph reader quickly looking at the graph might assume a more positive level of agreement given the height of the data symbols (i.e., the dots) in the graph. The graph in the right panel has a y-axis that starts at one, the lowest possible value. A quick glance at this graph gives a more accurate understanding of the level of agreement.



		Figure 4.12 Graphs illustrating the importance of not always starting the y-axis at zero. The graph in the left panel has a y-axis that begins at zero, even though there is no data between zero and fifty. The data symbols overlap and it is difficult to estimate the value of any individual score. In the graph in the right panel, the y-axis begins at fifty and the data symbols are now easier to separate and estimating the value of the data symbols is also easier.



		Figure 4.13 Graphs illustrating the use of a full-scale break. The graph in the left panel is the familiar data for the population of Wisconsin cities, with one city much larger than the rest. Rather than taking the log2 of the data (see right panel of Figure 4.10), a full-scale break is used to allow the population of the smaller cities a greater spread. For these particular data, the right panel of Figure 4.10 seems to be a more effective presentation of the data than using a full-scale break.



		Figure 4.14 The graph in the left panel uses a legend to label the lines. The legend requires that the graph reader read and remember the association of the labels with the colors. The graph on the right uses direct labels. No memory is required to know which line is associated with which data.



		Figure 4.15 The graph in the left panel uses a serif font, has long data labels, and includes the legend within the data rectangle. The graph in the right panel uses a sans serif font, has short data labels, and moves the legend outside the data rectangle. Note that moving the legend outside the data rectangle allows the data greater room (0 to 500 covers a larger area in the graph in the right panel).



		Figure 4.16 The graph in the left panel is a copy of the “good” graph in Figure 4.10, but now with the x-axis labels perpendicular to the axis. The graph in the right panel improves on that graph by exchanging the x and y axes. Now all the text can be oriented horizontally to make the labels easier to read. Also, note that the cities are labeled as “Wisconsin City,” so there is no repetition of “WI” after each city name. The addition of the horizontal dotted lines in the data rectangle for each city now makes it easier to associate each data symbol with the correct city. Although the dotted line is not data ink, the dotted line does make the data easier to process. The graph in the right panel is called a dot plot (Cleveland & McGill, 1984b).



		Figure 4.17 The graph in the left panel shows two curves, with the bottom curve offset by exactly eight in terms of performance score. However, you likely do not perceive that the bottom curve is shifted down by 8 units throughout the length of the curves (the curves look closer together around anxiety levels of 5 and 15 compared to the distance between the curves at an anxiety level of 10). This is a visual illusion caused by your visual system comparing the nearest points on the curves rather than directly up and down. The graph in the right panel shows thick black lines indicating the correct (and equidistant) comparison between the curves. Even with the thick black lines, you likely still perceive the curves incorrectly. Note that the final guideline in this chapter will discuss a solution to this illusion.



		Figure 4.18 The graphs shown here might be a portion of a heat map indicating scores across geographic locations. The single squares in the graph in the left panel are exactly the same shade of gray, but the surrounding shades of gray make you misperceive their shades of gray (a visual illusion called simultaneous lightness contrast). The orangish squares in the graph in the right panel are the same shade of orange, but likely appear at least slightly different from each other (simultaneous color contrast).



		Figure 4.19 The graph in the left panel shows examination scores represented by a chartjunk image of a bubble answer sheet. Because the graph maker did not want to stretch the image by only changing the height of the image, both the height and width (i.e., the area) were changed. Now the Exam 2 image is far more than twice the size of the Exam 1 image, which is visually confusing. The graph in the right panel is visually unexciting, but likely to be perceived accurately – exam scores were not twice as high on Exam 2.



		Figure 4.20 The graph in the left panel shows flight distances of paper airplanes thrown by experts and novices. As is, the graph reader might be likely to miss the inversion of distances for underhand throwing of The Raven (novices threw for longer distances than experts). The graph in the right panel shows the same data but with the unusual data emphasized by changing the shading of the blue and orange bars and outlining them in black. This draws the graph reader's attention to these data, but still makes it apparent what condition these data are from (expert and novice). The accompanying caption for the figure should explain what the reader should understand about the data that has been visually called out.



		Figure 4.21 This graph is an annotated version of the left panel of Figure 4.18 on simultaneous lightness contrast. Here, rather than relying on the reader's correct interpretation of the squares referred to in the figure caption, the squares in question are directly labeled. A figure caption is almost unnecessary in this version of the figure.



		Figure 4.22 In the graph in the left panel, the shade of blue and orange used to indicate expert versus novice changes across the type of airplane and type of throwing. A graph reader might spend some time trying to determine the meaning of the difference of these changes in shading; however, there is no particular meaning to the change in shading. Your graph reader has wasted time and effort on processing a change that has no meaning. The consistency within the graph in the right panel focuses the graph reader on the data.



		Figure 4.23 Consistency between graphs is important within a document. Initially, you may not notice any problems with the graphs. The graph in the left panel shows Day 1 performance, and the graph in the right panel shows Day 2 performance. However, once you try to compare Day 1 versus Day 2 in terms of expert overhand throwing of the Basic Dart, some problems become apparent: The color and location of expert versus novice has been reversed, as have underhand versus overhand throwing locations and The Raven versus Basic Dart locations. This makes it difficult to successfully make comparisons between Day 1 and Day 2 without extreme care (and a high cognitive load). Also note that the y-axes have slightly different ranges, making comparisons between the graphs even more difficult. Always plot the variables the same way across different graphs in a document, and when the y-axis shows the same variable, also keep the scale range the same. This requires planning, and sometimes a frustrating revision of previous graphs once a later graph indicates a need for a different scale range or a different ordering of variable levels.



		Figure 4.24 In order to avoid the visual illusion that can occur when plotting two similar curves on the same graph, this figure plots the curves on separate graphs that have the exact same scale-rectangle layout. The reference grid (the gray lines connecting the major tick marks) serves as a way of understanding the exact differences between the two curves. In general, a reference grid should only be used in cases where the graph reader may need assistance in making comparisons between two juxtaposed graphs. For example, in the left graph, the reference grid line at anxiety level 15 allows one to see that performance is about 70. However, in the right graph, the performance is just barely over 60 at an anxiety level of 15. Without the reference lines, these data value estimates would be less accurate and the difference between the curves less apparent.



		Figure 5.1 A strip chart does a poor job of showing the distribution of course percentages for 50 students.



		Figure 5.2 A stacked strip chart does an admirable job of showing the distribution of course percentages for 50 students.



		Figure 5.3 A jittered strip chart does an admirable job of showing the distribution of course percentages for 50 students.



		Figure 5.4 A stem and leaf plot of the course percentage data. A stem and leaf plot is read by taking each leaf digit and adding it to the stem. For example, the stem and leaf 6 | 4678 indicates four values defined by combining each leaf with the stem: 64, 66, 67, and 68.



		Figure 5.5 A stem and leaf plot with repeating stem values. Note that stems that repeat in value have leaf values of 0 to 4 on one stem and leaf values of 5 to 9 on the other stem. By having repeating stem values, we are able to better see the distribution shape.



		Figure 5.6 A stem and leaf plot taken to the extremes. It now looks like a vertical strip chart! Note that the decimal place in this stem and leaf plot is at the vertical bar (|), so one would read 48 | 0 as 48.0.



		Figure 5.7 A histogram of the course percentage data with six bars (one of the six bars, the 50's, has no observations). Each bar groups all the data in a particular range (all course percentages in the 40's, etc.).



		Figure 5.8 A histogram of the course percentage data with eleven bars (the two bars in the 50's have no observations). Each bar groups all the data in a particular range (all course percentages in the lower 60's, the upper 60's, etc.).



		Figure 5.9 A histogram and rotated stem and leaf plot of the same data.



		Figure 5.10 Two histograms showing counts of some unknown variable. Which histogram, the left or the right, has the larger mean?



		Figure 5.11 A bar chart showing opinions regarding a president's recent statement.



		Figure 5.12 A horizontally oriented bar chart showing opinions regarding a president's recent statement.



		Figure 5.13 An alphabetically organized bar chart showing the therapeutic approach of 100 practicing psychologists.



		Figure 5.14 A bar chart organized by bar length showing the therapeutic approach of 100 practicing psychologists.



		Figure 5.15 The bar chart from Figure 5.11 with the meaning of the bars illustrated. Six people slightly agreed and each rectangle represents one person. Three people strongly agreed and each rectangle represents one person. Note that the slightly agree bar is twice as high as the strongly agree bar.



		Figure 5.16 If a bar chart does not start at zero, the meaning of the bar itself is lost. There are not six rectangles in the bar representing six people, nor three rectangles representing three people. Note that the slightly agree bar now is four times as tall as the strongly agree bar – the visual no longer corresponds to the reality of the data.



		Figure 5.17 A dot plot organized alphabetically by the axis labels. Processing this graph is difficult given that there is no particular data-based meaning of the alphabetical listing of axis labels.



		Figure 5.18 A dot plot organized by counts. Processing this graph is much easier than the previous figure because the most common therapy type is at the top of the y-axis and decreases as one looks down the y-axis.



		Figure 5.19 A dot plot organized by population. Because there are many small population cities and one larger city, a log scale helps make the distinctions between the smaller cities more apparent. Note that the x-axis does not start at zero, and this works fine for the purposes of this graph. When presenting such data, calling out the logarithmic scale would be recommended, depending on your audience.



		Figure 5.20 A bar graph organized by population. Using bars in the graph makes it difficult to perceive the data plotted on a logarithmic scale accurately.



		Figure 5.21 A pie chart for the president's statement data with the same data in bar graph format. From “noon” on the pie chart, the categories are ordered appropriately. Note that shades of blue were used for strength of disagreement, gray for neutral, and shades of yellow/orange for strength of agreement. Appropriate ordering, using color well (to assist in interpretation/grouping), and directly labeling the wedges helps make this pie chart at least somewhat useful (see main text).



		Figure 5.22 A stacked bar chart for the president's statement data and the corresponding bar chart for the same data. In the stacked bar chart, note that shades of yellow/brown were used for strength of disagreement, gray for neutral, and shades of aqua for strength of agreement. Note that a second y-axis (or any x-axis) would not be helpful in interpreting this figure. Similar to pie charts, appropriate ordering, using color well (to assist in interpretation/grouping), and directly labeling the bars help make this stacked bar chart at least somewhat useful (see main text).



		Figure 5.23 A stacked bar chart for the president's statement data for two political parties. An x-axis and a second y-axis are now helpful in interpreting the data. All other graphic conventions are the same as Figure 5.22, meeting the guideline of consistency between graphs.



		Figure 5.24 A clustered bar chart for the president's statement data for two political parties. Note here, it would be difficult to directly label the bars without significant repetition, so a legend is more useful.



		Figure 5.25 A treemap for the president's statement data for two political parties. Direct labeling is used and is much simpler than having a legend. If the rectangles were not directly labeled, each rectangle would have to be a slightly different color in order for a legend to be effective – the 14 variations in color for the 14 rectangles would be difficult to process.



		Figure 5.26 A quantile plot for the course percentage and a histogram of the same data. Note that in the histogram, the single data point in the 45 to 50 course percentage range appears to be unusual; the rest of the data, in general, are at least somewhat normally distributed. The quantile plot makes it clearer how unusual the lowest course percentage is – the data point deviates greatly from the straight line.



		Figure 5.27 A quantile plot for the course percentage and a histogram of the same data. Here, the data are skewed. The deviations of the data symbols from the line in the quantile plot clearly show that the data do not follow a normal distribution. Note that there are far more points deviating from the line in this figure compared to Figure 5.26.



		Figure 5.28 A quantile plot for the course percentage and a histogram of the same data. Here, the data are bimodal. The deviations of the data symbols from the line in the quantile plot clearly show that the data are far from a normal distribution.



		Figure 5.29 A bar chart with error bars representing the mean and standard deviation of the course percentage data and the histogram of the same data. Note that representing a mean in a bar chart can cause the graph reader to misinterpret the data (see text). Secondary axes are unnecessary in the bar chart with error bars because including them would not make data estimation easier (e.g., a second y-axis is not closer to any of the data than the first y-axis).



		Figure 5.30 Two-point and error bars plots of the mean and standard deviation of the course percentage data. In the graph on the left, the y-axis ranges from 0 to 100 as in the bar chart in the previous figure. In the graph on the right, the y-axis ranges from 60 to 100 and allows more accurate determination of the mean and standard deviation. Because there is no bar, not beginning the y-axis at zero is not problematic. Here, a correct interpretation of where most of the data are is supported by removing the bar and replacing it with a single point representing the mean. There are many types of error bars, most common are standard deviation, standard error, and confidence intervals. Always make sure the graph reader can determine what the error bars are. Here, the error bars represent ±1 standard deviation. Finally, note that there are no axes on the top or right side of each graph, given that there is only one data set and one axis provides sufficient ability to estimate values (i.e., a second y-axis would not be closer to any of the data than the first y-axis).



		Figure 5.31 Point and error bars plots of the course percentage from three sections of the course. From this plot, it would appear that all three sections of the courses performed the same, given that they have the same means and standard deviations.



		Figure 5.32 Three histograms showing the distribution of the data in each of the three sections of the course. All sections have the same mean and standard deviation as shown in the previous figure. The same mean and standard deviation can come from very different distributions.



		Figure 5.33 Annotated box plot of the course percentage data. Recall that the interquartile range (IQR) is the difference between the 75th and 25th percentile. The upper adjacent value is the largest value in the data set that is no larger than the upper quartile + 1.5*IQR. The lower adjacent value is the smallest value in the data set that is no smaller than the lower quartile – 1.5*IQR. Values more extreme than the upper adjacent value or lower adjacent value are outliers and each data point is plotted individually. Note that with only one box plot there is no need for duplicates of the x- and y-axes.



		Figure 5.34 Three box plots for the course percentages from three sections of a course. Recall that the plots of the mean and standard deviation could not distinguish between these distributions in any way.



		Figure 5.35 An illustration of a common misperception of box plots. The misperception is shown by strikethrough text in the figure. The correct understanding is shown in regular text. Note that if 25% of the data is in a smaller area, then the data are more densely packed.



		Figure 5.36 Two violin plots of the course percentage data. On the left, the simplest violin plot is shown, where the overall width of the violin plot gives the smoothed (not actual) amount of data for particular y values. On the right, the violin plot has a very narrow box plot overlaid on it.



		Figure 5.37 Violin plots (with overlaid thin box plots) of the course percentage data for three sections. Note that the violin plot is what makes the bimodal distribution clear for Section 3.



		Figure 5.38 The graph on the left shows a point and error bar plot with the actual course percentage data (open circles) jittered to make individual data points visible. Also shown are the mean (filled circle) and ±1 standard deviation (black line). The graph on the right shows the same data without jitter – here, the number of data points for each y-value is unclear and it is difficult to clearly read the graph.



		Figure 5.39 The graph shows a box plot with the actual course percentage data (open circles) jittered to make individual data points visible. Note that the solid black circle near the bottom of the graph is the outlier plotted from the box plot (the open circle nearby is the jittered location of the solid black circle).



		Figure 5.40 The graph shows a violin plot with the actual course percentage data (open circles) jittered to make individual data points visible. Note that the width of the violin plot loosely corresponds to how many open circles are nearby.



		Figure 5.41 The graph shows a violin plot with the actual course percentage data (open circles) jittered to make individual data points visible and a point (mean as filled circle) and error bars (black lines) plot.



		Figure 6.1 Point and error bars plots for the variables X and Y with overlaid jittered data.



		Figure 6.2 A scatterplot of X plotted versus Y. There appears to be no relationship between the value of X and the value of Y.



		Figure 6.3 Point and error bars plots for the variables A and B with overlaid jittered data.



		Figure 6.4 A scatterplot of A plotted versus B. There is a strong positive relationship between A and B. As A has a higher value, so does B.



		Figure 6.5 A scatterplot of J plotted versus K. There is a strong negative relationship between J and K. As J has a higher value, K has a lower value.



		Figure 6.6 A scatterplot of T versus R. Although the data have the same summary statistics and correlation value as Figure 6.2, the scatterplot looks drastically different.



		Figure 6.7 A scatterplot of D versus C. Although the data have the same summary statistics and correlation value as Figures 6.2 and 6.6, the scatterplot looks drastically different from either of the previous figures.



		Figure 6.8 A parallel coordinates plot of X and Y. The left end of the line segments gives the value of X and the right end of the line segments gives the value of Y. Value is defined as the score minus the mean divided by the standard deviation considering each set of scores separately.



		Figure 6.9 Two parallel coordinates plots of X and Y. In the left plot, there is a strong positive correlation between X and Y. In the right plot, there is a strong negative correlation between X and Y.



		Figure 6.10 A scatterplot and parallel coordinates plot for each of seven data sets with different correlation values. From left to right in the figure, the data sets change from strongly negatively correlated to strongly positively correlated, passing through a state of near-zero correlation.



		Figure 6.11 A scatterplot showing the idealized relationship between the actual correlation and the estimated correlation in scatterplots. The data symbols and line show the idealized data from several correlation estimation experiments. The dashed line represents perfect performance. In general, the strength of the correlation is underestimated (closer to zero) for both positive and negative correlations, particularly for medium-strength correlations.



		Figure 6.12 Which scatterplot shows the stronger correlation? They actually show the same correlation, just on axes with different ranges which is why I hid the axis tick labels on the graphs. The left graph axes range from 0 to 100, while the right graph shows the same data plotted on axes that range from −50 to 150.



		Figure 6.13 A scatterplot of X versus Y where there is no apparent relationship between the variables in the graph. I hid the axis tick labels on the graphs to remove any cues to what pattern there might be in the data, and to focus the reader's attention on the data symbols.



		Figure 6.14 A scatterplot of X versus Y where there is a periodic (sine wave) relationship between the variables in the graph. This graph plots the same data as Figure 6.13; the only difference is the length of the x-axis.



		Figure 6.15 A scatterplot of height versus weight with the data symbol indicating the openness level of the individual. Although you can discriminate an O from a C, it is not easy to quickly group all the O's or all the C's together to see the overall pattern.



		Figure 6.16 A scatterplot of height versus weight with the data symbol indicating the openness level of the individual. This graph plots the same data as Figure 6.15; the only difference is that now color rather than the character shape is used to distinguish the data symbols. It is easier to visually group by color than by character shape.



		Figure 6.17 A scatterplot of investment year versus investment balance that shows a positive exponential relationship. On average, the balance increases by more each year later in time, showing the advantages of compound interest.



		Figure 6.18 A scatterplot of openness versus weight in kilograms that shows an unclear point-biserial relationship. Overlapping symbols make it difficult to evaluate the overall distribution of the data.



		Figure 6.19 A scatterplot of openness versus weight in kilograms that shows an unclear point-biserial relationship. Jittering the data symbols makes it easier to evaluate the overall distribution of the data.



		Figure 6.20 A scatterplot of extraversion versus salary that shows an apparent point-biserial relationship. Jittering the data symbols makes it easier to evaluate the overall distribution of the data.



		Figure 6.21 A scatterplot of extraversion versus openness that shows an unknown number of data points at each of four possible locations to plot data. The overlapping data symbols make the correlation impossible to evaluate.



		Figure 6.22 A scatterplot of extraversion versus openness that uses jittering to show the number of data points at each of four possible locations to plot data. The correlation is easy to evaluate.



		Figure 6.23 A scatterplot matrix of height, weight, salary, extraversion, and openness. All combinations of pairs of variables are shown twice, once above/right of the main diagonal and once below/left of the main diagonal.



		Figure 6.24 A scatterplot matrix of height, weight, salary, extraversion, and openness. All combinations of pairs of variables are shown twice, once above/right of the main diagonal and once below/left of the main diagonal. Red arrows show how height is associated with the y-axis and salary is associated with the x-axis. For the axes-reversed plot, blue arrows show how height is associated with the x-axis and salary with the y-axis.



		Figure 6.25 A scatterplot matrix of height, weight, salary, extraversion, and openness. Scatterplots of pairs of variables are shown in the upper triangle and correlational statistics are shown in the lower triangle.



		Figure 6.26 Four scatterplots showing the relationship between X and Y for four data sets. Only the regression line from data set 1 seems appropriate, despite all regression lines having the same basic statistics.



		Figure 6.27 The left graph shows a scatterplot of height versus weight with a regression line for predicting weight from height. The right graph shows the same graph with the addition of a shaded 95% confidence interval around the regression line.



		Figure 6.28 A scatterplot of weight versus height with a regression line for predicting height from weight.



		Figure 6.29 A scatterplot of extraversion versus salary with a regression line for predicting salary from extraversion.



		Figure 6.30 A scatterplot of openness versus extraversion with a regression line for predicting extraversion from openness.



		Figure 7.1 Two not very great representations of the results from the cognitive behavioral therapy versus waiting period study. The top edge of the bars represents the means of the groups, while the error bars represent 95% confidence intervals.



		Figure 7.2 Two much better representations of the results from the cognitive behavioral therapy versus waiting period study. The data symbols represent the means of the groups, while the error bars represent 95% confidence intervals.



		Figure 7.3 A graph showing the cognitive behavioral therapy group being compared to the distress value of 60 shown by the dashed line. The data symbol represents the mean of the group, while the error bars represent stand-alone 95% confidence intervals.



		Figure 7.4 A graph showing the results from the cognitive behavioral therapy versus waiting period study. The data symbols represent the means of the groups, while the error bars represent 95% confidence intervals. In the left graph, stand-alone confidence intervals are shown. In the right graph, difference adjusted confidence intervals are shown.



		Figure 7.5 A graph showing the results from the holistic, psychodynamic, and cognitive behavioral therapy versus waiting period study. The data symbols represent the means of the groups, while the error bars represent 95% confidence intervals. In the left graph, stand-alone confidence intervals are shown. In the right graph, difference adjusted confidence intervals are shown. In both graphs, a dashed line corresponding to the mean of the psychodynamic group is shown to make comparisons with that group easier.



		Figure 7.6 A graph showing the results of a study comparing a waiting condition to three types of therapy. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals.



		Figure 7.7 Dot plot of the therapy type and distress study. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals.



		Figure 7.8 A line graph of the therapy type and distress study. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals. However, what do the lines connecting the data symbols represent?



		Figure 7.9 A line graph of the therapy type and distress study with annotations of the problem with the lines connecting the data symbols.



		Figure 7.10 A line graph showing the rated headache pain with two levels of a new medication. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals.



		Figure 7.11 Annotated line graphs of the new medication and headache pain study. In the left graph, arrows point to the axes show that a point along the line is interpretable. In the right graph, dashed lines indicate that the effect of dosages greater than 20 milligrams of the new medication on headache pain is unknown.



		Figure 7.12 A line graph showing the rated headache pain with five levels of a new medication. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals.



		Figure 7.13 An important aspect of an appropriate line graph is that the x-axis preserves the magnitude information in the x-axis variable. As the lines with arrows indicate, the distance between 160 and 80 milligrams on the x-axis should be twice as large as the distance between 80 and 40 milligrams.



		Figure 7.14 A line graph showing the rated headache pain with five levels of a new medication. The data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals. Here, the x-axis variable is incorrectly treated as a categorical (nominal) variable and the different groups are spaced equally on the x-axis, regardless of the magnitude of their differences in milligrams.



		Figure 7.15 A point and error bars graph showing the course percentage for the old and new teaching methods. The filled data symbols represent the means of the groups, while the error bars represent difference-adjusted 95% confidence intervals. In the right graph, open data symbols show individual data points.



		Figure 7.16 Graphs showing course percentage for the old and new teaching methods. The left graph is a box plot, and the right graph is a violin plot, both with overlaid data.



		Figure 7.17 The left graph shows notched box plots with overlaid data for the course percentages of the old and new teaching methods. The right graph shows box plots with overlaid data showing the course percentage for the old and new teaching methods. The offset data symbol represents the median and is plotted with difference-adjusted confidence intervals for the median.



		Figure 7.18 Violin plot with overlaid data showing course percentage for the old and new teaching methods. In the left graph, a box plot with difference-adjusted confidence intervals for the median is shown with violin plots. In the right graph, the mean and difference-adjusted confidence intervals are shown with the violin plots.



		Figure 7.19 Three different types of graphs showing the same data for distress after a waiting period or three types of therapy. Error bars show difference-adjusted 95% confidence intervals of the mean on the left and right, and of the median in the center.



		Figure 7.20 Three different types of graphs showing the same data for headache for five different amounts of a new medication. Error bars show difference-adjusted 95% confidence intervals of the mean on the left and right, and of the median in the center. For the point and error plot and violin plot, the lines connect the means of the different new medication amounts. For the box plot, the lines connect the medians of the different new medication amounts.



		Figure 7.21 Three different types of graphs showing the same data for distress after a waiting period or three types of therapy. Error bars show difference-adjusted 95% confidence intervals of the mean on the left and right, and of the median in the center. The three graphs differ in their y-axes, the therapy type order on the x-axis, and the data symbol used to represent the individual data points.



		Figure 7.22 Graphs of four side effects for different amounts of a new medication. These graphs are an example of small multiples. Error bars show difference-adjusted 95% confidence intervals.



		Figure 8.1 Sources of variability in a between-subjects design.



		Figure 8.2 Sources of variability in a within-subject design.



		Figure 8.3 Removing individual differences from a confidence interval. In a within-subject design, individual differences (left graph) should not be included in the confidence interval (right graph).



		Figure 8.4 Results of the depth study as a between-subjects design. Difference-adjusted confidence intervals are shown.



		Figure 8.5 Results of the depth study as a within-subject design. Difference- and correlation-adjusted confidence intervals are shown.



		Figure 8.6 Illustration of calculating difference scores in a within-subject design with two conditions.



		Figure 8.7 Results of the depth study as a within-subject design using difference scores. A stand-alone confidence interval is shown.



		Figure 8.8 Results of the depth study. The information is purposefully ambiguous. Each row could be one participant's data or there could be different participants in each column of data.



		Figure 8.9 In the left graph, the data are shown as a between-subjects design with difference-adjusted confidence intervals. In the right graph, the data are shown as a within-subject design with difference- and correlation-adjusted confidence intervals.



		Figure 8.10 Effects of therapy and maintenance of therapeutic benefits over time in a bar graph. Error bars show difference- and correlation-adjusted confidence intervals. Note that this graph is likely to be misinterpreted.



		Figure 8.11 Effects of therapy and maintenance of therapeutic benefits over time. Error bars show difference- and correlation-adjusted confidence intervals.



		Figure 8.12 Effects of therapy and maintenance of therapeutic benefits over time. Error bars show difference- and correlation-adjusted confidence intervals. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time.



		Figure 8.13 Effects of therapy and maintenance of therapeutic benefits shown via difference scores between measurement times. Error bars show stand-alone confidence intervals. The dashed line shows the comparison value where there is no difference between anxiety levels at the two times given in the x-axis tick label.



		Figure 8.14 Effects of therapy and maintenance of therapeutic benefits shown in a dot plot. Error bars show difference- and correlation-adjusted confidence intervals. The dotted vertical line corresponds to the mean anxiety level of the “After Therapy” measurement time.



		Figure 8.15 Effects of therapy and maintenance of therapeutic benefits shown via difference scores between measurement times in a dot plot. Error bars show stand-alone confidence intervals. The dotted line shows the comparison value where there is no difference between anxiety levels at the two times given in the y-axis tick label.



		Figure 8.16 Effects of therapy and maintenance of therapeutic benefits over time shown as a line graph. Error bars show difference- and correlation-adjusted confidence intervals. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time which is now shown as a measurement month of six.



		Figure 8.17 Effects of therapy and maintenance of therapeutic benefits over time shown as a line graph. Error bars show difference- and correlation-adjusted confidence intervals. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time which is now shown as a measurement month of six. The time and duration of therapy are shown on the graph with an arrow and label.



		Figure 8.18 Effects of therapy and maintenance of therapeutic benefits over time shown as a line graph with more extensive x-axis tick labels. Error bars show difference- and correlation-adjusted confidence intervals. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time which is now shown as a measurement month of six. The time and duration of therapy are shown on the graph with an arrow and label.



		Figure 8.19 Effects of therapy and maintenance of therapeutic benefits shown via difference scores between measurement times in an inappropriate line graph. Error bars show stand-alone confidence intervals. The dotted line shows the comparison value where there is no difference between anxiety levels at the two times given in the y-axis tick label.



		Figure 8.20 Effects of therapy and maintenance of therapeutic benefits over time shown as a line graph. Error bars show difference- and correlation-adjusted confidence intervals. Open data symbols give the individual data of the clients. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time which is now shown as a measurement month of six. The start and six-month duration of therapy are shown on the graph with an arrow and label.



		Figure 8.21 Effects of therapy and maintenance of therapeutic benefits over time shown as a line graph. Error bars show difference- and correlation-adjusted confidence intervals. Open data symbols give the individual data of the clients, and lines connect the data symbols for particular individuals across measurement months. The dashed line corresponds to the mean anxiety level of the “After Therapy” measurement time which is now shown as a measurement month of six. The start and six-month duration of therapy are shown on the graph with an arrow and label.



		Figure 8.22 Graphs showing anxiety level across measurement months. The left graph is a box plot and the right graph is a violin plot, both with overlaid jittered data. Note the line connecting box plots is through the medians, while the line connecting violin plots is through the means. The dashed line gives the median of the six-month condition for box plots and the mean of the six-month condition for violin plots. Error bars are difference- and correlation-adjusted confidence intervals.



		Figure 8.23 Graphs showing anxiety level across measurement months. The left graph is a box plot and the right graph is a violin plot, both with overlaid jittered data. Note the line connecting box plots is through the median, while the line connecting violin plots is through the mean. The dashed line gives the median of the six-month condition for box plots and the mean of the six-month condition for violin plots. Light gray lines in each plot connect the data symbols from one individual.



		Figure 8.24 Effects of therapy and maintenance of therapeutic benefits shown via difference scores between measurement times. The left graph shows box plots and the right graph shows violin plots. For both graphs, the dashed line shows the comparison value where there is no difference between anxiety levels at the two times given in the x-axis tick label.



		Figure 8.25 Effects of therapy and maintenance of therapeutic benefits shown via difference scores between measurement times. Error bars show stand-alone confidence intervals. The dashed line shows the comparison value where there is no difference between anxiety levels at the two times given in the x-axis tick label. Open data symbols are the jittered original data points.



		Figure 8.26 Taste ratings for three different recipes. Error bars show difference- and correlation-adjusted confidence intervals. Open data symbols are the jittered original data points.



		Figure 8.27 Taste ratings for three different recipes over four different aspects of taste: Moistness, flakiness, flavor, and flavor combination. Error bars show difference- and correlation-adjusted confidence intervals. Open data symbols are the jittered original data points.



		Figure 9.1 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. An interaction is present. The effect of the drug on subjective well-being depends on the presence of the exercise program.



		Figure 9.2 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. Direct labels are used rather than a legend.



		Figure 9.3 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. An interaction is not present. The effect of the drug on subjective well-being does not depend on the presence of the exercise program.



		Figure 9.4 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. An interaction is present. Which factors are on the x-axis versus the legend are reversed compared to Figure 9.1.



		Figure 9.5 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. Direct labels are used.



		Figure 9.6 The effect of the drug and exercise program on subjective well-being with five levels of drug presented on the x-axis. Difference-adjusted confidence intervals are shown.



		Figure 9.7 The effect of the drug and exercise program on subjective well-being with five levels of drug presented in the legend. Difference-adjusted confidence intervals are shown.



		Figure 9.8 The left graph shows the main effect of the drug on subjective well-being. The right graph shows the main effect of exercise on subjective well-being. Both graphs show difference-adjusted confidence intervals.



		Figure 9.9 The effect of the drug and exercise program on subjective well-being (a copy of Figure 9.2).



		Figure 9.10 The effect of sugar and food coloring levels on the ratings of the taste of a pastry. Difference- and correlation-adjusted confidence intervals are shown.



		Figure 9.11 The effect of drug and time on subjective well-being. Difference- and correlation-adjusted confidence intervals are shown.



		Figure 9.12 The effect of drug and time on subjective well-being. Difference- and correlation-adjusted confidence intervals are shown. Despite the advice of this book, the time variable with fewer levels has been placed on the x-axis.



		Figure 9.13 A two-panel graph of the effect of drug, exercise, and age on subjective well-being. The left panel shows the data for younger participants and the right panel shows the data for older participants. Difference-adjusted confidence intervals are shown.



		Figure 9.14 A five-panel graph of the effect of exercise, age, and drug on subjective well-being. The panels show data from different drug levels. Difference-adjusted confidence intervals are shown.



		Figure 9.15 A two-panel graph of the effect of drug, age, and exercise program on subjective well-being. The left panel shows the data for the no exercise group and the right panel shows the data for the exercise group. Difference-adjusted confidence intervals are shown.



		Figure 9.16 A four-panel graph of the effect of drug, exercise program, age, and SES on subjective well-being. The left panels show the data for the younger group and the right panels show the data for the older group. The top panels show the data from the low SES group and the bottom panels show the data from the middle+ SES group. Difference-adjusted confidence intervals are shown.



		Figure 9.17 The effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals are shown. Open data symbols show the individual participants’ data points.



		Figure 9.18 The effect of sugar and food coloring levels on the ratings of the taste of a pastry. Difference- and correlation-adjusted confidence intervals are shown. Open data symbols show the individual participants’ data points. However, the confidence intervals do not depend on the individual differences in this within-subject design, and therefore showing individual data points can be misleading.



		Figure 9.19 A two-panel graph of the effect of drug, exercise, and age on subjective well-being. Open data symbols show the individual participants’ data points. The left panel shows the data for younger participants and the right panel shows the data for older participants. Difference-adjusted confidence intervals are shown.



		Figure 9.20 Box plots of the effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals of the median are shown. Open data symbols show the individual participants’ data points.



		Figure 9.21 A two-panel graph of box plots of the effect of drug, exercise, and age on subjective well-being. Open data symbols show the individual participants’ data points. The left panel shows the data for younger participants and the right panel shows the data for older participants. Difference-adjusted confidence intervals of the median are shown.



		Figure 9.22 Violin plots of the effect of the drug and exercise program on subjective well-being. Difference-adjusted confidence intervals of the mean are shown. Open data symbols show the individual participants’ data points.



		Figure 9.23 A two-panel graph of violin plots of the effect of drug, exercise, and age on subjective well-being. Open data symbols show the individual participants’ data points. The left panel shows the data for younger participants and the right panel shows the data for older participants. Difference-adjusted confidence intervals of the mean are shown.



		Figure 9.24 Violin plots of the effect of the drug and exercise program on subjective well-being. Box plots are also shown with difference-adjusted confidence intervals of the median. Open data symbols show the individual participants’ data points.



		Figure 10.1 A four-panel graph showing the side effects of different dosages of a new medication. Difference-adjusted confidence intervals are shown.



		Figure 10.2 The method of a fictional study about the effect of exposure to high versus low wealth images on the willingness to help a person in need. Read the study method from left to right following the arrows.
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