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Preface

	Providing advice to behavioral and social scientists is the most interesting and challenging part of my work as a statistician. It is an opportunity to apply statistics in situations that usually have no resemblance to the clear-cut examples discussed in most textbooks on statistics. A fortiori, it is not unusual that scientists have questions to which I do not have a straightforward answer, either because the question has not yet been considered by statisticians, or because existing statistical theory cannot easily be applied because there is no software with which it can be implemented. An example of the latter are informative hypotheses. When I question scientists with respect to their theories, expectations, and hypotheses, they often respond with statements like, “I expect mean A to be bigger than means B and C”; “I expect that the relation between Y and both X1 and X2 is positive”; and “I expect the relation between Y and X1 to be stronger than the relation between Y and X2.” Stated otherwise, they formulate their expectations in terms of inequality constraints among the parameters in which they are interested; that is, they formulate informative hypotheses.


	In this book the evaluation of informative hypotheses is introduced for behavioral and social scientists. Chapters 1 and 2 introduce the univariate and multivariate normal linear models and the informative hypotheses that can be formulated in the context of these models. An accessible account of Bayesian evaluation of informative hypotheses is provided in Chapters 3 through 7. Chapter 8 provides an account of the non-Bayesian approaches for the evaluation of informative hypotheses for which software with which these approaches can be implemented is available. As is elaborated in Chapter 9, most of what is described in this book can be implemented using software that is freely available on the Internet: BIEMS and GenMVLData programmed by Joris Mulder, ConfirmatoryANOVA programmed by Rebecca Kuiper and Irene Klugkist, ContingencyTable programmed by Olav Laudy, GORIC programmed by Rebecca Kuiper, and Winbugs and Openbugs. One option is available in the commercial package SAS PROC PLM. In Chapter 10 the statistical foundations of Bayesian evaluation of informative hypotheses are presented. Associated with this book is a website containing software, manuals, the data and command files for the software examples presented in this book, and the unpublished papers that are referred to in this book. This website can be accessed via the home page of the author at http://tinyurl.com/hoijtink.


	My research with respect to informative hypotheses started in 1994. At that time there were two books with respect to inequality constrained inference that summarized the state of the art: Barlow, Bartholomew, Bremner, and Brunk (1972) and Robertson, Wright, and Dykstra (1988). Both books focused on hypothesis testing for specific classes of statistical models, but software for the implementation of this approach was lacking. Visiting Don Rubin at Harvard’s statistics department gave me the inspiration to explore the possibilities of the Bayesian approach. This resulted in the first paper on this topic together with Ivo Molenaar (Hoijtink and Molenaar, 1997). Around 2000, my project was reinforced with three PhD students: Irene Klugkist, Olav Laudy, and Bernet Kato. During their dissertation research we were visited by Antonio Forcina, who deepened our understanding of the evaluation of informative hypotheses using hypothesis testing. At the end of their dissertation research there was an international workshop in Utrecht that resulted in a special issue (number 59)


	of Statistica Neerlandica in 2005. In 2005 I received a grant from the Netherlands Organization for Scientific Research (NWO-VICI-453–05–002) with which I could employ another five PhD students to work on informative hypotheses: Floryt van Wesel, Rebecca Kuiper, Carel Peeters, Rens van de Schoot, and Joris Mulder. These students were co-supervised by Irene Klugkist, Hennie Boeije, Jan-Willem Romeijn, Jean-Paul Fox, and Mervyn Silvapulle. The grant allowed me to invite Mervyn Silvapulle to Utrecht for a workshop on his book about inequality constrained inference (Silvapulle and Sen, 2004). It gave me the opportunity to organize another international workshop resulting in Hoijtink, Klugkist, and Boelen (2008). It finally allowed me to spend time abroad to find the peace to write this book. I am grateful to Iven van Mechelen and Katrijn van Deun (Catholic University Leuven) and Fred Rist (Westfalische Wilhelms Universitat), who provided stimulating writing environments. I am obliged to all these people. Without their contributions I could not have written this book.


	Herbert Hoijtink, Utrecht, The Netherlands





Part I

	Introduction


	This part of the book contains Chapter 1 and Chapter 2. In Chapter 1 informative hypotheses are introduced in the context of the univariate normal linear model. Well-known instances of the univariate normal linear model are analysis of variance (ANOVA), analysis of covariance (ANCOVA), and multiple regression.


	In Chapter 2 the multivariate normal linear model is used to further elaborate on the options that become available if informative hypotheses are used. Subsequently, the use of informative hypotheses in the context of multivariate one-sided testing, multivariate treatment evaluation, multivariate regression, and repeated measurement analysis is discussed.


	Symbol Description
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Chapter 1

An Introduction to Informative Hypotheses

	1.1 Introduction


	1.2 Analysis of Variance


	1.2.1 The Main Equation


	1.2.2 An Example Using Simple Constraints


	1.2.3 Including the Size of an Effect


	1.2.4 The Evaluation of One Informative Hypothesis


	1.2.5 Constraints on Combinations of Means


	1.3 Analysis of Covariance


	1.4 Multiple Regression


	1.4.1 Introduction


	1.4.2 Informative Hypotheses


	1.5 Epistemology and Overview of the Book


	1.6 Appendix 1A: Effect Sizes for Multiple Regression


	1.1 Introduction


	Many researchers use analysis of variance (ANOVA; Rutherford, 2001; Weiss, 2006) when analyzing their data. Table 1.1 contains an example of a data matrix that can be analyzed with ANOVA. The table contains the scores on the dependent variable y for ten persons from four groups labeled 1 through 4. A typical analysis consists of two steps (let μj denote the population mean of group j for j=1,…,4):


	1. Test H0:μ1=μ2=μ3=μ4, that is, all four means are equal (“nothing is going on”), against Ha: not H0, that is, not all four means are equal (“something is going on but I do not know what”). If this test favors Ha, continue with the second step.


	2. Execute a pairwise comparison of means to determine which means are equal and which means are not equal.


	If nothing more is known than that the dependent variable is named y and that there are four unspecified groups, such an exploratory approach is the only option. However, usually researchers have a clear idea about the meaning of y and the specification of the four groups. Suppose, for example, that y denotes a person’s decrease in aggression level between week 1 (intake) and week 8 (end of training). Suppose furthermore, that forty persons in need of anger management training have randomly been assigned to one of four groups: 1, no training; 2, physical exercise; 3, behavioral therapy; and 4, physical exercise and behavioral therapy. In such a situation, researchers do not think “something is going on but I do not know what”; instead, they have clear ideas and expectations about what might be going on.


	These expectations are called informative hypotheses. An example is H1:μ1<μ2= μ3<μ4 (note that < means “smaller than”). This hypotheses states that the decrease


	TABLE 1.1: Data Suited for ANOVA





		Group 1


	Nothing


		Group 2


	Physical


		Group 3


	Behavioral


		Group 4


	Both





		1


		1


		4


		7





		0


		0


		7


		2





		0


		0


		1


		3





		1


		2


		4


		1





		- 1


		0


		- 1


		6





		- 2


		1


		2


		3





		2


		- 1


		5


		7





		- 3


		2


		0


		3





		1


		2


		3


		5





		- 1


		1


		6


		4







	in aggression level is smallest for the “no training” group, larger for the groups that receive physical exercise and behavioral therapy, respectively (with no preference for either method as expressed by the equality sign =), and largest for the group that receives both. A competing expectation is H2:μ1=μ2<μ3=μ4, that is, there is a positive effect of behavioral therapy, but not of physical exercise.


	This book treats the specification and evaluation of informative hypotheses. In this chapter subsequently, ANOVA, analysis of covariance (ANCOVA, Howell, 2009, Chapter 16), and multiple regression (Kleinbaum, Kupper and Muller, 2008) are used to introduce and illustrate the specification of informative hypotheses. The chapter concludes with a section that briefly elaborates on the epistemological role of informative hypotheses.


	1.2 Analysis of Variance


	1.2.1 The Main Equation


	As illustrated in the previous section, ANOVA can be used to investigate the relations among a set of j=1,…,J means μj. ANOVA is a member of the family of univariate normal linear models (Cohen, 1968). These models and their multivariate extensions (see Chapter 2) provide the main context for the discussion of informative hypotheses in this book. The use of informative hypotheses in the context of other models is discussed in Chapter 7.


	The ANOVA model is displayed in Figure 1.1, which will help us come to an understanding of the main equation of ANOVA. In an ANOVA, for the j-th group the data are assumed to have a normal distribution with mean μj and variance σ2:


	yi=μj+ϵi,#(1.1)


	where yi for the 10 persons belonging to group j denotes the score of the i-th person on the dependent variable y (note that in the example presented in Table 1.1, each group contains 10 persons), ϵi is the residual, that is, the difference between the yi and the corresponding mean; these residuals are assumed to have a normal distribution with mean 0 and variance σ2, that is, ϵi∼N0,σ2.
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	FIGURE 1.1: ANOVA model for the data in Table 1.1.


	The curves in Figure 1.1 represent the distribution of y in each of the four groups according to the ANOVA model. The normality of the residuals is reflected by the shape of the curves. An important result for the ANOVA model is that the sample mean in each group is an estimate of the population mean. This is reflected by the location of the curves in Figure 1.1, which are equal to the sample means in Table 1.2. Another result is that the variance of each curve is equal to the pooled within variance across all groups. Because in the example the group sizes are equal, this is simply (2.40+1.07+6.77+4.32)/4=3.64.


	Equation (1.1) can be adapted such that it applies to all groups simultaneously:


	yi=μ1d1i+…+μJdJi+ϵi.#(1.2)


	The main addition are J indicators of group membership: d1i,…,dJi. A person belonging to group j scores 1 on dji and 0 on the other indicators of group membership. Note that (1.2) with dji=1 and the other indicators equal to 0 reduces to (1.1).


	In this book we exemplify how informative hypotheses can be used to obtain information with respect to the population from which the data in Table 1.1 as displayed in Figure 1.1 are obtained. In the next sections, various options available when constructing informative hypotheses are presented and illustrated. The context of the illustrations will be the example with respect to reduction in aggression level.


	TABLE 1.2: Sample Means and Variances for the Data in Table 1.1





	 
		Group 1


	Nothing


		Group 2


	Physical


		Group 3


	Behavioral


		Group 4


	Both





		Sample Mean


		-.20


		.80


		3.10


		4.10





		Variance


		2.40


		1.07


		6.77


		4.32







	1.2.2 An Example Using Simple Constraints


	Throughout the book the traditional null hypothesis is called H0. For the aggression reduction example it is


	H0:μ1=μ2=μ3=μ4#(1.3)


	The null hypothesis is constructed using equality constraints denoted by “=“. It is a very informative hypothesis because it states that all means are exactly equal to each other. This caused Cohen (1994) to call this hypothesis the “nill” hypothesis because he could not come up with research examples in which the null hypothesis might be a realistic representation of the population of interest. The point of view expressed by Cohen (1994) is further elaborated by Van de Schoot, Hoijtink, and Romeijn (2011). Royall (1997, pp. 79–81) is in line with Cohen and claims that the null hypothesis cannot be true, and consequently, that data are not needed in order to be able to reject it. Berger and Delampady (1987) are also critical with respect to the null hypothesis. However, they also show that inferences with respect to the null hypothesis are very similar to inferences with respect to hypotheses where strict equality constraints are replaced by a specific class (see Berger and Delampady (1987) for the criteria) of about equality constraints (see Section 1.2.3). Note furthermore that Wainer (1999) presents research examples where the null hypothesis might be of interest.


	From now on the traditional alternative hypothesis will be denoted by Ha. It will be formulated as


	Ha:μ1,μ2,μ3,μ4,#(1.4)


	where a “,” denotes that there are no constraints among the means adjacent to it. In words (1.4) states that the means are unconstrained. It is a very uninformative hypothesis: apparently something is going on, but it is unclear what is going on. Most researchers have clear ideas, expectations, or hopes with respect to what might be going on in their population of interest. Rejection of H0 in favor of Ha does not provide those researchers with an evaluation of their “informative” ideas and expectations. In Section 1.2.4 a reformulation of the alternative hypothesis that is more interesting will be introduced.


	Informative hypotheses will be denoted by Hm, for m=1,…,M, where M denotes the number of informative hypotheses under investigation. Two examples are


	H1:μ1<μ2=μ3<μ4#(1.5)


	and


	H2:μ1=μ2<μ3=μ4#(1.6)


	Three new elements appear in these hypotheses: “<“ means smaller than, “>“ means larger than, and “ {…} “ either contains a set of means that are constrained to be equal to each other, or, a set of unconstrained means. The constraints used are called “simple” because each specifies a relation between a pair of means, for example, μ1<μ2 and μ1=μ2. The interested reader is referred to Van Well, Kolk, and Klugkist (2008) and Van de Schoot, Hoijtink, and Doosje (2009) for an application of informative hypotheses constructed using simple constraints in psychological research. In Section 1.2.5, constraints among combinations of means are introduced.


	1.2.3 Including the Size of an Effect


	A classical application of null hypothesis significance testing may proceed along the following lines. Suppose that the null and alternative hypotheses for groups 1 and 4 from the example concerning reduction in aggression are


	H0:μ1=μ4#(1.7)


	and


	Ha:μ1,μ4,#(1.8)


	respectively. Let y‾j denote the sample average of y in group j. Two questions must be answered: i) Is the difference between y‾1 and y‾4 significant or not? This can be done by means of the t-test for two independent groups, which is equivalent to an ANOVA with two groups. The larger the difference between the sample means of groups 1 and 4, the larger the probability that H0 must be rejected in favor of Ha. The significance of a difference is indicated by the p-value computed for the t-test. A popular rule is to reject H0 (a significant result) if the p-value is smaller than.05. For the data in Table 1.1 the p-value is.00; ii) If the difference is significant, the question arises whether or not the difference is relevant given the research question at hand. A popular effect size measure is Cohen’s d (Cohen, 1992), which is given by


	d=μ1-μ4σ#(1.9)


	where σ is the within group standard deviation, that is, the square root of the pooled within variance. According to Cohen, values of.8,.5, and.2 indicate large, medium, and small effects, respectively. An estimate of d is obtained using the sample means and standard deviation instead of μ1,μ4 and σ, respectively. For the example at hand d=|-.20-4.10|3.36= - 2.35. Note that 3.36=(2.40+4.32)/2 (see Table 1.2).


	Using informative hypotheses, both issues can be settled at once. Consider the following alternative for H0:


	H1:μ1-μ4<d×σ,#(1.10)


	which can also be written as


	H1:μ1-μ4>-d×σ#(1.11)μ1-μ4<d×σ#(1.11);


	that is, the difference between the population means is smaller than d standard deviations. If H1 is tested against Ha, it becomes clear at once whether the difference between the sample means is significant and relevant. The counterpart of equivalence testing (Wellek, 2003) is obtained if H1 is tested against its complement H1c: not H1. The goal of equivalence testing is to determine whether two means differ irrelevantly from each other or not. The comparison of a hypothesis with its complement is further elaborated in the next section.


	The remaining question is how to specify d×σ, which is similar to the second question from the previous paragraph “is the value of d=-2.35 indicative of a relevant difference or not?”. There are two options: i) specify d×σ at once without bothering with d and σ separately, that is, which difference between two means is considered relevant; or ii) replace σ by the pooled within sample standard deviation and choose d such that it reflects a large, medium, or small effect according to Cohen.


	Range constraints are a generalization of the about equality constraint presented in (1.10). Using an analogous representation as in (1.11), a range constraint can be formulated as:


	H1:μ1-μ4>η1#(1.12)μ1-μ4<η2#(1.12),


	that is, the difference between both means is in the interval η1,η2 where η1 denotes the lower bound and η2 the upper bound of the range of interest. Using, for example, η1=.2 and η2=.5, a hypothesis is obtained that states that the expected effect size is (in terms of Cohen) between small and medium.


	Effect size measures can also be included in informative hypotheses specified using inequality constraints. Consider the following two hypotheses that might be specified for the example concerning reduction in aggression level:


	H1:μ1<μ2<μ3<μ4#(1.13)


	and


	μ1+d×σ<μ2μ3<μ4


	Compared to H1 in H2, which is specified by means of three constraints, μ2 is now at least d×σ larger than μ1 (physical exercise leads to a reduction in aggression of at least d standard deviations). A similar statement is made for μ2 and μ3. Finally, it is specified that μ4 is larger than μ3 without including an effect size measure.


	1.2.4 The Evaluation of One Informative Hypothesis


	In classical statistical inference without informative hypotheses, there is a central role for the null hypothesis. For the example concerning reduction in aggression, the null hypothesis was


	H0:μ1=μ2=μ3=μ4#(1.15)


	A problematic feature of the null hypothesis is that it is not often considered a realistic representation of the population under investigation. More often, researchers have a core idea, expectation, or research question that can be formulated as an informative hypothesis. For the example at hand, this informative hypothesis could be


	H1:μ1<μ2<μ3<μ4#(1.16)


	which states that behavioral therapy leads to a larger reduction in aggression level than physical exercise, but that the combination of both approaches works best. If H1 is the central research question, researchers should evaluate H1 and not H0.


	The remaining question is how to evaluate H1. Comparing it to H0 does not make sense if H0 is not considered a possible and realistic representation of the population of interest. However, there are two alternatives. First of all, H1 can be compared with the alternative hypothesis Ha in which the means are unconstrained:


	Ha:μ1,μ2,μ3,μ4#(1.17)


	Note that H1 can be seen as the combination of Ha and a set of constraints. The question that is answered if H1 is compared to Ha is whether the set of constraints is supported by the data.


	To explain the second option, consider the set of all models excluding H1 that have a similar structure as H1:


	H1c:μ1<μ2<μ4<μ3#(1.18)⋯#(1.18)μ4<μ3<μ2<μ1#(1.18)


	The second option is to compare H1 to H1c: not H1, that is, are the means ordered as in H1, or ordered differently? In statistical terms, H1c is called the complement (all other possibilities) of H1. Note that in total there are 4!=4×3×2×1=24 ways in which four means can be ordered.




[image: ]

	FIGURE 1.2: Representation of the means as a two way ANOVA.


	1.2.5 Constraints on Combinations of Means


	Consider again the example concerning reduction in aggression level. So far the four means have been treated individually. However, they can also be structured in two factors resulting in the layout of a two-way analysis of variance. The first factor indicates whether a person received physical exercise (p) or not (0); the second factor indicates whether a person received behavioral therapy (b) or not (0). This leads to the following relabeling of the means: μ1=μ00,μ2=μp0,μ3=μ0b, and μ4=μpb. The structure of the means in a two-way analysis of variance is displayed in Figure 1.2.


	A classical evaluation of the two-way layout focuses on three hypotheses. First of all, is there a main effect of physical exercise? That is,


	H0:μ00+μ0b/2=μp0+μpb/2#(1.19)


	versus


	Ha:μ00+μ0b/2≠μp0+μpb/2.#(1.20)


	As can be seen in Figure 1.2, the average of the means for category “no physical exercise” μ00+μ0b/2 is somewhat smaller than the average for category “physical exercise” μp0+ μpb/2. This suggests, that there is a small main effect of physical exercise. Second, is there a main effect of behavioral therapy? That is,


	H0:μ00+μp0/2=μ0b+μpb/2#(1.21)


	versus


	Ha:μ00+μp0/2≠μ0b+μpb/2.#(1.22)


	As can be seen in Figure 1.2, the average of the means for category “behavioral therapy” is larger than the average for category “no behavioral therapy.” This suggests that there is a main effect of behavioral therapy. And finally, is there an interaction effect of physical


	exercise and behavioral therapy? That is,


	H0:μ00-μ0b=μp0-μpb#(1.23)


	versus


	Ha:μ00-μ0b≠μp0-μpb.#(1.24)


	As can be seen in Figure 1.2, the effect of behavioral therapy for the category “no physical exercise” μ00-μ0b is the same as the effect of behavioral therapy for the category “physical exercise.” This implies that there is no interaction between physical exercise and behavioral therapy.


	Here too, informative hypotheses can be formulated, but now they are specified using constraints on combinations of means. See Van Wesel, Klugkist, and Hoijtink (Unpublished) for a further elaboration of informative hypotheses in the context of the evaluation of interaction effects. A relevant informative hypothesis for the example at hand might be


	μ00+μ0b/2 <μp0+μpb/2μ0b-μ00 <μ0b+μpb-μp0/2


	This hypothesis states that there is a positive effect of physical exercise, a positive effect of behavioral therapy, and a stronger effect of behavioral therapy if it is combined with physical exercise. This hypothesis can be evaluated by comparing it to the combination of null hypotheses specified in (1.19), (1.21), and (1.23), that is, if no effect whatsoever of physical exercise and behavioral therapy is a possible and realistic state of affairs in the population of interest. To make a connection to the previous section, H2 can also be evaluated by comparing it to the combination of alternative hypotheses in (1.20), (1.22), and (1.24), or to H2c: not H2. Finally, it can also be compared to other informative hypotheses specified using constraints on (combinations) of means. An example is


	μ00+μ0b/2=μp0+μpb/2μ00+μp0/2<μ0b+μpb/2μ00-μ0b=μp0-μpb,


	that is, there is only an effect of behavioral therapy on the reduction in aggression level.


	1.3 Analysis of Covariance


	The analysis of covariance model (ANCOVA; Rutherford, 2001; Howell, 2009, Chapter 16) can be written as


	yi=μ1d1i+…+μJdJi+β1x1i+…+βKxKi+ϵi.#(1.27)


	The main change with respect to the equation of an ANOVA (1.2) is the addition of k=1,…,K continuous predictors that will be called covariates. The score of the i-th person on the k-th predictor is denoted by xki. The regression coefficient relating the k-th predictor to y is denoted by βk.


	Hypothetical data that will be used to illustrate ANCOVA are displayed in Table 1.3. The four groups and the dependent variable have the same meaning as in the ANOVA example. A covariate is available in the form of a person’s age. Suppose the age of the


	TABLE 1.3: Data Suited for ANCOVA





	 
		Group 1 Nothing


		Group 2


	Physical


		Group 3


	Behavioral


		Group 4


	Both





	 
		y


		x


		y


		x


		y


		x


		y


		x





	 
		0


		18


		3


		23


		4


		21


		6


		21





	 
		0


		20


		1


		24


		3


		22


		5


		22





	 
		0


		21


		1


		19


		4


		23


		5


		23





	 
		1


		22


		1


		20


		5


		25


		6


		25





	 
		2


		23


		2


		21


		5


		26


		6


		24





	 
		1


		24


		1


		18


		5


		27


		6


		23





	 
		0


		19


		1


		20


		4


		23


		6


		26





	 
		0


		21


		2


		22


		3


		21


		6


		27





	 
		0


		20


		3


		23


		5


		22


		6


		24





	 
		1


		22


		1


		21


		4


		25


		5


		23





		Mean


		. 50


		21.00


		1.60


		21.10


		4.20


		23.50


		5.70


		23.80







	persons is between 18 and 27. In such a situation it may very well be that younger persons must be assigned to groups 1 and 2 because they still have to mature and learn how to deal with their temper. Behavioral therapy might be considered too strong a measure for these persons. Similarly, it may very well be that older persons who have matured and nevertheless cannot control their temper should have behavioral therapy. For persons of average age, these arguments do not apply; they can be assigned to each of the four groups.


	In this case a direct comparison of the groups by means of an ANOVA would not be fair because groups 1 and 2 score lower on the covariate than groups 3 and 4 (see the last line of Table 1.3 for the sample means). This difference might explain why the treatment effect is smaller for the first two groups. In such a nonrandomized experiment, the research questions and hypotheses should not be phrased in terms of means. An alternative is to phrase the hypotheses in terms of adjusted means, that is, means that account for the differences between the groups with respect to the scores on the covariate. As will be explained in the sequel, this can be achieved by means of an ANCOVA.


	Figure 1.3 contains a visual representation of the data in Table 1.3 for the ANCOVA model with one covariate:


	yi=μ1d1i+…+μ4d4i+βxi+ϵi#(1.28)


	The solid-line arrows pointing to the y-axis denote the location of the unadjusted means in each of the four groups. The dashed-line arrows denote the location of the adjusted means. As can be seen, the adjusted means are the predicted values of y for a person that scores 22.35 (the overall mean of x) on the covariate. As can be seen, the differences between the adjusted means are smaller than the differences between the unadjusted means. This implies that part of the differences between the unadjusted means are explained by the fact that the groups score differently on the covariate (indicated by the arrows pointing to the x-axis). The meaning of the regression coefficient β is indicated in the lower right-hand corner of Figure 1.3: if x increases by an amount of 1,y increases by an amount of β. For the data in Table 1.3, β equals.20. It is important to note that the μs in (1.28) only correspond to the adjusted means displayed in Figure 1.3 if the x s are standardized, that is, if each xi is replaced by


	Zxi=xi-x‾SDx#(1.29)


	where x‾ denotes the sample mean of x and SDx the sample standard deviation of x. Without
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	FIGURE 1.3: ANCOVA model for the data in Table 1.3.


	standardization the μs are intercepts. Note furthermore that the software presented in Chapter 9 is calibrated properly only if the covariates are standardized. Rewriting (1.28) using a standardized covariate renders


	yi=μ1d1i+…+μ4d4i+βZxi+ϵi.#(1.30)


	In Figure 1.3, standardized age Z(x) can be found below the coding in years x.


	For ANCOVA, informative hypotheses can be formulated in the same way as for ANOVA. The main difference is that hypotheses are formulated in terms of adjusted instead of unadjusted means to account for differences between the groups of interest with respect to one or more covariates. Stated otherwise, all the hypotheses formulated in Sections 1.2.2, 1.2.3, 1.2.4, and 1.2.5 have their counterparts in terms of adjusted means. In Section 2.7.2, a hypothesis addressing interaction between group and covariate is presented.


	1.4 Multiple Regression


	1.4.1 Introduction


	In the classical formulation, the multiple regression model (Allison, 1999; Kleinbaum, Kupper, and Muller, 2008) contains only continuous predictors x:


	yi=β0+β1x1i+…+βKxKi+ϵi#(1.31)




[image: ]

	FIGURE 1.4: A visual illustration of regression models.


	where β0 is the intercept of the regression model, βk for k=1,…,K the unstandardized regression coefficient relating each predictor to y, and ϵi for i=1,…,N the residuals in the prediction that, like for ANOVA and ANCOVA, are assumed to be normally distributed with mean 0 and variance σ2, that is, ϵi∼N0,σ2.


	Let y denote a person’s income in units of 1,000 Euro per year, x1 a person’s intelligence quotient (IQ), and x2 a person’s social economic status (SES). For this situation, (1.31) reduces to


	 Income i=β0+β1IQi+β2SESi+ϵi.#(1.32)


	To illustrate the meaning of the intercept and the regression coefficients, (1.32) is displayed in Figure 1.4 for two hypothetical data sets. First the left-hand figure will be discussed. The distribution of the scores with respect to Income and IQ is represented by the largest ellipse. As can be seen, there is a positive relationship between IQ and Income: the larger the scores on IQ, the larger the scores on Income. This feature however is not related to the model in (1.32) because in addition to IQ there is another predictor: SES. The smaller ellipses in Figure 1.4 represent the distribution of the scores with respect to Income and IQ for each level of SES. The slopes of the solid and dashed lines show that for each level of SES there is a negative relationship between Income and IQ. This conditional (on the level of SES) relationship between Income and IQ is expressed by β1 in (1.32). As is illustrated in the figure, β1 is, for each level of SES, the decrease in Income if IQ increases by one point (e.g., from 110 to 111).


	The conditional (on the level of IQ) relationship between Income and SES is expressed by β2. This coefficient is not shown in Figure 1.4. This can only be done in a figure in which SES is placed on the x-axis, and the larger ellipse is divided into smaller ellipses using the levels of IQ. The intercept β0 is illustrated in the figure; it is the point where the regression line intersects with the y-axis for IQ=0 and SES=0.


	TABLE 1.4: Data Suited for Multiple Regression





	 
		Income


		IQ


		SES


		Income


		IQ





	 
		SES


	 
	 
	 
	 



	 
		51.09


		79


		1


		66.12


		97





	 
		82


		3


		66.81


		100


		5





	 
		41.29


		83


		4


		69.09


		100





	 
		57.74


		85


		4


		80.32


		100





	 
		57.01


		87


		4


		64.47


		110





	 
		41.18


		88


		3


		65.20


		116





	 
		58.24


		95


		2


		80.31


		117





	 
		52.19


		95


		3


		83.93


		120





	 
		59.54


		96


		5


		67.84


		121





	 
		67.40


		96


		3


		64.46


		123





		4


	 
	 
	 
	 
	 



		Mean


	 
	 
	 
		61.76


		99.50





		SD


	 
	 
	 
		12.38


		13.94





		1.36


	 
	 
	 
	 
	 





	The right-hand figure in Figure 1.4 displays another hypothetical data set. Ignoring SES, that is, using a regression model with only IQ as the predictor,


	 Income i=β0+β1IQi+ϵi,#(1.33)


	it can be seen (see the line consisting of dots) that there is a positive relationship between IQ and Income. Stated otherwise, β1 from (1.33) is positive. However, if SES is added to the model as in (1.32), there is no relationship between Income and IQ for each level of SES. As is indicated by the dashed line, the regression coefficient β1 from (1.32) is zero. What can be learned from this exposition is that the unconditional relationship between x1 and y may be quite different from the relationship between x1 and y conditional on all the other predictors in the regression equation.


	A hypothetical data matrix that can be analyzed with (1.32) is displayed in Table 1.4. Interesting informative hypotheses for this data set could be


	H1:β1>β2,#(1.34)


	that is, IQ is a stronger predictor than SES, and


	H2:β1>0,β2>0#(1.35)


	that is, an increase in IQ and SES leads to an increase in Income. However, before evaluating informative hypotheses in the context of multiple regression, two issues must be considered: should the informative hypotheses be formulated in terms of unstandardized or standardized regression coefficients?; and, is the interest in the unconditional or conditional relation between each predictor and the dependent variable?


	The importance of the first issue is illustrated in Table 1.5. The unstandardized regression coefficients show that an increase in IQ of 1 point leads to an increase in Income of.51,


	TABLE 1.5: Unstandardized and Standardized Regression Coefficients





	 
		Unstandardized


		Standardized





		β0


		2.19


		61.76





		β1


		.51


		7.17





		β2


		2.08


		2.82







	and an increase in SES of 1 level leads to an increase in Income of 2.08. Does this imply that SES is a stronger predictor of Income than IQ ? Not necessarily. IQ and SES are measured on a different scale. IQ has a standard deviation of 13.94 and SES of 1.36. This implies that the relative size of a step of 1 on the SES scale is 13.94/1.36=10.25 times as large as a step of 1 on the IQ scale. Stated otherwise, the unstandardized regression coefficients of IQ and SES not only indicate the strength of the relationship with Income, but also the scale of the predictor.


	This problem is avoided if the predictors are standardized, that is,


	ZIQi=IQi-99.50/13.94


	rendering


	 Income i=β0+β1ZIQi+β2ZSESi+ϵi.#(1.37)


	Both standardized predictors have the same scale, that is, a mean of 0 and a standard deviation of 1. The third column in Table 1.5 displays the regression coefficients obtained after standardization of IQ and SES. As can be seen, the intercept β0 is now equal to the sample average of Income. Furthermore, the regression coefficient of ZIQi is larger than the coefficient of ZSESi, implying that the first is a stronger predictor than the latter. So unless a researcher has very good reasons not to standardize, evaluation of H1:β1>β2 is only sensible if both predictors are standardized.


	The second issue has more or less been treated during the discussion of Figure 1.4. As illustrated, there is a difference between the unconditional and the conditional relation between each predictor and the dependent variable. If a researcher wants to evaluate a hypothesis like H2:β1>0,β2>0, one of these perspectives must be chosen because it determines the results. Focussing on β1 it can be seen both in the left- and right-hand figures of Figure 1.4 that the unconditional relationship of IQ with Income is positive, while the conditional (on SES) relationship is negative and zero, respectively.


	1.4.2 Informative Hypotheses


	For the formulation of informative hypotheses in the context of multiple regression the same tools are available as for ANOVA. See Section 2.7.2 for an example of a hypothesis in the context of a quadratic regression model. However, the situation is more complicated if a researcher wants to include the size of an effect in an informative hypothesis. Consider the following alternative for H2:β1>0,β2>0:


	H3:β1>d,β2>d
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