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Machine Learning Toolbox for Social Scientists

Machine Learning Toolbox for Social Scientists covers predictive methods with complementary statistical “tools” that make it mostly self-contained. The inferential statistics is the traditional framework for most data analytics courses in social science and business fields, especially in Economics and Finance. The new organization that this book offers goes beyond standard machine learning code applications, providing intuitive backgrounds for new predictive methods that social science and business students can follow. The book also adds many other modern statistical tools complementary to predictive methods that cannot be easily found in “econometrics” textbooks: nonparametric methods, data exploration with predictive models, penalized regressions, model selection with sparsity, dimension reduction methods, nonparametric time-series predictions, graphical network analysis, algorithmic optimization methods, classification with imbalanced data, and many others. This book is targeted at students and researchers who have no advanced statistical background, but instead coming from the tradition of “inferential statistics”. The modern statistical methods the book provides allows it to be effectively used in teaching in the social science and business fields.

Key Features:


	The book is structured for those who have been trained in a traditional statistics curriculum.

	There is one long initial section that covers the differences in “estimation” and “prediction” for people trained for causal analysis.

	The book develops a background framework for Machine learning applications from Nonparametric methods.

	SVM and NN simple enough without too much detail. It’s self-sufficient.

	Nonparametric time-series predictions are new and covered in a separate section.

	Additional sections are added: Penalized Regressions, Dimension Reduction Methods, and Graphical Methods have been increasing in their popularity in social sciences.



Yigit Aydede is a Sobey Professor of Economics at Saint Mary’s University, Halifax, Nova Scotia, Canada. He is a founder member of the Research Portal on Machine Learning for Social and Health Policy, a joint initiative by a group of researchers from Saint Mary’s and Dalhousie universities.




Machine Learning Toolbox for Social Scientists Applied Predictive Analytics with R

Yigit Aydede

[image: Logo: Published by CRC Press, Taylor and Francis Group, London, New York. CRC Press is an imprint of Taylor and Francis Group, an Informa business, Humanity and Social Sciences Publishers Book]



Designed cover image: © Sophia MacAulay

First edition published 2024

by CRC Press

6000 Broken Sound Parkway NW, Suite 300, Boca Raton, FL 33487-2742

and by CRC Press

4 Park Square, Milton Park, Abingdon, Oxon, OX14 4RN

CRC Press is an imprint of Taylor & Francis Group, LLC

© 2024, Yigit Aydede

Reasonable efforts have been made to publish reliable data and information, but the author and publisher cannot assume responsibility for the validity of all materials or the consequences of their use. The authors and publishers have attempted to trace the copyright holders of all material reproduced in this publication and apologize to copyright holders if permission to publish in this form has not been obtained. If any copyright material has not been acknowledged please write and let us know so we may rectify in any future reprint.

Except as permitted under U.S. Copyright Law, no part of this book may be reprinted, reproduced, transmitted, or utilized in any form by any electronic, mechanical, or other means, now known or hereafter invented, including photocopying, microfilming, and recording, or in any information storage or retrieval system, without written permission from the publishers.

For permission to photocopy or use material electronically from this work, access www.copyright.com or contact the Copyright Clearance Center, Inc. (CCC), 222 Rosewood Drive, Danvers, MA 01923, 978-750-8400. For works that are not available on CCC please contact mpkbookspermissions@tandf.co.uk

Trademark notice: Product or corporate names may be trademarks or registered trademarks and are used only for identification and explanation without intent to infringe.

ISBN: 9781032463957 (hbk)

ISBN: 9781032463971 (pbk)

ISBN: 9781003381501 (ebk)

DOI: 10.1201/9781003381501

Typeset in CMR10

by codeMantra

Access the Online Book here: https://yaydede.github.io/toolbox/




Contents

Preface

1 How We Define Machine Learning

2 Preliminaries

2.1 Data and Dataset Types

2.1.1 Cross-Sectional

2.1.2 Time-Series

2.1.3 Panel

2.2 Plots

2.3 Probability Distributions with R

2.4 Regressions

2.4.1 Ordinary Least Squares (OLS)

2.4.2 Maximum Likelihood Estimators

2.4.3 Estimating MLE with R

2.5 BLUE

2.6 Modeling the Data

2.7 Causal vs. Predictive Models

2.7.1 Causal Models

2.7.2 Predictive Models

2.8 Simulation

Part 1 Formal Look at Prediction

3 Bias-Variance Tradeoff

3.1 Estimator and MSE

3.2 Prediction - MSPE

3.3 Biased Estimator as a Predictor

3.4 Dropping a Variable in a Regression

3.5 Uncertainty in Estimations and Predictions

3.6 Prediction Interval for Unbiased OLS Predictor

4 Overfitting

Part 2 Nonparametric Estimations

5 Parametric Estimations

5.1 Linear Probability Models (LPM)

5.2 Logistic Regression

5.2.1 Estimating Logistic Regression

5.2.2 Cost Functions

5.2.3 Deviance

5.2.4 Predictive Accuracy

6 Nonparametric Estimations - Basics

6.1 Density Estimations

6.2 Kernel Regressions

6.3 Regression Splines

6.4 MARS - Multivariate Adaptive Regression Splines

6.5 GAM - Generalized Additive Model

7 Smoothing

7.1 Using Bins

7.2 Kernel Smoothing

7.3 Locally Weighted Regression loess()

7.4 Smooth Spline Regression

7.5 Multivariate Loess

8 Nonparametric Classifier - kNN

8.1 mnist Dataset

8.2 Linear Classifiers (again)

8.3 k-Nearest Neighbors

8.4 kNN with Caret

8.4.1 mnist 27

8.4.2 Adult Dataset

Part 3 Self-Learning

9 Hyperparameter Tuning

9.1 Training, Validation, and Test Datasets

9.2 Splitting the Data Randomly

9.3 k-Fold Cross-Validation

9.4 Cross-Validated Grid Search

9.5 Bootstrapped Grid Search

9.6 When the Data Is Time-Series

9.7 Speed

10 Tuning in Classification

10.1 Confusion Matrix

10.2 Performance Measures

10.3 ROC Curve

10.4 AUC - Area Under the Curve

11 Classification Example

11.1 LPM

11.2 Logistic Regression

11.3 kNN

11.3.1 kNN Ten-Fold CV

11.3.2 kNN with caret

Part 4 Tree-Based Models

12 CART

12.1 CART - Classification Tree

12.2 rpart - Recursive Partitioning

12.3 Pruning

12.4 Classification with Titanic

12.5 Regression Tree

13 Ensemble Learning

13.1 Bagging

13.2 Random Forest

13.3 Boosting

13.3.1 Sequential Ensemble with gbm

13.3.2 AdaBoost

13.3.3 XGBoost

14 Ensemble Applications

14.1 Classification

14.2 Regression

14.3 Exploration

14.4 Boosting Applications

14.4.1 Regression

14.4.2 Random Search with Parallel Processing

14.4.3 Boosting vs. Others

14.4.4 Classification

14.4.5 AdaBoost.M1

14.4.6 Classification with XGBoost

Part 5 SVM & Neural Networks

15 Support Vector Machines

15.1 Optimal Separating Classifier

15.1.1 The Margin

15.1.2 The Non-Separable Case

15.2 Nonlinear Boundary with Kernels

15.3 Application with SVM

16 Artificial Neural Networks

16.1 Neural Network - The Idea

16.2 Backpropagation

16.3 Neural Network - More Inputs

16.4 Deep Learning

Part 6 Penalized Regressions

17 Ridge

18 Lasso

19 Adaptive Lasso

20 Sparsity

20.1 Lasso

20.2 Adaptive Lasso

Part 7 Time Series Forecasting

21 ARIMA Models

21.1 Hyndman–Khandakar Algorithm

21.2 TS Plots

21.3 Box–Cox Transformation

21.4 Stationarity

21.5 Modeling ARIMA

22 Grid Search for ARIMA

23 Time Series Embedding

23.1 VAR for Recursive Forecasting

23.2 Embedding for Direct Forecast

24 Random Forest with Times Series

24.1 Univariate

24.2 Multivariate

24.3 Rolling and Expanding Windows

25 Recurrent Neural Networks

25.1 Keras

25.2 Input Tensors

25.3 Plain RNN

25.4 LSTM

Part 8 Dimension Reduction Methods

26 Eigenvectors and Eigenvalues

27 Singular Value Decomposition

28 Rank(r) Approximations

29 Moore-Penrose Inverse

30 Principal Component Analysis

31 Factor Analysis

Part 9 Network Analysis

32 Fundamentals

32.1 Covariance

32.2 Correlation

32.3 Precision Matrix

32.4 Semi-Partial Correlation

33 Regularized Covariance Matrix

33.1 Multivariate Gaussian Distribution

33.2 High-Dimensional Data

33.3 Ridge (ℓ2) and Glasso (ℓ1)

Part 10 R Labs

34 R Lab 1 Basics

34.1 R, RStudio, and R Packages

34.2 RStudio

34.3 Working Directory

34.4 Data Types and Structures

34.5 Vectors

34.6 Subsetting Vectors

34.7 Vectorization or Vector Operations

34.8 Matrices

34.9 Matrix Operations

34.10 Subsetting Matrix

34.11 R-Style Guide

35 R Lab 2 Basics II

35.1 Data Frames and Lists

35.1.1 Lists

35.1.2 Data Frames

35.1.3 Subsetting Data Frames

35.1.4 Plotting from Fata Frame

35.1.5 Some Useful Functions

35.1.6 Categorical Variables in Data Frames

35.2 Programming Basics

35.2.1 If/Else

35.2.2 Loops

35.2.3 The apply() Family

35.2.4 Functions

36 Simulations in R

36.1 Sampling in R: sample()

36.2 Random Number Generating with Probability Distributions

36.3 Simulation for Statistical Inference

36.4 Creating Data with a Data Generating Model (DGM)

36.5 Bootstrapping

36.6 Monty Hall – Fun Example

36.6.1 Here Is the Simple Bayes Rule

36.6.2 Simulation to Prove It

Appendix 1: Algorithmic Optimization

A.1 Brute-Force Optimization

A.2 Derivative-Based Methods

A.3 ML Estimation with Logistic Regression

A.4 Gradient Descent Algorithm

A.4.1 One-Variable

A.4.2 Adjustable lr and SGD

A.4.3 Multivariable

A.5 Optimization with R

Appendix 2: Imbalanced Data

A.1 SMOTE

A.2 Fraud Detection

Bibliography

Index





Preface

In today’s world, our lives are constantly influenced by predictions we make on a daily basis. Our desire to improve these predictions and learn from our mistakes drives us forward. We, as humans, are self-learning entities with limited processing capacity. This raises the question: can we create self-learning algorithms for high-capacity machines that can make predictions more efficiently and accurately on our behalf? The answer is a resounding yes! With the help of well-developed statistical models, effective algorithms, and powerful computers, we can achieve this goal.

This book delves into the first component, statistical models, without excessive abstraction. It doesn’t cover every aspect of programming, but provides sufficient coding skills for you to build predictive algorithms using R.

According to Leo Breiman (2001), “Statistical Modeling: The Two Cultures”, there are two goals in analyzing the data:


	Prediction: To be able to predict what the responses are going to be to future input variables;

	Information: To extract some information about how nature is associating the response variables to the input variables.



And there are two approaches toward those goals:


	The Data Modeling Culture: One assumes that the data are generated by a given stochastic data model (econometrics). . .

	Algorithmic Modeling Culture: One uses algorithmic models and treats the data mechanism as unknown (machine learning) . . .



And he describes the current state:


. . . With the insistence on data models, multivariate analysis tools in statistics are frozen at discriminant analysis and logistic regression in classification and multiple linear regression in regression. Nobody really believes that multivariate data is multivariate normal, but that data model occupies a large number of pages in every graduate text book on multivariate statistical analysis. . .



Broadly speaking, many social scientists tend to view statistical analysis through the lens of causal inference. Their education typically focuses on inferential statistics, which encompasses regression-based parametric methods using software packages with graphical interfaces, such as EViews, Stata, SPSS, and SAS. As the interest in wide-ranging and inclusive “data analytics” courses has surged in the last decade, departments within Economics, Finance, and Business disciplines are exploring data analytics courses that align more closely with their conventional curricula. The significance of this integration lies in two main aspects: first, in conventional curricula, “predictive” and nonparametric methods often take a backseat. Although “forecasting” courses exist, they primarily concentrate on standard parametric time-series methodologies like ARIMA/GARCH. Second, the traditional interface-based statistical packages are no longer adequate for handling unconventional nonparametric approaches. Consequently, students across Business schools are increasingly demanding proficiency in programming languages such as R and Python.

It’s understandable that machine learning is gaining attention, as it’s a relatively new concept for many fields. Not only is the idea itself novel, but the terminology associated with it, such as hyperparameters, classification, features, variance-bias trade-off, and tuning, is quite distinct. Additionally, the approach taken in traditional quantitative courses differs significantly. In these courses, the emphasis on prediction accuracy as a primary goal in data analytics is often met with skepticism; for instance, even if ice cream sales predict the crime rates very well, many policy analysts would consider such a result to be of little practical value.

To bridge the gap between inferential statistics and machine learning, this book presents a distinctive structure that deviates from conventional machine learning texts. First, it is not all about Machine Learning written mostly for practitioners. It is designed to ease the transition from the parametric world of inferential statistics to predictive models by introducing nonparametric methods, which have been underutilized in inferential statistics but serve as a crucial link between data modeling and algorithmic modeling cultures. Even at the PhD level, we rarely teach nonparametric methods as those methods have been less applied in inferential statistics. Nonparametric econometrics, however, makes the link between these two cultures as machine learning is an extension of nonparametric econometrics. The book’s organization allows for a gradual introduction to nonparametric applications, such as kNN in Chapter 8, and subsequently covers more advanced topics like Support Vector Machines and Neural Networks.

The book emphasizes practical applications using “toy data” to ensure its relevance across various fields with similar curricula. Supplementary materials providing field-specific data and applications will also be made available, eliminating the need for separate texts catering to each discipline. The first supplementary online book, featuring real economic and financial data, will be released soon.

In addition to well-known predictive algorithms, the book explores five new sections: Penalized Regressions, Time-Series Applications, Dimension Reduction Methods, and Graphical Network Analysis. These sections delve into techniques and concepts prevalent in social sciences and business. Furthermore, the appendices provide valuable information on Algorithmic Optimization and classification with imbalanced data.

It is my hope that this book will serve as a good starting point for incorporating predictive analytics into the curricula of social science and business fields, while continuously evolving to keep pace with the rapidly changing landscape of data-driven research. In this spirit, the book will always remain a humble “draft” that can be adapted and improved over time.


Who

This book is designed for motivated students and researchers with a background in inferential statistics using parametric models. It is applied in nature, skipping many theoretical proofs and justifications in favor of practical application. No prior experience with R is assumed, but some familiarity with coding is helpful.
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1 How We Define Machine Learning

DOI: 10.1201/9781003381501-1


The demand for skilled data science practitioners in industry, academia, and government is rapidly growing. This book introduces concepts and skills that can help you develop a foundation that is missing in many educational platforms for Machine Learning. This book is a collection of my lecture notes that I have developed in the past 10 years. Therefore, its language is not formal and it leaves most theoretical proofs to carefully selected cited sources. It feels like a written transcript of lectures more than a reference textbook that covers from A to Z.

As of August 29, 2022, more than 103,942 people have been enrolled in the Machine Learning course offered online by Stanford University at Coursera (https://www.coursera.org/learn/machine-learning). The course is offered multiple times in a month and can be completed in approximately 61 hours.

I had a hard time finding a good title for the book on a field where the level of interest is jaw-dropping. Even finding a good definition for Machine Learning has become a subtle job as “machine learning” seems increasingly an overloaded term implying that a robot-like machine predicts things by learning itself without being explicitly programmed.

Ethem Alpaydin, who is a professor of computer engineering, defines machine learning in the third edition of his book, Introduction to Machine Learning (2014) as follows:


Machine learning is programming computers to optimize a performance criterion using example data or past experience. We have a model defined up to some parameters, and learning is the execution of a computer program to optimize the parameters of the model using the training data of past experience. (. . . ) Machine learning uses the theory of statistics in building mathematical models, because the core task is making inference from sample. The role of computer science is twofold: First, in training, we need efficient algorithms to solve the optimization problem, as well as to store and process the massive amount of data we generally have. Second, once the model is learned, its representation and algorithmic solution for inference needs to be efficient as well.



Hence, there are no “mysterious” machines that are learning and acting alone. Rather, there are well-defined statistical models for predictions that are optimized by efficient algorithms and executed by powerful machines that we know as computers.





2 Preliminaries

DOI: 10.1201/9781003381501-2


In order to provide a solid foundation for the statistical analyses presented in this book, we will begin by reviewing some fundamental concepts in statistics. While some code chunks will be included to illustrate these concepts, please don’t worry too much about understanding them at this stage. As you progress through this book and engage with the R Labs provided at the end of each chapter, you will gradually gain a deeper understanding of the code and how it relates to the concepts covered.


2.1 Data and Dataset Types

R has a number of basic data types.


	Numeric: Also known as Double. The default type when dealing with numbers. 1,1.0,42.5

	Integer: 1L, 2L, 42L

	Complex: 4 + 2i

	Logical: Two possible values: TRUE and FALSE. NA is also considered logical.

	Character: “a”,“Statistics”,“1plus2.”



Data can be classified into two main types: numeric and categorical. Numeric data refers to numerical measurements, such as age or height, whereas categorical data refers to nonnumerical variables, such as yes/no responses or gender.

R provides a variety of basic data structures, each of which acts as a container for your data. These structures can be homogeneous, meaning that all the elements within the structure are of the same data type, or heterogeneous, meaning that elements can be of more than one data type. The following are the primary data structures available in R:


	Vector: One dimension (column or row) and homogeneous. That is, every element of a vector has to be the same type. Each vector can be thought of as a variable.

	Matrix: Two dimensions (columns and rows) and homogeneous. That is, every element of a matrix has to be the same type.

	Data frame: Two dimensions (columns and rows) and heterogeneous. That is, every column of a data frame doesn’t have to be the same type. This is the main difference between a matrix and a data frame. Data frames are the most common data structures in any data analysis.

	List: One dimension and heterogeneous. A list can have multiple data structures.

	Array: 3+ dimensions and homogeneous.



In this book, we will primarily be working with data frames, one of the most commonly used data structures in R.

When working with data, there are three key steps we typically take:


	Examining the raw data to get a sense of what it looks like.

	Understanding the data, which involves identifying the variables contained in the data and their types. This step is important for selecting appropriate statistical analyses and ensuring the accuracy of our results.

	Visualizing the data to gain insights and communicate findings effectively. Visualizations can help us identify patterns, trends, and outliers that might not be immediately apparent from examining the raw data alone.



To look at the data, we have two useful commands: head() (tail()) and str(). As seen in the following examples, head() and tail() allow us to see the first few data points in a dataset. str() allows us to see the structure of the data, including what data types are used. Using str() we can identify the mtcars dataset, which includes only numeric variables and is structured in a data frame.


2.1.1 Cross-Sectional

Cross-sectional data is characterized by having a single dimension: subjects. In this type of data, the order of observations is not important, meaning that the data can be shuffled without affecting the meaning or quality of the analysis. Cross-sectional data provides a snapshot of a population or sample at a specific point in time, allowing us to examine relationships and patterns among variables at a single moment.

library(datasets)

head(mtcars)


##                    mpg cyl disp  hp drat    wt  qsec vs am gear carb
## Mazda RX4         21.0   6  160 110 3.90 2.620 16.46  0  1    4    4
## Mazda RX4 Wag     21.0   6  160 110 3.90 2.875 17.02  0  1    4    4
## Datsun 710        22.8   4  108  93 3.85 2.320 18.61  1  1    4    1
## Hornet 4 Drive    21.4   6  258 110 3.08 3.215 19.44  1  0    3    1
## Hornet Sportabout 18.7   8  360 175 3.15 3.440 17.02  0  0    3    2
## Valiant           18.1   6  225 105 2.76 3.460 20.22  1  0    3    1


str(mtcars)


## 'data.frame':    32 obs. of  11 variables:
##  $ mpg : num  21 21 22.8 21.4 18.7 18.1 14.3 24.4 22.8 19.2 ...
##  $ cyl : num  6 6 4 6 8 6 8 4 4 6 ...
##  $ disp: num  160 160 108 258 360 ...
##  $ hp  : num  110 110 93 110 175 105 245 62 95 123 ...
##  $ drat: num  3.9 3.9 3.85 3.08 3.15 2.76 3.21 3.69 3.92 3.92 ...
##  $ wt  : num  2.62 2.88 2.32 3.21 3.44 ...
##  $ qsec: num  16.5 17 18.6 19.4 17 ...
##  $ vs  : num  0 0 1 1 0 1 0 1 1 1 ...
##  $ am  : num  1 1 1 0 0 0 0 0 0 0 ...
##  $ gear: num  4 4 4 3 3 3 3 4 4 4 ...
##  $ carb: num  4 4 1 1 2 1 4 2 2 4 ...


summary(mtcars)


##       mpg             cyl             disp             hp
##  Min.   :10.40   Min.   :4.000   Min.   : 71.1   Min.   : 52.0
##  1st Qu.:15.43   1st Qu.:4.000   1st Qu.:120.8   1st Qu.: 96.5
##  Median :19.20   Median :6.000   Median :196.3   Median :123.0
##  Mean   :20.09   Mean   :6.188   Mean   :230.7   Mean   :146.7
##  3rd Qu.:22.80   3rd Qu.:8.000   3rd Qu.:326.0   3rd Qu.:180.0
##  Max.   :33.90   Max.   :8.000   Max.   :472.0   Max.   :335.0
##       drat             wt             qsec             vs
##  Min.   :2.760   Min.   :1.513   Min.   :14.50   Min.   :0.0000
##  1st Qu.:3.080   1st Qu.:2.581   1st Qu.:16.89   1st Qu.:0.0000
##  Median :3.695   Median :3.325   Median :17.71   Median :0.0000
##  Mean   :3.597   Mean   :3.217   Mean   :17.85   Mean   :0.4375
##  3rd Qu.:3.920   3rd Qu.:3.610   3rd Qu.:18.90   3rd Qu.:1.0000
##  Max.   :4.930   Max.   :5.424   Max.   :22.90   Max.   :1.0000
##        am              gear            carb
##  Min.   :0.0000   Min.   :3.000   Min.   :1.000
##  1st Qu.:0.0000   1st Qu.:3.000   1st Qu.:2.000
##  Median :0.0000   Median :4.000   Median :2.000
##  Mean   :0.4062   Mean   :3.688   Mean   :2.812
##  3rd Qu.:1.0000   3rd Qu.:4.000   3rd Qu.:4.000
##  Max.   :1.0000   Max.   :5.000   Max.   :8.000


plot(mtcars[,c(1, 3, 4)])
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2.1.2 Time-Series

Time-series data also have a single dimension corresponding to subjects, but in this case, the data are collected over a period of time. Unlike cross-sectional data, the order of observations is crucial in time-series data, as the data must be arranged in chronological order to preserve the time-dependent relationships between variables. We cannot shuffle the data, as doing so would disrupt the time-based sequence and invalidate any temporal patterns that exist. Time-series data are useful for analyzing changes and trends over time, as well as forecasting future values based on past observations.

head(airquality)


##   Ozone Solar.R Wind Temp Month Day
## 1    41     190  7.4   67     5   1
## 2    36     118  8.0   72     5   2
## 3    12     149 12.6   74     5   3
## 4    18     313 11.5   62     5   4
## 5    NA      NA 14.3   56     5   5
## 6    28      NA 14.9   66     5   6


str(airquality)


## 'data.frame':    153 obs. of  6 variables:
##  $ Ozone  : int  41 36 12 18 NA 28 23 19 8 NA ...
##  $ Solar.R: int  190 118 149 313 NA NA 299 99 19 194 ...
##  $ Wind   : num  7.4 8 12.6 11.5 14.3 14.9 8.6 13.8 20.1 8.6 ...
##  $ Temp   : int  67 72 74 62 56 66 65 59 61 69 ...
##  $ Month  : int  5 5 5 5 5 5 5 5 5 5 ...
##  $ Day    : int  1 2 3 4 5 6 7 8 9 10 ...


summary(airquality)


##      Ozone           Solar.R           Wind             Temp
##  Min.   :  1.00   Min.   :  7.0   Min.   : 1.700   Min.   :56.00
##  1st Qu.: 18.00   1st Qu.:115.8   1st Qu.: 7.400   1st Qu.:72.00
##  Median : 31.50   Median :205.0   Median : 9.700   Median :79.00
##  Mean   : 42.13   Mean   :185.9   Mean   : 9.958   Mean   :77.88
##  3rd Qu.: 63.25   3rd Qu.:258.8   3rd Qu.:11.500   3rd Qu.:85.00
##  Max.   :168.00   Max.   :334.0   Max.   :20.700   Max.   :97.00
##  NA's   :37       NA's   :7
##      Month            Day
##  Min.   :5.000   Min.   : 1.0
##  1st Qu.:6.000   1st Qu.: 8.0
##  Median :7.000   Median :16.0
##  Mean   :6.993   Mean   :15.8
##  3rd Qu.:8.000   3rd Qu.:23.0
##  Max.   :9.000   Max.   :31.0
##


airquality$date <- airquality$Month*10+airquality$Day
plot(airquality$date, airquality$Ozone)
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The above is a simple introduction to time-series data. In Part VII of this book, we will explore more advanced techniques for working with time-series data, including methods for modeling trends, seasonality, and cyclic behavior.

When working with time-series data in R, it’s often useful to have packages or functions that can handle date and time information. One popular package for this purpose is lubridate, which provides a variety of tools for working with dates, times, and durations. By utilizing packages like lubridate, we can effectively manage time-related data in our analyses and gain deeper insights into the temporal patterns underlying our data.

Here are some examples:

library(lubridate)
# get current system date
Sys.Date()


## [1] "2023-04-27"


# get current system time
Sys.time()


## [1] "2023-04-27 07:49:37 ADT"


#lubridate
now()


## [1] "2023-04-27 07:49:37 ADT"


dates <- c("2022-07-11", "2012-04-19", "2017-03-08")

# extract years from dates
year(dates)


## [1] 2022 2012 2017


# extract months from dates
month(dates)



## [1] 7 4 3


# extract days from dates
mday(dates)


## [1] 11 19  8




2.1.3 Panel

Panel data, also known as longitudinal data, is the most comprehensive type of data as it captures information from multiple entities observed over time. These entities can take many forms, such as people, households, countries, or firms. By tracking changes and developments in these entities over time, panel data provides a powerful tool for analyzing trends, identifying patterns, and making predictions.

In the following example, we will be using the plm package in R, which includes several data sets that we can use to explore panel data. One such data set is EmplUK, which consists of data on employment in the United Kingdom from 1979 to 1994. This data set provides a good example of how panel data can be used to examine trends and patterns over time for multiple entities.

library(foreign)
library(plm)
data("EmplUK", package="plm")

head(EmplUK, 15)


##    firm year sector    emp    wage capital   output
## 1     1 1977      7  5.041 13.1516  0.5894  95.7072
## 2     1 1978      7  5.600 12.3018  0.6318  97.3569
## 3     1 1979      7  5.015 12.8395  0.6771  99.6083
## 4     1 1980      7  4.715 13.8039  0.6171 100.5501
## 5     1 1981      7  4.093 14.2897  0.5076  99.5581
## 6     1 1982      7  3.166 14.8681  0.4229  98.6151
## 7     1 1983      7  2.936 13.7784  0.3920 100.0301
## 8     2 1977      7 71.319 14.7909 16.9363  95.7072
## 9     2 1978      7 70.643 14.1036 17.2422  97.3569
## 10    2 1979      7 70.918 14.9534 17.5413  99.6083
## 11    2 1980      7 72.031 15.4910 17.6574 100.5501
## 12    2 1981      7 73.689 16.1969 16.7133  99.5581
## 13    2 1982      7 72.419 16.1314 16.2469  98.6151
## 14    2 1983      7 68.518 16.3051 17.3696 100.0301
## 15    3 1977      7 19.156 22.6920  7.0975  95.7072


length(unique(EmplUK$firm))


## [1] 140


table(EmplUK$year)


##
## 1976 1977 1978 1979 1980 1981 1982 1983 1984
##   80  138  140  140  140  140  140   78   35


As you can see from the EmplUK data set, we have 140 unique subjects (firms), each of which was observed between 1977 and 1983. However, not all firms have data for every year, resulting in what is known as an “unbalanced panel” data set, which occurs when the number of observations across entities or time periods is not equal, resulting in missing data for some entities or time periods.




2.2 Plots

Often, a proper visualization can illuminate features of the data that can inform further analysis. We will look at four methods of visualizing data that we will use throughout the book:


	Histograms

	Barplots

	Boxplots

	Scatterplots



We can use the data mpg provided by the ggplot2 package. To begin, we can get a sense of the data by looking at the first few data points and some summary statistics.

library(ggplot2)
head(mpg, 5)


## # A tibble: 5 x 11
## manufacturer model displ  year   cyl trans drv cty   hwy fl class
## <chr>  <chr> <dbl> <int> <int> <chr> <chr> <int> <int> <chr> <chr>
## 1 audi a4      1.8  1999     4 auto(l5)   f        18    29 p compa~
## 2 audi a4      1.8  1999     4 manual(m5) f        21    29 p compa~
## 3 audi a4      2    2008     4 manual(m6) f        20    31 p compa~
## 4 audi a4      2    2008     4 auto(av)   f        21    30 p compa~
## 5 audi a4      2.8  1999     6 auto(l5)   f        16    26 p compa~


tail(mpg, 5)


## # A tibble: 5 x 11
##   manufacturer model  displ  year   cyl trans drv cty   hwy fl    class
##   <chr <chr>  <dbl> <int> <int> <chr> <chr> <int> <int> <chr> <chr>
## 1 volkswagen   passat   2    2008     4 auto(s6)   f 19    28 p     mids~
## 2 volkswagen   passat   2    2008     4 manual(m6) f 21    29 p     mids~
## 3 volkswagen   passat   2.8  1999     6 auto(l5)   f 16    26 p     mids~
## 4 volkswagen   passat   2.8  1999     6 manual(m5) f 18    26 p     mids~
## 5 volkswagen   passat   3.6  2008     6 auto(s6)   f 17    26 p     mids~


When visualizing a single numerical variable, a histogram would be very handy:

hist(mpg$cty, xlab = "Miles Per Gallon (City)",
     main = "Histogram of MPG (City)", breaks = 12,
     col = "dodgerblue",cex.main=1, cex.lab=.75, cex.axis=0.75,
     border = "darkorange")
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Similar to a histogram, a barplot provides a visual summary of a categorical variable, or a numeric variable with a finite number of values, like a ranking from 1 to 10.

barplot(table(mpg$drv),
        xlab = "Drivetrain (f = FWD, r = RWD, 4 = 4WD)", ylab = "Frequency",
        main = "Drivetrains",
        col = "dodgerblue",cex.main=1, cex.lab=.75, cex.axis=0.75,
        border = "darkorange")



[image: ]

To visualize the relationship between a numerical and categorical variable, we will use a boxplot. In the mpg dataset, the drv few categories: front-wheel drive, 4-wheel drive, or rear-wheel drive.

boxplot(hwy ~ drv, data = mpg,
        xlab = "Drivetrain (f = FWD, r = RWD, 4 = 4WD)",
        ylab = "Miles Per Gallon (Highway)",
        main = "MPG (Highway) vs Drivetrain",
        pch = 20, cex =2,cex.main=1, cex.lab=.75, cex.axis=0.75,
        col = "darkorange", border = "dodgerblue")
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Finally, to visualize the relationship between two numeric variables we will use a scatterplot.

plot(hwy ~ displ, data = mpg,
     xlab = "Engine Displacement (in Liters)",
     ylab = "Miles Per Gallon (Highway)",
     main = "MPG (Highway) vs Engine Displacement",
     pch = 20, cex = 2, cex.main=1, cex.lab=.75, cex.axis=0.75,
     col = "dodgerblue")
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While visualization alone is not sufficient for drawing definitive conclusions, it is a powerful tool for identifying patterns and gaining insights about data. R is well-known for its graphical capabilities, which allow users to create a wide variety of visual representations of their data. One popular package for creating advanced graphical representations in R is ggplot. This package provides a flexible and intuitive system for constructing complex visualizations, making it a valuable tool for data exploration and communication.



2.3 Probability Distributions with R

We often want to make probabilistic statements based on a distribution. Typically, we will want to know one of four things:


	The probability density function (PDF) at a particular value.

	The cumulative probability distribution (CDF) at a particular value.

	The quantile value corresponding to a particular probability.

	A random draw of values from a particular distribution.



The general naming structure of the relevant R functions is:


	dname calculates density (pdf) at input x.

	pname calculates distribution (cdf) at input x.

	qname calculates the quantile at an input probability.

	rname generates a random draw from a particular distribution,



where name represents the name of the given distribution, like rnorm for a random draw from a normal distribution

For example, consider a random variable X:

X~N(μ=2,σ2=25)

To calculate the value of the pdf at x = 4, we use dnorm():


dnorm(x = 4, mean = 2, sd = 5)


## [1] 0.07365403


Note that R uses the standard deviation.

To calculate the value of the cdf at x = 4, that is, P (X = 4), the probability that X is less than or equal to 4, we use pnorm():

pnorm(q = 4, mean = 2, sd = 5)


## [1] 0.6554217


Or, to calculate the quantile for probability 0.975, we use qnorm():

qnorm(p = 0.975, mean = 2, sd = 5)


## [1] 11.79982


Lastly, to generate a random sample of size n = 10, we use rnorm()

rnorm(n = 10, mean = 2, sd = 5)


##  [1] -0.7340286  1.2344111 -3.5250658  6.2355221  8.1235566  2.5755603
##  [7] -0.7396518  6.7685286 -4.2015866 -1.0256641


These functions exist for many other distributions such as: binom (Binomial), t (Student’s t), pois (Poisson), f (F), chisq (Chi-Squared) and so on.



2.4 Regressions

Regression analysis is a powerful tool for estimating the relationships between variables. For example, we can use regression analysis to examine how the speed of a car affects its stopping distance. To illustrate this concept, we will use the cars data set from the datasets package in R. This data set provides information on the speed of cars and the distances they require to stop. It’s worth noting that this data was recorded in the 1920s, so it may not accurately reflect current driving conditions or vehicle performance. Nonetheless, it provides a useful example for demonstrating how regression analysis can be used to explore relationships between variables.

str(cars)


## 'data.frame':    50 obs. of  2 variables:
##  $ speed: num  4 4 7 7 8 9 10 10 10 11 ...
##  $ dist : num  2 10 4 22 16 10 18 26 34 17 ...


summary(cars)


##      speed           dist
##  Min.   : 4.0   Min.   :  2.00
##  1st Qu.:12.0   1st Qu.: 26.00
##  Median :15.0   Median : 36.00
##  Mean   :15.4   Mean   : 42.98
##  3rd Qu.:19.0   3rd Qu.: 56.00
##  Max.   :25.0   Max.   :120.00


Before conducting a formal regression analysis, it’s often helpful to create a scatterplot of the variables of interest to visually inspect their relationship. In the case of the cars data set, we can create a scatterplot of the car’s speed and stopping distance to gain an initial understanding of how these variables are related. By visually inspecting the scatterplot, we may be able to identify patterns or trends in the data that would not be immediately apparent from numerical summaries alone.

plot(dist ~ speed, data = cars,
     xlab = "Speed (in Miles Per Hour)",
     ylab = "Stopping Distance (in Feet)",
     main = "Stopping Distance vs Speed",
     pch = 20, cex = 2,cex.main=1,
     cex.lab=.75, cex.axis=0.75, col = "grey")
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The scatterplot provides an initial indication that faster cars tend to require longer stopping distances. However, it’s important to note that this visual analysis alone is not sufficient to draw any definitive conclusions about the relationship between these variables. A formal regression analysis is needed to quantify the strength and direction of the relationship and assess its statistical significance.

In this example, we are interested in using the predictor variable speed to predict and explain the response variable dist. We could express the relationship between X and Y using the following “Data Generating Process” (DGP):

Y=f(X)+ϵ (2.1)

Here Y from equation 2.1 is the outcome determined by two parts: f(X), which is the deterministic part (a.k.a Data Generating Model - DGM) and ε the random part that makes the outcome different for the same X for each observation. What’s f(X)? We will see later that this question is very important. For now, however, we assume that f(X) is linear as

f(X)=β0+β1xi. (2.2)

And,

Yi=β0+β1xi+ϵi where ϵi~N(0,σ2)

We could think that Y has different distribution for each value of X. Hence, f(X) becomes the conditional mean of Y given X.

f(X)=E[Y|X=xi]=β0+β1xi,

which means that E [ε|X = xi] = 0. This model, which is also called as the population regression function (PRF), has three parameters to be estimated: β0, β1, and σ2, which are fixed but unknown constants. The coefficient β1 defines the relationship between X and Y . Inferential statistics deals with estimating these population parameters using a sample drawn from the population. The statistical inference requires an estimator of a population parameter to be BLUE (Best Linear Unbiased Estimator) which is usually challenging to satisfy. A BLU estimator also requires several assumptions on PRF. These include that:


	The errors are independent (no serial correlation).

	The errors are identically distributed (constant variance of Y for different values of X).



How do we actually find a line that represents the best relationship between X and Y best? One way to find a line is to find a set of parameters that minimize the sum of squared “errors”. This is called as the Ordinary Least Squares (OLS) method:

argminβ0,β1Σi=1n(yi-(β0+β1xi))2 (2.3)

Using R, we can apply this method very simply with a bit of code.

model <- lm(dist ~ speed, data = cars)
b <- coef(model)
plot(cars, col = "blue", pch = 20)
abline(b, col = "red", lty = 5)
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Although we can see the red line which seems to minimize the sum of squared errors, we can understand this problem better mathematically.


2.4.1 Ordinary Least Squares (OLS)

The solution to this problem starts with defining the loss (cost) function, finding the first-order conditions (FOC) and solving them through normal equations.

f(β0,β1)=Σi=1n(yi-(β0+β1xi))2=Σi=1n(yi-β0-β1xi)2 (2.4)

∂f∂β0=-2Σi=1n(yi-β0-β1xi)∂f∂β1=-2Σi=1n(xi)(yi-β0-β1xi)

Here, we have two equations and two unknowns:

∑i=1n(yi-β0-β1xi)=0

∑i=1n(xi)(yi-β0-β1xi)=0

which can be expressed:

nβ0+β1Σi=1nxi=Σi=1nyi (2.5)

β0Σi=1nxi+β1Σi=1nxi2=Σi=1nxiyi (2.6)

These functions (2.5 and 2.6) are also called normal equations. Solving them gives us:

β1=cov(Y,X)var(X) (2.7)

β0=y¯-β1x¯ (2.9)

As this is a simple review, we will not cover the OLS method in more depth here. Let’s use these variance/covariance values to get the parameters.


x <- cars$speed
y <- cars$dist
Sxy <- sum((x - mean(x)) * (y - mean(y)))
Sxx = sum((x - mean(x)) ^ 2) #Here to show, "=" would work as well
Syy <- sum((y - mean(y)) ^ 2)

beta_1 <- Sxy / Sxx
beta_0 <- mean(y) - beta_1 * mean(x)
c(beta_0, beta_1)


## [1] -17.579095   3.932409


Instead of coding each of the steps ourselves, we can also use the lm() function to achieve the same thing.

model <- lm(dist ~ speed, data = cars)
model


##
## Call:
## lm(formula = dist ~ speed, data = cars)
##
## Coefficients:
## (Intercept)        speed
##     -17.579        3.932


The slope parameter (β1) tells us that the stopping distance is predicted to increase by 3.93 ft on average for an increase in speed of one mile per hour. The intercept parameter tells us that we have “modeling” issues: when the car’s speed is zero, it moves backward. This indicates a modeling problem. One way to handle it is to remove the intercept from the model that starts from the origin.

x <- cars$speed
y <- cars$dist

beta_1 <- sum(x*y) / sum(x^2)
beta_1


## [1] 2.909132


model <- lm(dist ~ speed - 1, data = cars)
model


##
## Call:
## lm(formula = dist ~ speed - 1, data = cars)
##
## Coefficients:
## speed
## 2.909


As we can see changing the model affects the prediction. Unfortunately, the single-variable case is usually not a realistic model to capture the determination of the output. Let’s use a better dataset, mtcars from the same library, datasets:

head(mtcars)


##                    mpg cyl disp  hp drat    wt  qsec vs am gear carb
## Mazda RX4         21.0   6  160 110 3.90 2.620 16.46  0  1    4    4
## Mazda RX4 Wag     21.0   6  160 110 3.90 2.875 17.02  0  1    4    4
## Datsun 710        22.8   4  108  93 3.85 2.320 18.61  1  1    4    1
## Hornet 4 Drive    21.4   6  258 110 3.08 3.215 19.44  1  0    3    1
## Hornet Sportabout 18.7   8  360 175 3.15 3.440 17.02  0  0    3    2
## Valiant           18.1   6  225 105 2.76 3.460 20.22  1  0    3    1


str(mtcars)


## 'data.frame':    32 obs. of  11 variables:
##  $ mpg : num  21 21 22.8 21.4 18.7 18.1 14.3 24.4 22.8 19.2 ...
##  $ cyl : num  6 6 4 6 8 6 8 4 4 6 ...
##  $ disp: num  160 160 108 258 360 ...
##  $ hp  : num  110 110 93 110 175 105 245 62 95 123 ...
##  $ drat: num  3.9 3.9 3.85 3.08 3.15 2.76 3.21 3.69 3.92 3.92 ...
##  $ wt  : num  2.62 2.88 2.32 3.21 3.44 ...
##  $ qsec: num  16.5 17 18.6 19.4 17 ...
##  $ vs  : num  0 0 1 1 0 1 0 1 1 1 ...
##  $ am  : num  1 1 1 0 0 0 0 0 0 0 ...
##  $ gear: num  4 4 4 3 3 3 3 4 4 4 ...
##  $ carb: num  4 4 1 1 2 1 4 2 2 4 ...


We may want to model the fuel efficiency (mpg) of a car as a function of its weight (wt) and horse power (hp). We can do this using our method of normal equations.

Yi=β0+β1xi1+β2xi2+ϵi,i=1,2,…⁡,n

f(β0,β1,β2)=Σi=1n(yi-(β0+β1xi1+β2xi2))2

∂f∂β0=0∂f∂β1=0∂f∂β2=0

nβ0+β1∑i=1nxi1+β2∑i=1nxi2=∑i=1nyi

β0∑i=1nxi1+β1∑i=1nxi12+β2∑i=1nxi1xi2=∑i=1nxi1yi

β0∑i=1nxi2+β1∑i=1nxi1xi2+β2∑i=1nxi22=∑i=1nxi2yi

We now have three equations and three variables. While we could solve them by scalar algebra, it becomes increasingly cumbersome. Although we can apply linear algebra to see the analytical solutions, we just let R solve it for us:


mpg_model = lm(mpg ~ wt + hp, data = mtcars)
coef(mpg_model)


## (Intercept)          wt          hp
## 37.22727012 -3.87783074 -0.03177295


Up to this point, we used OLS that finds the parameters minimizing the residual sum of squares (RSS - or the sum of squared errors). Instead of OLS, there are other methods that we can use. One of them is called Maximum likelihood Estimator or MLE.



2.4.2 Maximum Likelihood Estimators

Understanding the MLE method starts with population density functions (PDFs), which characterize the distribution of a continuous random variable. Recall that pdf of a random variable X ˜ N μ, σ2 is given by:

fx(x;μ,σ2)=12πσ2exp⁡[-12(xi-μσ)2]

In R, you can use dnorm(x, mean, sd) to calculate the pdf of normal distribution.


	The argument x represent the location(s) at which to compute the pdf.

	The arguments μ and σ represent the mean and standard deviation of the normal distribution, respectively.



For example, dnorm (0, mean=1, sd=2) computes the pdf at location 0 of N(1, 4), normal distribution with mean 1 and variance 4. Let’s see examples of computing the pdf at two locations for.

dnorm(0, mean = 1, sd = 2)


## [1] 0.1760327


dnorm(1, mean = 1, sd = 2)


## [1] 0.1994711


In addition to computing the pdf at one location for a single normal distribution, dnorm also accepts vectors with more than one elements in all three arguments. For example, suppose that we have the following data, x. We can now compute pdf values for each x.

x <- seq(from = -10, to = +22, length.out = 100)
pdfs <- dnorm(x, mean = 1, sd = 2)
plot(x, pdfs)
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There are two implicit assumptions made here: (1) x is normally distributed, i.e. X (˜ N μ = 1, σ2) = 4. As you can see from the code it’s a wrong assumption, but ignore it for now; (2) the distribution is defined by mean = 1 and sd = 2.

The main goal in defining the likelihood function is to find the distribution parameters (mean and sd in a normal distribution) that fit the observed data best.

Let’s have an example. Pretend that we do not see and know the following data creation:

x <- rnorm(1000, 2, 7)


Of course we can plot the data and calculate the parameters of its distribution (the mean and standard deviation of x). However, how can we do it with likelihood function? Let’s plot three different PDFs. Which one is the best distribution, representing the true distribution of the data? How can we find the parameters of the last plot? This is the idea behind Maximum likelihood method.

pdfs1 <- dnorm(x, mean = 1, sd=2)
pdfs2 <- dnorm(x, mean = 5, sd=7)
pdfs3 <- dnorm(x, mean = 2, sd=7)
par(mfrow=c(1,3))
plot(x,pdfs1)
plot(x,pdfs2)
plot(x,pdfs3)
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It seems reasonable that a good estimate of the unknown parameter μ would be the value that maximizes the likelihood (not the probability) of getting the data we observed. The probability density (or mass) function of each xi is f (xi; μ, σ2). Then, the joint PDF of x1, x2, . . . , xn, which we’ll call L(μ, σ2) is:

L(μ,σ2)=P(X1=x1,X2=x2,…⁡,Xn=xn)=f(x1;μ,σ2)⋅f(x2;μ,σ2)⋯f(xn;μ,σ2)=Πi=1nf(xi;μ,σ2)

The first equality is just the definition of the joint PDF. The second equality comes from that fact that we have a random sample, xi, that are independent and identically distributed. Hence, the likelihood function is:

L(μ,σ)=σ-n(2π)-n∕2exp⁡[-12σ2Σi=1n(xi-μ)2]

and therefore the log of the likelihood function:

∂log⁡L(μ,σ)∂μ=-2̸∑(xi-μ)(-1̸)2̸σ2=SET0

Now, upon taking the partial derivative of the log-likelihood with respect to μ and setting to 0, we see that:

∂log⁡L(μ,σ)∂μ=-2̸∑(xi-μ)(-1̸)2̸σ2=SET0

and we get

∑xi-nμ=0

μ^=∑xin=x¯

We can solve for σ2 by the same way.

As for the regression, since,

Yi|Xi~N(β0+β1xi,σ2)

fyi(yi;xi,β0,β1,σ2)=12πσ2exp⁡[-12(yi-(β0+β1xi)σ)2]

Given n data points (xi, yi) we can write the likelihood as a function of the three parameters β0, β1, and σ2.

L(β0,β1,σ2)=Πi=1n12πσ2exp⁡[-12(yi-β0-β1xiσ)2] (2.9)

Our goal is to find values of β0, β1, and σ2 which maximize function 2.9. It is a straightforward multivariate calculus problem. First, let’s rewrite equation 2.9 as follows:


L(β0,β1,σ2)=(12πσ2)nexp⁡[-12σ2Σi=1n(yi-β0-β1xi)2] (2.10)

We can make equation 2.10 linear by taking the log of this function, which is called as the log-likelihood function.

log⁡L(β0,β1,σ2)=-n2log⁡(2π)-n2log⁡(σ2)-12σ2Σi=1n(yi-β0-β1xi)2 (2.11)

The rest would be simple calculus:

∂log⁡L(β0,β1,σ2)∂β0=1σ2Σi=1n(yi-β0-β1xi),

∂log⁡L(β0,β1,σ2)∂β1=1σ2Σi=1n(xi)(yi-β0-β1xi),

and,

∂log⁡L(β0,β1,σ2)∂σ2=-n2σ2+12(σ2)2Σi=1n(yi-β0-β1xi)2

These first-order conditions (FOCs) yield the following three equations with three unknown parameters:

Σi=1n(yi-β0-β1xi)=0Σi=1n(xi)(yi-β0-β1xi)=0-n2σ2+12(σ2)2Σi=1n(yi-β0-β1xi)2=0

We call these estimates the maximum likelihood estimates. They are exactly the same as OLS parameters, except for the variance.

So, we now have two different estimates of σ2.

se2=1n-2Σi=1n(yi-ŷi)2=1n-2Σi=1nei2 Least Squares 

σ^2=1nΣi=1n(yi-ŷi)2=1nΣi=1nei2MLE

That’s why MLS is only an efficient estimator for large samples.



2.4.3 Estimating MLE with R

How can we make estimations with MLE? It is good to look at a simple example. Suppose the observations X1, X2, ..., Xn are from N(μ, σ2) distribution (two parameters: mean and variance). The likelihood function is:

L(x)=Πi=1i=n12πσ2e-(x-μ)22σ2 (2.12)

The objective is to find out the mean and the variance of the sample. Of course this a silly example: instead of using MLE to calculate them, we can use our middle-school algebra and find them right away. But the point here is to show how MLE works. And more importantly, we now have a different way to estimate the mean and the variance.

The question here is, given the data, what parameters (mean and variance) would give us the maximum joint density. Hence, the likelihood function is a function of the parameter only, with the data held as a fixed constant, which gives us an idea of how well the data summarizes these parameters. Because we are interested in observing all the data points jointly, it can be calculated as a product of marginal densities of each observation assuming that observations are independent and identically distributed.

Here is an example:

#Let's create a sample of normal variables
set.seed(2019)
x <- rnorm(100)
# And the likelihood of these x's is
prod(dnorm(x))


## [1] 2.23626e-58


What’s happening here? One issue with the MLE method is that, as probability densities are often smaller than 1, the value of L(x) would be very small. Or very high, if the variance is very high. This could be a worse problem for large samples and create a problem for computers in terms of storage and precision. The solution would be the log-likelihood:

log⁡(ℒ(μ,σ))=-n2log⁡(2πσ2)-12σ2Σi=1n(xi-μ)2 (2.13)

In a more realistic case, we can only observe a sample of some data points and assume how it is distributed. With this assumption, we can have a log-likelihood function. Hence, if it’s a wrong assumption, our estimations will be wrong as well. The fact that we have to make assumptions about PDFs will be very important issue when we cover nonparamateric estimations.

Let’s assume that we have 100 x’s with x ˜ N (μ, σ2). We can now compute the derivatives of this log-likelihood and calculate the parameters. However, instead of this manual analytic optimization procedure, we can use R packages or algorithmic/numerical optimization methods. In fact, except for trivial models, the analytic methods cannot be applied to solve for the parameters. R has two packages optim() and nlm() that use algorithmic optimization methods, which we will see in the Appendix. For these optimization methods, it really does not matter how complex or simple the function is, as they will treat it as a black box.

Here we can rewrite function 2.13 :

-∑((xi-μ)22σ2+1∕2log⁡2π+1∕2log⁡σ2), (2.14)

Instead of finding the parameters that minimize this negative function, we can find the maximum of the negative of this function. We can omit the term −1/2 log 2π and define the function to R as follows:

#Here is our function f(x)
fn <- function(prmt){
  sum(0.5*(x - prmt[1])^2/prmt[2] + 0.5*log(prmt[2]))
}

#We have two packages nlm() and optim() to solve it
#We arbitrarily pick starting points for the parameters
sol1 <- nlm(fn, prmt <- c(1,2), hessian=TRUE)
sol2 <- optim(prmt <- c(0,1), fn, hessian=TRUE)
sol1


## $minimum
## [1] 39.56555
##
## $estimate
## [1] -0.07333445  0.81164723
##
## $gradient
## [1] 5.478284e-06 4.391154e-06
##
## $hessian
##               [,1]         [,2]
## [1,] 123.206236680 -0.007519674
## [2,]  -0.007519674 75.861574089
##
## $code
## [1] 1
##
## $iterations
## [1] 10



sol2


## $par
## [1] -0.07328781  0.81161672
##
## $value
## [1] 39.56555
##
## $counts
## function gradient
##       51       NA
##
## $convergence
## [1] 0
##
## $message
## NULL
##
## $hessian
##               [,1]         [,2]
## [1,] 123.210867601 -0.007012263
## [2,]  -0.007012263 75.911070194


Let’s check if these estimates are correct:

#mean
mean(x)


## [1] -0.073334


#sd
sum((x-mean(x))^2 )/length(x)


## [1] 0.8116477


This is nice. But we need to know little bit more about how optim() and nlp() works. More specifically, what’s an algorithmic optimization? We leave it to Algorithmic Optimization in Appendix.




2.5 Blue

There two universes in inferential statistics: the population and a sample. Statistical inference makes propositions about unknown population parameters using the sample data randomly drawn from the same population. For example, if we want to estimate the population mean of X, μX, we use x¯=n−1Σxi as an estimator on the sample. The choice of n−ςxi as an estimator of μX seems commonsense, but why? What’s the criteria for a “good” estimator? The answer to this question is the key subject in econometrics and causal analysis. The chosen estimator must be the best (B) linear (L) unbiased (U) estimator (E) of the population parameter for a proper statistical inference.

The Gauss–Markov theorem states that β^0 and β^1 in the sample regression function (Yi=β^0+β^1xi+ϵ^i) are BLU estimators of β0 and β1 provided that certain assumptions on the PRF (Yi = β0 + β1xi + εi) are satisfied. The property of unbiasedness requires that the expected value of the estimator is equal to the true value of the parameter being estimated. In the case of a regression,

E[β^0]=β0E[β^1]=β1

In statistics, the concept of the sampling distribution is used to generalize from a random sample to the population of interest. When studying a population, it is often impractical or impossible to obtain data from every member of that population. Instead, we take a random sample and use the data from that sample to estimate population parameters.

Suppose we want to estimate the average age of the local population. You calculate the average age as 23 from a sample of 200 people randomly selected from the population. But, if you keep sampling 1000 times (1000 samples, 200 people in each), each sample will give you a different estimate. Which one should be used for the generalization (population)? None of them. We know that the average of all average ages calculated from 1000 samples will be the most correct average of the population, although only if the estimator is unbiased. For a simple average, the proof is easy. Let’s create our own sampling distribution for μx. We will draw 1000 samples from X ˜ N (5, 1). Each sample will have 200 x’s. Thus, we will calculate 1000 x¯’s. The objective is to see if

E(x¯)=μx

There are multiple ways to do this simulation.

# Population (1 million x's)
pop_x <- rnorm(1000000, mean = 5, sd = 1)

# Random Sampling
n <- 200 # number of x's in each sample
mcn <- 1000 # number of samples in the simulation

samp <- matrix(0, nrow = n, ncol = mcn) # a Container: matrix by 200 x 1000
for(i in 1: mcn){
  samp[,i] <- sample(pop_x, n, replace = TRUE)
}

xbar <- colMeans(samp) # We calculate the column means
mxbar <- mean(xbar) # the mean of xbars
round(mxbar, 2)


## [1] 5


hist(xbar, breaks=20)



[image: ]

This is our sampling distribution of x¯ and x¯ is an unbiased estimator of μx. But is that enough? We may have another estimator, like x~=(x1+x200)∕2, which could be an unbiased estimator as well.

xtilde <- apply(samp, 2, function(x) (head(x,1)+ tail(x,1))/2)
mtilde <- mean(xtilde) # the mean of xbars
round(mtilde, 2)


## [1] 5.03


hist(xtilde, breaks=20)



[image: ]

Now, if we are happy with our unbiased estimators, how do we choose one estimator among all other unbiased estimators? How do we define the best estimator? The answer is simple: we choose the one with the minimum sampling variance.


var(xbar)


## [1] 0.004704642


var(xtilde)


## [1] 0.4781128


Why do we need the minimum variance? Remember more variance means higher differences in β^0 and β^1 from sample to sample. That means a very large confidence interval for the μx. Since we have only one sample in practice, the high sampling variance results in greater likelihood that we will get results further away from the mean of x¯, which is captured by the confidence interval.

First, note that it is very easy to create an estimator for β1 that has very low variance, but is not unbiased. For example, define θ^BAD=5. Since θ^BAD is constant,

Var[θ^BAD]=0

However since, E[θ^BAD]=5, we can say that θ^BAD is not a good estimator even though it has the smallest possible variance. Hence two conditions, unbiasedness and minimum variance, have an order: we look for an estimator with the minimum variance among unbiased estimators.


2.5.1 Omitted Variable Bias (OVB)

In a regression analysis, it is important to correctly specify the regression model by including all necessary variables. When the model is misspecified by omitting a necessary variable, the resulting sample regression function (SRF) will be a biased estimator of the true data generating model (DGM). This phenomenon is known as omitted variable bias (OVB).

While the solution to OVB seems simple – correctly specify the SRF by including all necessary variables as in the true DGM – it is often difficult to identify all the necessary variables, as we may not have complete knowledge of the true DGM. In other words, we need to control for all confounding variables, which are variables that are correlated with both the outcome (yi) and the explanatory variables (xi). When we omit a confounding variable from the model, the effect of the explanatory variable on the outcome can be misleading and biased.

One classic example of OVB is the positive relationship observed between ice-cream sales and crime rates. If we omit the confounding variable, hot weather, from our analysis, the estimated effect of ice-cream sales on crime rates will be positive and significant. This example illustrates the importance of identifying and controlling for confounding variables to obtain accurate estimates of the relationships between variables in a regression model.

What we are looking for is the isolated effect of xi on yi, after controlling for all the other possible reasons of the variation in yi. Let’s illustrate it with Venn diagrams.

library(broom)
library(faux)
library(eulerr) #For Euler and Venn diagrams
library(tidyverse)

# Correlated variables and PRF
set.seed(1234)
df <- rnorm_multi(n = 100,
                  mu = c(10, 9, 9),
                  sd = c(2, 1.7, 1.3),
                  r = c(0.5, 0.4, 0.8),
                  varnames = c("Y", "X1", "X2"),
                  empirical = FALSE)


Here is our simulated data and the SRF:

head(df, 6)


##           Y        X1        X2
## 1 12.510529 10.266830 10.180426
## 2  9.058085  8.682856  9.391148
## 3  8.223374  7.284975  7.968759
## 4 13.509343 12.554053 12.030183
## 5  8.419466  8.878325  9.273916
## 6  9.337398  7.832841  8.773532


cor(df)


##            Y        X1        X2
## Y  1.0000000 0.4739343 0.3878172
## X1 0.4739343 1.0000000 0.8107924
## X2 0.3878172 0.8107924 1.0000000


lm(Y ~., data = df) # true model


##
## Call:
## lm(formula = Y ~ ., data = df)
##
## Coefficients:
## (Intercept)           X1           X2
##     5.15034      0.54801      0.01717


Here is the Venn diagram reflecting the effect of X1, B, when we omit X2 in the SRF. The sizes also reflect the decomposition of the variances. Thus, B/(A + D) is % of y is explained by X1:
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Now, after controlling for the effect of X2, B, the isolated effect of X1 is reduced to D:


[image: ]

Hence, when we omit X2, the effect of X1 is the area of D + G, while the true effect is D. Of course, if X1 and X2 are independent, omitting X2 would not be a problem. It is the same thing to say that, if we have independent regressors, running separate regressions each regressor would give us the same results as the one when we combine them. However, when omitted variables are correlated with the regressors (X), the conditional expectation on the error term will be non-zero, E(ε|x) ≠= 0. An excellent demonstration of regressions with Venn diagrams can be found in the Andrew Heiss’ post.

Here is a more realistic example from Stock and Watson (2015, p. 196): suppose we want to understand the relationship between test score and class size. If we run a regression without considering possible confounding factors, we may face the same problem we described above. This is because the percentage of English learners in the school district might be correlated with both test score and class size. Hence, the “true” model should look like equation 2.15:

Test Score=β0+β1STR+β2PctEL+ϵi, (2.15)

where STR and PctEL are correlated, that is ρSTR, PctEL ≠= 0. We can omit PctEL in 2.15 and estimate it as

Test Score=β^0+β^1STR+vi. (2.16)

Intuitively, the errors are the residuals in regressions as they collect all “other” factors that are not explicitly modeled in the regrassion but affect the outcome randomly. They are supposed to be independent from all the regressors in the model. As the omitted variable, PctEL, joins to the residual (vi), β^1 will not reflect the true effect of changes in STR on the test score. We can formally see the result of this omission as follows:

β^1=Cov(STRi,Test Scorei)Var(STRi)=∑i(xi-x¯)(yi-ȳ)∑i(xi-x¯)2=∑i(xi-x¯)yi∑i(xi-x¯)xi

We can substitute yi into the last term and simplify:

β^1=∑i(xi-x¯)(β0+β1xi+β2zi+ϵi)∑i(xi-x¯)xi=β1+β2∑i(xi-x¯)zi∑i(xi-x¯)xi+∑i(xi-x¯)ϵi∑i(xi-x¯)xi,

where z is (PctEL) (omitted variable), x is (STR), y is (Test Score). The second term is a result of our omission of variable PctEL (z). If we take the expectation of the last line:

E[β^1]=E[β1+β2∑i(xi-x¯)zi∑i(xi-x¯)xi+∑i(xi-x¯)ϵi∑i(xi-x¯)xi]=β1+β2E[∑i(xi-x¯)zi∑i(xi-x¯)xi]+E[∑i(xi-x¯)ϵi∑i(xi-x¯)xi]=β1+β2[Cov(xi,zi)∕Var(xi)]

What this means is that on average, our regression estimate is going to miss the true population parameter by the second term. Here is the OVB in action:

# load the AER package
library(AER)

# load the data set
data(CASchools)
str(CASchools)


## 'data.frame':    420 obs. of  14 variables:
##  $ district   : chr  "75119" "61499" "61549" "61457" ...
##  $ school     : chr  "Sunol Glen Unified" "Manzanita Elementary"
                        "Thermalito Union Elementary"
                        "Golden Feather Union Elementary" ...
##  $ county     : Factor w/ 45 levels "Alameda","Butte",..: 1 2 2 2 2 6
                   29 11 6 25 ...
##  $ grades     : Factor w/ 2 levels "KK-06","KK-08":
                   2 2 2 2 2 2 2 2 2 1 ...
##  $ students   : num  195 240 1550 243 1335 ...
##  $ teachers   : num  10.9 11.1 82.9 14 71.5 ...
##  $ calworks   : num  0.51 15.42 55.03 36.48 33.11 ...
##  $ lunch      : num  2.04 47.92 76.32 77.05 78.43 ...
##  $ computer   : num  67 101 169 85 171 25 28 66 35 0 ...
##  $ expenditure: num  6385 5099 5502 7102 5236 ...
##  $ income     : num  22.69 9.82 8.98 8.98 9.08 ...
##  $ english    : num  0 4.58 30 0 13.86 ...
##  $ read       : num  692 660 636 652 642 ...
##  $ math       : num  690 662 651 644 640 ...


# define variables
CASchools$STR <- CASchools$students/CASchools$teachers
CASchools$score <- (CASchools$read + CASchools$math)/2


Let’s estimate both regression models and compare.

# Estimate both regressions
model1 <- lm(score ~ STR, data = CASchools) # Underfitted model
model2 <- lm(score ~ STR + english, data = CASchools) # True model

model1


##
## Call:
## lm(formula = score ~ STR, data = CASchools)
##
## Coefficients:
## (Intercept)          STR
##      698.93        -2.28



model2


##
## Call:
## lm(formula = score ~ STR + english, data = CASchools)
##
## Coefficients:
## (Intercept)          STR      english
##    686.0322      -1.1013      -0.6498


Is the magnitude of the bias, −1.1787 = −2.28 −(−1.1013), consistent with the formula, β2[Cov(xi, zi)/Var(xi)]?

cov(CASchools$STR, CASchools$english)/var(CASchools$STR)
                  *model2$coefficients[3]


##   english
## -1.178512





2.6 Modeling the Data

When modeling data, there are a number of choices that need to be made.

What family of models will be considered? In linear regression, we specified models with parameters (βj) and fit the model by finding the best values of these parameters. This is a parametric approach. A non-parametric approach skips the step of specifying a model with parameters and are often described as more of an algorithm. Non-parametric models are often used in machine learning, which we will see in Part II. Here is an example

x <- CASchools$STR
y <- CASchools$score
xt <- seq(min(x), max(x), length.out = length(x))
plot(x, y, col = "grey", main = "Parametric (red) vs Nonparametric (blue)")
lines(x, predict(lm(y ~ x)), col = "red", lwd = 2)
lines(xt, predict(loess(y ~ x, degree = 2, span =0.2), xt), col = "blue", lwd = 2)
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If we define a parametric model, what form of the model will be used for f(.) shown below?

y=f(x1,x2,x3,…⁡,xp)+ϵ

Would it be linear or polynomial?

pfit <- lm(y ~ x + I(x^2)+I(x^3)+I(x^4)+I(x^5))
dt <- data.frame(yhat = pfit$fitted.values, x = x)
dt <- dt[order(dt$x), ]

plot(x, y, col = "grey", main = "Linear (red) vs Polynomial (blue)")
lines(x, predict(lm(y ~ x)), col = "red", lwd = 2)
lines(dt$x, dt$yhat, col = "blue", lwd = 2)



[image: ]

If we are going to add nonlinear terms, which variables would be selected with what degree of polynomial terms? Moreover, if there are interaction between the predictors, the effect of a regressor on the response will change depending on the values of the other predictors. Hence, we need to assume what the “true” population model (DGM) would be when searching for a model.

How will the model be fit? Although we have seen two of the most common techniques, OLS and MLE, there are more techniques in the literature.

Addressing these three questions are the fundamental steps in defining the relationships between variables and could be different in causal and predictive analyses.



2.7 Causal vs. Predictive Models

The purpose of fitting a model to data is often to achieve one of two goals: to explain the causal relationship between the response and explanatory variables, or to predict the outcome variable.

If the goal is to explain the causal relationship between the response and explanatory variables, we seek a model that can provide insights into how changes in the explanatory variables affect the response variable. If the goal is to predict the outcome variable, we seek a model that can accurately predict the value of the response variable based on the values of the predictor variables.

It is important to note that a model can be used for both explanatory and predictive purposes, depending on the goals and context of the analysis. In practice, the choice of model depends on the specific objectives of the analysis and the available data.


2.7.1 Causal Models

If the goal of a model is to explain the causal relationship between the response and one or more of the explanatory variables, we are looking for a model that is small and interpretable, but still fits the data well.

Suppose we would like to identify the factors that explain fuel efficiency (mpg - miles per gallon) based on a car’s attributes, weight, year, hp, etc. If we are trying to understand how fuel efficiency is determined by a car’s attributes, we may want to have a less complex and interpretable model. Note that parametric models, particularly linear models of any size, are the most interpretable models to begin with. If our objective is to predict if a car would be classified as efficient or not given its attributes, we may give up interpretablity and use more complicated methods that may have better prediction accuracy. We will see later many examples of this trade-off.

To find small and interpretable models, we use inferential techniques with additional assumptions about the error terms in a model:

ϵ~N(0,σ2)

This assumption states that the the error is normally distributed with some common variance. Also, this assumption states that the expected value of the error term is zero. In order words, the model has to be correctly specified without any omitted variable.

One very important issue to understand a causal relationship is to distinguish two terms often used to describe a relationship between two variables: causation and correlation, both of which explain the relationship between Y and X.

Correlation is often also referred to as association. One good example is the empirical relationship between ice-cream sales and the crime rate in a given region. It has been shown that (Pearl and Mackenzie, 2018) the correlation between these two measures are strong and positive. Just because these two variables are correlated does not necessarily mean that one causes the other (as people eat more ice cream, they commit more crimes?). Perhaps there is a third variable that explains both! And, it is known that very hot weather is that third missing factor that causes both ice-cream sales and crime rates to go up. You can see many more absurd examples on the Spurious Correlations website (http://tylervigen.com/spurious-correlations).

Causation is distinct from correlation, because it reflects a relationship in which one variable directly effects another. Rather than just an association between variables that may be caused by a third hidden variable, causation implies a direct link between the two. Continuing the example from earlier, the very hot weather has a causal connection with both ice-cream sales and crime, even though those two outcomes only share a correlation with each other.



2.7.2 Predictive Models

When the goal of a model is to predict the response, the primary consideration is how well the model fits the data. There is no need to make distributional assumptions or consider correlation and causation. Any predictor that is correlated with the response is useful for prediction. For example, ice-cream sales can predict crime rates without having to worry about their causal relationship. However, caution is necessary when using a model to predict outcomes because predictions that are based on extraneous factors, such as mud on the ground to predict rain are useless. These predictions are referred to as model or data leakage.

If we use a model built for causal analysis to predict outcomes, we may encounter problems because the assumptions and considerations are different. We will explore this issue later to understand how statistical learning is distinct from a model that seeks to establish causation between variables.

With predictive models, the main objective is to minimize the prediction error or improve the prediction accuracy. Unlike causal models, there is no need for distributional assumptions or strict adherence to model specifications. Identifying the most important predictors may be a secondary objective, but they may not be useful for causal inference in most cases.

The best predictive model minimizes the prediction error, which is the following root-mean-squared-prediction-error for numerical outcomes:

 RMSPE =1nΣi=1n(yi-ŷi)2,

where yi are the actual values of the response for the “given data” and ŷ are the predicted values using the fitted model and the predictors from the data. Note that RMSPE has the same unit as the response variable. Later, we will see more performance metrics in predictive models.

An important issue in calculating RMSPE is which y’s are supposed to be predicted. If we use the same” y’s that we also use to calculate ŷ’s, RMSPE will tend to be lower for a larger and more complex models. However, a model becomes too specific for a sample as it gets more complex, which is called overfitting. In other words, when a model overfits, it will be less “generalizable” for another sample. Consequently, these overly specific models would have very poor predictions for “out-of-sample” data. This topic will be covered in the next section. But before that, consider an example that shows an overfitting model:

# Simple OLS
model_ols <- lm(dist ~ speed, data = cars)
b <- coef(model_ols)

# A complex model
model_cmpx <- smooth.spline(cars$speed, cars$dist, df=19)

plot(cars, col = "blue", pch = 1, main = "Complex Model vs. Simple OLS")
abline(b, col = "red")
lines(model_cmpx,col='green', lwd=2)
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The figure above shows two models to predict the stopping distance a car by its speed. The “complex” model uses a non-parametric method (green line), which has the minimum RMSPE relative to the red dashed line representing a simple linear model. We have only one sample and the “complex” model is the winner with the smallest RMSPE.

But if we use these two models on “unseen” (out-of-sample) data, would the winner change? Would it be possible to have the following results (consider only the order of the numbers)?





	Type of Model
	In-Sample RMSPE
	Out-Sample RMSPE





	Simple model
	1.71
	1.45



	Complex model
	1.41
	2.07






We will answer it in coming chapters in details but, for now, let use our first simulation exercise.




2.8 Simulation

Simulations are tools to see whether statistical arguments are true or not. In simulations, we know the DGP because we define them by a selected model and a set of parameters. One of the biggest strengths of R is its ability to carry out simulations with a simple design. We will see more examples on simulations in Chapter 37.

We are going to generate a sample of observations on Y from a data generation model (DGM):

set.seed(1)
X <- seq(from = 0, to = 20, by = 0.1)
dgm <- 500 + 20*X - 90*sin(X)                   #This is our DGM

y = dgm + rnorm(length(X), mean = 10, sd = 100) #This is our DGP
data = data.frame(y, X)

plot(X, y, col='deepskyblue4',
     xlab='X', main='Observed data & DGM')
lines(X, dgm, col='firebrick1', lwd=2)
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This is the plot of our simulated data. The simulated data points are the blue dots while the red line is the DGM or the systematic part. Now we have the data (X and Y ) and we also know the underlying data generating procedure (DGP) that produces these observations. Let’s pretend that we do not know DGP. Our job is to estimate DGM from the data we have. We will use three alternative models to estimate the true DGM.

# Linear model
model1 <- lm(y ~ X)
plot(X, y, col='deepskyblue4', xlab='X', main='Linear')
lines(X, model1$fitted.values, col = "blue", lwd=2)
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# Polynomial model (there is an easier way!)
model2 <- lm(y ~ X + I(X^2) + I(X^3) + I(X^4) +  I(X^5) + I(X^6) + I(X^7)
             + I(X^8)+ I(X^9) + I(X^10) + I(X^11) + I(X^12) + I(X^13)
             + I(X^14)+ I(X^15) + I(X^16) + I(X^17) + I(X^18), data=data)
plot(X, y, col=
'deepskyblue4',xlab='X',main='Polynomial')
lines(X,fitted(model2),col='darkgreen',lwd=2)
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#Nonparametric
model3 <- smooth.spline(X, y, df=200)
plot(X, y, col='deepskyblue4', xlab='X', main='Spline')
lines(model3, col='orange', lwd=2)
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As obvious from the plots, the nonparametric spline model (we’ll see later what it is) should have the minimum RMSPE.

# Let create a function for RMSPE
rmse = function(actual, predicted) {
  sqrt(mean((actual - predicted) ^ 2))
}

# Predicted values by the 3 models using the "seen" data
predicted1 <- fitted(model1)
predicted2 <- fitted(model2)
predicted3 <- predict(model3, X)

# Note that the actual y is the same for all models
rmse1_s <- rmse(predicted1, y)
rmse2_s <- rmse(predicted2, y)
rmse3_s <- rmse(predicted3$y, y)
seen <- c("RMSPE for model1 (linear)" = rmse1_s,
          "RMSPE for model2 (polynomial)" = rmse2_s,
          "RMSPE for model3 (nonparametric)" = rmse3_s )
seen


##        RMSPE for model1 (linear)    RMSPE for model2 (polynomial)
##                        119.46405                         88.87396
## RMSPE for model3 (nonparametric)
##                         67.72450


Now we will test them on another sample from the same DGP that we haven’t seen before:


# Since DGM is the same and the only difference is the random error
set.seed(2)
y2 = dgm + rnorm(length(X), mean = 10, sd = 100)
plot(X, y2, col='deepskyblue4',
     xlab='X',
     main = 'The "Unseen" 2nd Sample')
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# Since DGM is the same X's are the same
rmse1_us <- rmse(predicted1, y2)
rmse2_us<- rmse(predicted2, y2)
rmse3_us <- rmse(predicted3$y, y2)
unseen <- c("RMSPE for model1 (linear)" = rmse1_us,
            "RMSPE for model2 (polynomial)" = rmse2_us,
            "RMSPE for model3 (nonparametric)" = rmse3_us)


Let’s put them together:

table <- matrix(NA, 2, 3)
row.names(table) <- c("Seen-data", "Unseen-data")
colnames(table) <- c("Linear", "Polynomial", "Spline")
table[1,1] <- seen[1]
table[1,2] <- seen[2]
table[1,3] <- seen[3]
table[2,1] <- unseen[1]
table[2,2] <- unseen[2]
table[2,3] <- unseen[3]
table


##               Linear Polynomial   Spline
## Seen-data   119.4640   88.87396  67.7245
## Unseen-data 123.4378  109.99681 122.3018


The last model estimated by Spline has the minimum RMSPE using the seen data. It fits very well when we use the seen data but it is not so good at predicting the outcomes in the unseen data. A better fitting model using only the seen data could be worse in prediction. This is called overfitting, which is what we will see in the next chapter.






Part 1 Formal Look at Prediction

DOI: 10.1201/9781003381501-3


A process of learning in a learning system can be summarized in several steps:


	The learner has a sample of observations. This is an arbitrary (random) set of objects or instances each of which has a set of features (X – features vector) and labels/outcomes (y). We call this sequence of pairs a training set: S = ((X1, y1) . . . (Xm, ym)).

	We ask the learner to produce a prediction rule (a predictor or a classifier) so that we can use it to predict the outcome of new observations (instances).

	We assume that the training dataset S is generated by a data-generating model (DGM) or a labeling function, f(x). The learner does not know about f(x). In fact, we ask the learner to discover it.

	The learner will come up with a prediction rule, f^(x), by using S, which will be different than f(x). Hence, we can measure the learning system’s performance by a loss function: L(S,f)(f^), which is a sort of rule (or a function) that defines the difference between f^(x) and f(x). This is also called the generalization error or the risk.

	The goal of the algorithm is to find f^(x) that minimizes the difference from the unknown f(x). The key point here is that, since the learner does not know f(x), it cannot quantify the gap. However, it calculates the prediction error also called the empirical error or the empirical risk, which is a function that defines the difference between f^(x) and yi.

	Hence, the learning process can be defined as coming up with a predictor f^(x) that minimizes the empirical error. This process is called Empirical Risk Minimization (ERM).



The question now becomes what sort of conditions would lead to bad or good ERM?

If we use the training data (in-sample data points) to minimize the empirical risk, the process can lead to L(S,f)(f^)=0. This problem is called overfitting and the only way to rectify it is to restrict the sample that the learning model can access. The common way to do this is to “train” the model over a subsection of the data (training or in-sample data points) and apply ERM by using the test data (out-sample data points). Since this process restrict the learning model by limiting the number of observations in it, this procedure is also called inductive bias in the process of learning.

There are always two “universes” in a statistical analysis: the population and the sample. The population is usually unknown or inaccessible to us. We consider the sample as a random subset of the population. Whatever the statistical analysis we apply almost always uses that sample dataset, which could be very large or very small. Although the sample we have is randomly drawn from the population, it may not always be representative of the population. There is always some risk that the sampled data happen to be very unrepresentative of the population. Intuitively, the sample is a window through which we have partial information about the population. We use the sample to estimate an unknown parameter of the population, which is the main task of inferential statistics. In predictive systems, we also use the sample, but we develop a prediction rule to predict unknown population outcomes.

Can we use an estimator as a predictor? Could a “good” estimator also be a “good” predictor. We had some simulations in the previous chapter showing that the best estimator could be the worst predictor. Why? In this section we will try to delve deeper into these questions to find answers.

The starting point will be to define these two different but similar processes.
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