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Introduction


Lemonade Insurance uses a bot, which they call AI Jim, to detect if their users are filing fraudulent claims. Lemonade reported that “when a user files a claim, they record a video on their phone and explain what happened. Our AI carefully analyzes these videos for signs of fraud. It can pick up non-verbal cues that traditional insurers can’t, since they don’t use digital claims process. This ultimately helps us lower our loss ratios (aka, how much we pay out in claims vs how much we take in), and our overall operating costs.”
1
 In filings with the federal government, Lemonade Insurance wrote that AI Jim “handles the entire claim through resolution in approximately a third of cases, paying the claimant or declining the claim without human intervention.”
2




As data analytics and AI are introduced to more of our spaces, including filing an insurance claim, how do we judge the program as being good or bad, just or unjust, ethical or unethical? What criteria and evidence should we use, and who would be responsible for the program’s decisions? In the case of Lemonade Insurance, how could performing facial and emotional analysis as their users are submitting a claim adversely affect their claimants? What does it mean for this program to be “accurate” and for it to be successful? For Lemonade, the program was good because they saw an improvement in loss ratios or their ability to pay less in claims. Were the claims denied actually legitimate?



Scope


Data analytics is the use of tools by researchers and practitioners to extract meaningful conclusions from data sets. And these tools to extract meaning—algorithms, statistical analysis, artificial intelligence, machine learning—have dominated discourse in industry, the press, and academic research. Algorithms are rules to make sense of something more complicated: Sometimes they are coded with if-then statements, sometimes through statistical models, sometimes they are developed through machine learning. This “terminological anxiety,” as Nick Seaver calls it, is due to the way these concepts cross disciplinary boundaries. Data analysts, data scientists, and computer scientists can be found in all types of industries working on analyzing data including banking, pharmaceuticals, automobile, satellites, education, Big Tech, etc. Seaver notes that “a data scientist working at Facebook in 2017, a university mathematician working on a proof in 1940, and a doctor establishing treatment procedures in 1995 may all claim, correctly, to be working on ‘algorithms’”
3
 (p. 2).

Here, data analytics includes basic algorithms and statistical analysis as well as more complicated machine learning. The ethics of data and analytics includes the ethics of algorithms, statistics, artificial intelligence, machine learning, and all other types of analytical tools.

The ethics of data and analytics, in many ways, is no different than any endeavor to find the “right” answer. When business chooses a supplier, funds a new product, or hires an employee, managers are making decisions with moral implications. If Lemonade Insurance implemented new rules for their human claims adjusters, we would examine if the rules were ethical, fair, efficient, accurate, etc. The decisions in business, like all decisions, have a moral component in that people can benefit or be harmed, rules are followed (or not), people are treated (un)fairly, rights are enabled or diminished, etc.

However, data analytics does introduce wrinkles or moral hurdles in how we think about the ethics of these programs. Questions of accountability, privacy, surveillance, bias, and power stretch our standard tools to examine whether a decision is good, ethical, or just. To deal with these questions, we require additional frameworks to understand what is wrong and what could be better.

In addition, the speed and abstraction of data analytics provide less time to think through the moral implications of a given situation. Cathy O’Neill, in Weapons of Math Destruction, calls these feedback loops,
4
 where models are developed on existing data, applied to new situations thereby creating new data, which is then fed back in as training data to create updated models based on newly created data. Not only are these programs repeating patterns of the past, but as my favorite computer scientist puts it, AI aggressively repeats patterns in the data set. Machine learning models aggressively rely on patterns identified in the data and while also reinforce them in use as if they are policy. These programs are policies on steroids by ingesting data (created by policies of the past) only to quickly apply an updated model on present data subjects and then feed those outputs quickly back into the model. In fact, that is the point of AI: making decisions faster and with fewer humans involved.

Third, the subject of these data analytics decisions, the key stakeholder most impacted by how a data analytics program is designed, frequently has only a tangential relationship with the companies designing the program. For example, hiring programs, designed to judge applicants’ employability, rarely prioritize job applicants; the company buying the program is a key stakeholder whereas the job applicants have no financial relationship with either the developer or user of the program. This distance—emotional, physical, financial—between those who feel the sharp edge of being categorized and those who design and develop the value-laden data analytics programs leads to recurring issues of power in the deployment of these systems. Those that are most affected are not party to the design, development, and deployment of those technologies and their interests are not necessarily taken into consideration. This distance between those most impacted by a program and those who design and develop the programs also pressure tests our standard approaches to business ethics where we focus is on those with relationships to the company: customers, employees, suppliers, community, etc.

Finally, we face the prevailing and mistaken belief that these data analytics programs are unbiased and neutral or at least better than the human alternative.
5
 Coverage of machine learning is full of headlines such as “Want less-biased decisions? Use Algorithms”
6
 and a product like “The Neutral” that uses AI and machine learning to validate new sources.
7
 This reliance on technology to provide an authoritative Answer is not novel, as we learn in Chapter 1. Philosopher John Dewey called this our quest for certainty where we gravitate to less ambiguity, because we find ambiguity “objectionable.” This quest to rid ourselves of objectionable ambiguity “has no warrant of success and is itself perilous” (p. 178). In fact, our mistaken belief to think we know The Answer, according to Dewey (p. 164), “gets in its own way, frustrating its own intent.”
8
 Instead, he considers knowing as a form of engagement with the world, muddling our way through, where the answers we see along the way need to be continually investigated and questioned.

The approach taken here is not the search for a new, different Answer or to ban all technology in favor of human decision-making. Rather, here we take an approach that parallels Philosopher Richard Rorty’s:
9
 taking a more skeptical, ironic approach to our current answers and vocabulary, and identifying and having solidarity with others. Applying this to our endeavor to understand the ethics of data and analytics, we do not prioritize one set of concepts or theories (these theories are called “vocabularies” by Rorty), but offer multiple ethical approaches as ways to engage with current problems to find better solutions. We work through cases to understand those marginalized by data analytics programs as well as those empowered by them.





The Problem of Business

Data analytics does introduce interesting wrinkles as we work to identify better approaches. Engineering schools have integrated (or attempted to integrate) ethics into their curriculum for decades. In practice, it is impossible to develop “ethically aware scientists and engineers” without acknowledging the organizational pressures they will face in companies. According to Science and Technology Studies Professor Langdon Winner,


what good will it do to nourish this moral sensibility and then place the individual in an organizational situation that mocks the very idea of responsible conduct? To pretend that the whole matter can be settled in the quiet reflections of one’s soul while disregarding the context in which the most powerful opportunities for action are made available is a fundamental misunderstanding of the quality genuine responsibility must have.
10




Whether in a business school or working in a company, the interests of powerful stakeholders with existing relationships to a company are very clear and very loud. In other words, I am not going to dwell on the fact that revenue matters—we know that. To counter the emphasis on corporate power, we will foreground expertise of communities affected by the AI/ML systems
11
 and address the issue of corporations as being pressured to be myopically profit focused. In turns out, this is a choice some companies make. But not all.


Themes

Three themes run throughout the book. First, data analytics programs are value-laden in that technologies create moral consequences, reinforce or undercut ethical principles, and enable or diminish rights and dignity. This places an additional focus on the role of developers in their incorporation of values in the design of data analytics programs. Ben Green suggests that data analysts see themselves as political actors “engaged in normative constructions of society and, as befits political practice, evaluate their work according to its downstream impacts on people’s lives.”
12
 For Cathy O’Neill, a data scientist “should see herself as a facilitator of ethical conversations and a translator of the resulting ethical decisions into formal code. In other words, she wouldn’t make all the ethical choices herself, but rather raise the questions with a larger and hopefully receptive group.”
13



Second, design is critical. Sometimes, any type of automation is morally objectionable.
14
 And we do cover uses of data analytics that may be irredeemable. However, the majority of the cases we examine, and the purpose of the theoretical frameworks included, is to improve the design and development of data analytics programs. Focusing on design and development has been done in regards to privacy and engineering in general—Professor Katie Shilton introduced the idea of value-levers that are prompts that open up conversations about privacy and ethics with computer scientists and app developers.
15
 Professor Woodrow Hartzog focuses on the responsibility of designers in respecting privacy in their design decisions.
16
 Computer scientists have designed model cards to facilitate reporting how trained machine learning models perform against benchmarks across different groups of people and how the model was designed to be used.
17
 In all these cases, researchers are arguing that design decisions are not only value-laden but also important because design inscribes

18
 values into technology that are harder to change once developed and deployed. This is not to say that everything is solved in design: technical design solutions limit us to what is technically possible.
19
 However, design and development is one mechanism of governance.

Third, data analytics, AI, and machine learning is about power
. Data analytics programs allocate things: who is let in to a university or a store, who is allowed on a flight, who is sentenced to prison, and for how long. Missing from many conversations about bias and transparency is how data analytics reinforces power relationships. In other words, the discussion of power—who has it, who gets to keep it, who is marginalized—weaves throughout the chapters, theories, and cases. Within the computer science and fairness community, Barabas et al.’s call for researchers to examine the larger structural forces at play with AI systems “in order to deal directly with issues of power and domination in their work.”
20
 Here, when we talk about fairness, we talk about tyranny and the least fortunate. When we talk about surveillance, we talk about subjects being controlled by a more powerful actor. When we talk through ethical frameworks, we focus on critical theories that question power structures and defaults assumptions and seek to emancipate the marginalized.



Design of Book

At its roots, this book was designed assuming that the ethics of data and analytics can be taught. In her book, Engineering Ethics, Professor Deborah Johnson notes, “To suppose that ethics can only be taught in childhood and that nothing after that can affect a person’s moral thinking or moral behavior seems not to acknowledge or appreciate how people engage in ethical decisions.”
21
 Teaching ethics includes teaching new theoretical frameworks, providing the vocabulary and space to practice talking about ethical issues, and reinforcing the skill to identify the moral implications of a given decision or program. All that takes exposure and practice, which we aim to accomplish here through exposure to original writings on each topic as well as the space to “practice” applying those idea on cases.

This book can be seen as extending a history of teaching ethics to technologists and engineers
22
 as well as teaching ethics in business. I was fortunate to have learned from the best in both fields: Deborah Johnson in engineering ethics and Pat Werhane and Ed Freeman in business ethics.
23
 I have also straddled both worlds: I studied engineering for my undergraduate degree and designed/coded for my first job before going back for my MBA and a PhD in business ethics.

That does not mean there are not challenges in teaching the ethics of data and analytics. AI ethics education can rely on a form of “exclusionary pedagogy” where the focus is on technical tools and computational approaches to biases and fairness, thereby dismissing alternative ways of knowing and thinking from the humanities.
24
 To combat that problem, we rely heavily on law, philosophy, political theorists, computer science, business ethics, etc. By including so many different approaches to examining the ethics of data and analytics, the hope is that the reader is better able to identify the problems in a given AI or machine learning program by asking constructive questions. As John Dewey summarized, “a problem well put is a problem half-solved.”
25
 My goal is to provide you the tools to better define the problems which will get you more than half way to a solution. In this book, we cover:


	Value-Laden Biases in Data Analytics.

	Ethical Theories and Data Analytics.

	Privacy, Data, and Shared Responsibility.

	Surveillance and Power.

	The Purpose of the Corporation and Data Analytics.

	Fairness and Justice in Data Analytics.

	Discrimination and Data Analytics.

	Creating Outcomes and Accuracy in Data Analytics.

	Gamification, Manipulation, and Data Analytics.

	Transparency and Accountability in Data Analytics.

	Ethics, AI, Research, and Corporations.








How to Read This Book

Each chapter includes an introduction that provides an overview of the topic and explains why the specific readings and cases were chosen. This would include the tensions or disagreements in scholarship in that area and the topic’s importance in studying the ethics of data and analytics. If you want to know more about a section, each introduction includes references to seminal, important scholars in that area. These introductions also give an overview or summary of the theory that is included in the conceptual articles. It may help to read the introduction for a given chapter, then read the conceptual excerpts, and then read the introduction again. Particularly those who are new to the area.

In reading the cases, you may have specific questions assigned. In general, the following questions may help guide your reading of each case:


	What was the purpose of this program? What problem was it trying to solve?

	What went wrong? Why are people now upset?

	Who gains power from the use of this program? Who benefits? Who is marginalized?

	Who designed the program? How does this answer fit with your answers to #3?

	What would you do differently? What design decisions would you change to make the program better?

	Given the readings and the cases for a chapter, what question(s) would you ask of any data analytics program you see in the future?



Each conceptual reading provides a framework to analyze the related cases as well. The chapter summary highlights the main points of the authors and gives some background on the excerpt included. This also includes a statement such as “In analyzing a data analytics program given this reading, one would examine if the program …” and then enumerated points one would make in applying that theory. I also include questions for the cases to guide your reading.





Conclusion

The goal of this book is to provide the reader an opportunity to


	 Examine the role and responsibilities of design and development in the ethics of data and analytics

	 Develop conceptual tools and moral vocabulary to analyze the ethical dimensions of data and analytics

	 Situate data analytics within the scope of business ethics and the pressures of companies’ values

	 Identify types of ethical issues within each stage of data analytics

	 Develop the capacity to have constructive conversations about ethical dilemmas of data analytics

	 Understand the current issues in AI/ML/Predictive Analytics in the language of business and business ethics

	 Learn to ask good questions of any data analytics program in order to identify the possible moral quandaries and ethical implications



I hope you enjoy this book as much as I enjoyed designing, writing, and editing the project!
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1 Value-Laden Biases in Data Analytics

DOI: 10.1201/9781003278290-1


Who is responsible for the outcomes of an analytics program that tracks the facial expressions of therapy patients? Is the program itself responsible? Does Lemonade Insurance’s AI Jim “act” when it makes decisions about fraudulent claims? Or, as some may argue, are these programs neutral and any bad decisions are more the product of society and human decisions?

The goal of this chapter is to examine how technologies—including computer programs and data analytics—have biases or preferences. The discussion about whether technology does things or has preferences emanates from a concern as to who is responsible for outcomes. In other words, when an organization or individual uses data analytics, who is responsible for the outcome? The arguments traditionally fall into two camps: those that focus on the technology as the actor that “does” things and is at fault (technological determinists) and those that focus on the users of that technology as determining the outcome (social determinists). The readings chosen take a different approach by acknowledging the value-laden biases of technology—including data analytics—while preserving the ability of humans to control the design, development, and deployment of technology.

For technological determinists, technology is the primary actor of the story and some even argue that technology has an internal guiding force that propels the development and use of technology and shapes society. As such, technology is to “blame” for the outcome. Strident technological determinists frequently see technology as having an internal dynamic that leads the best technology to survive in the market. This faction within computer science argues that the ethical evaluation of technology is not appropriate since it may curtail development. The technological imperative frames technologies as almost inevitable and outside all societal control; a technological determinist also believes that technology always is correct.
1
 Accordingly, technology should be adopted for the good of society.
2
 For example, in an argument against scholars who have highlighted the dangers of using artificial intelligence and predictive analytics without regard to their biases or moral implications, Alex Miller, in “Want Less-Biased Decisions? Use Algorithms,” lists the ways AI could be an improvement because humans are bad at decisions (true—we aren’t great
3
). His argument joins a common refrain that technology, because it can be an improvement if designed properly, is then always improvement.
4
 For data analytics, we hear technological determinist arguments when the algorithm or program is the main actor in the paragraph or the sentence. For example, “The algorithm decided …” or “the program categorized …” For AI Jim, who is already given a name (!), Lemonade Insurance reports the good that AI Jim has done for the company.

For social determinists, society is the main actor of the story, constructing technology and determining the outcome. If a technology is not performing correctly, then a social determinist would point to the many ways that people created that technology and decided how it would be used. For social determinists, what matters is not technology itself but the social or economic system in which it is embedded. We hear social determinist arguments in data analytics in two ways. First, we may blame the use of the program rather than the design of the program. Second, others may acknowledge that the data may be flawed (“it’s just the data”) and that society needs to get better data for data analysts.


This tension—between social determinists and technological determinists—is important to the ethics of data analytics because who is “acting” or doing things is normally who we look to hold responsible for those acts. For social determinist approaches (blaming the data or the users or society), a data analytics program is neutral. Society is then responsible for the moral implications of the technology in use; we can’t blame developers. For technological determinists, data analytics programs have biases and do things; but these inherent biases are then outside the influence of society, designers, and developers. Interestingly, both mistakenly absolve developers—computer scientists, data analysts, and corporations—of their responsibility. Whether you hold the users of the algorithm responsible (social determinism) or the algorithm itself (technological determinism), you are not holding responsible the systems of power—the government or company—that designed, developed, and implemented the program.

However, scholars (not surprisingly) have tackled this issue with a variety of approaches.

Wiebe Bijker is a classic social constructionist (not a determinist!). In Of Bicycles, Bakelites, and Bulbs, Bijker explores “both the social shaping of technology and the technical shaping of society.” Rather than claiming all technologies are socially determined or all technologies determine society, Bijker notes that “some artifacts [technologies for Bijker] are more obdurate, harder to get around and to change, than others.” This allows for some data analytics programs to be more obscure, “harder to get around” than others.

Deborah Johnson,
5
 directly addresses the question underlying many of these determinist debates—who can be responsible for the moral implications of technology. Johnson’s “claim is that those who argue for the moral agency (or potential moral agency) of computers are right in recognizing the moral importance of computers, but they go wrong in viewing computer systems as independent, autonomous moral agents.”
6
 This difference is important for some in that the term moral agent carries with it the idea of responsibility for their actions. In this case, Johnson’s account allows us to identify the important value-laden biases and moral implications of data analytics programs but not attribute some sort of intentional agency that would lie outside human control. For Johnson, society still is responsible for the technology they design, develop, and bring to market.

For the readings included here, the authors are attempting to acknowledge both the ability of humans to create and mold technology for their purposes as well as the value-laden biases or politics technology has once it is in use. In terms of data analytics, this would mean that developers and designers make value-laden decisions in the development and coding of AI, predictive analytics, and machine learning (any type of analytics), and those decisions have moral implications for the use of that program.


Summary of Readings

In the classic article “Do Artifacts Have Politics?”
7
 Professor Langdon Winner explicitly addresses the ideas of social and technological determinism. Winner argues against the idea that “what matters is not technology itself but the social or economic system in which it is embedded,” which he sees as an overreaction to the claim that technology has an internal dynamic which, “unmediated by any other influence, molds society to fit its patterns.” In other words, Winner sees social determinism as an overcorrection to claims of technological determinism. He argues that technology, designed and used by society, has politics or “arrangements of power and authority in human associations.” Winner uses examples such as bridges, molding machines, and tomato harvesters to explore the many ways technology can have politics both in the decision to have the technology and in the specific features in their design. For example, he notes the size and cost required of the tomato harvester as requiring an amount of capital to enter the market that drove out smaller farmers. This was not a “plot” according to Winner, but the “social process in which scientific knowledge, technological invention, and corporate profit reinforce each other in deeply entrenched patterns that bear the unmistakable stamp of political and economic power.” Winner’s concepts are just as applicable today: e.g., the critiques of large language models we examine in the next chapter as environmentally damaging and concentrated in labs that are funded by large corporations.

When applying Winner’s approach to a data analytics case, we would (1) identify the politics or arrangements of power and authority in a program, and (2) examine whether the technology is “inherently political” or due to specific design choices that “can affect the relative distribution of power, authority, privilege in a community.” Winner may see the tracking and recording of patients as shifting power to the company and away from the patient as they do not have visibility or control over the data collected. Some may go further to question if this type of surveillance has inherent politics (according to Winner), as it requires a particular distribution of authority to collect, protect, and analyze data as opposed to the alternative of a therapist taking notes.

In “Bias in Computer Systems,”
8
 Professors Batya Friedman and Helen Nissenbaum explore the idea of “bias” in computer systems. Friedman and Nissenbaum define bias as the tendency of a computer system to “systematically and unfairly discriminate” against certain individuals. In other words, computer systems have preferences as to who “gets” certain things and who does not. The authors focus specifically on systematic discrimination and do not include random mistakes or glitches. In addition, and unlike Winner, Friedman and Nissenbaum define bias as something that is unethical or unfair—and therefore undesirable. Where Winner sees politics as either good or bad (we would need to analyze the degree to which they are good/bad), Friedman and Nissenbaum, in this reading, define bias as a bad thing.
9
 Friedman and Nissenbaum identify three types of biases based on how the bias emerges: preexisting biases, technical biases, and emergent biases. These categories are helpful in thinking through how a data analytics program, such as Lemonade Insurance’s AI Jim, could have biases (a) preexisting in the data, then (b) embedded in the chosen technology, and (c) emergent in how the program is then deployed on live data. While Winner appears to argue that all technologies have good and bad politics, Friedman and Nissenbaum see a possibility of a technology with no bias. This is an important distinction and one that many may not agree with now: that a data analytics program could ever be free of biases. In analyzing a data analytics program according to Friedman and Nissenbaum, one would examine if the program has the types of biases outlined in the article: preexisting, technical, and emergent.

In an excerpt from Gabbrielle Johnson’s “Are Algorithms Value-Free?”
10
 Johnson pushes us to think more deeply as to the many ways algorithms are not value-free. Some in computer science and data analytics acknowledge that the data we use is problematic, thus shifting the “blame” for the moral implications of data analytics model to either (a) those who created the data some time ago or (b) those who used the algorithm on live data in use. The refrain “it’s just bad data,” however, masks that developing data analytics models, from AI or programming, is a value-laden enterprise or, as Johnson says, “values are constitutive of the very operation of algorithmic decision-making.” It is not possible to be “value-free.” In doing so, Johnson relies on a body of work in philosophy of science, including Rudner who is included later in this volume, that examines the value-laden-ness of science and technology: those who argue “values can shape not only the research programs scientists choose to pursue, but also practices internal to scientific inquiry itself, such as evidence gathering, theory confirmation, and scientific inference.”
11


Finally, in “Algorithmic Bias and Corporate Responsibility: How Companies Hide behind the False Veil of the Technological Imperative,” I tie determinist arguments explicitly to corporate responsibility of value-laden design. I argue that judging AI on efficiency and pretending algorithms are inscrutable produces a veil of the technological imperative which shields corporations from being held accountable for the value-laden decisions made in the design, development, and deployment of algorithms. I outline how the development of algorithms should be critically examined and offer a way to pierce the (false) veil of the technological imperative.



Related Cases

Two cases provide an opportunity to apply the readings. First, the Stanford vaccine algorithm case centers on an allocation algorithm designed to prioritize medical workers to receive the COVID-19 vaccine. When frontline workers were not prioritized—including interns—the university blamed a “very complex algorithm” for the outcome. The article details the design decisions and factors included in the allocation program.

The second case is about a medical algorithm trained on historical data and designed to predict the amount of care a given patient would require. The goal was to triage or prioritize patients in need for additional treatment. The algorithm ended up underestimating the health needs of the sickest Black patients and amplified existing racial disparities in health care. Both cases offer an opportunity to see Winner’s politics and Friedman and Nissenbaum’s biases in action—as well as the value-laden decisions of the developers of the analytics program.



Notes


	In its most extreme form, technology, including data analytics, machine learning, and AI, is seen as outside society and detached from the imperfections of the “real world.” You hear this when computer scientists and data analysts frame their work as not including dealing with the imperfections and ambiguity of the world. Interestingly, no other engineering discipline takes this approach since dealing with the real world is the job of engineers.

	Hans Jonas, in “Toward a Philosophy of Technology” (1979), envisions a restless technology moving forward under the pressure of competition.

	For example, we continue to face racism in lending decisions and bias against women and minorities in hiring decisions. Vanessa Gail Perry, “A Loan at Last? Race and Racism in Mortgage Lending,” in Race in the Marketplace (Springer, 2019), 173–192; Corinne A. Moss-Racusin et al., “Science Faculty’s Subtle Gender Biases Favor Male Students,” Proceedings of the National Academy of Sciences 109, no. 41 (2012): 16474–16479; Natasha Quadlin, “The Mark of a Woman’s Record: Gender and Academic Performance in Hiring,” American Sociological Review 83, no. 2 (2018): 331–360; (In asking humans to assess resumes, Quadlin found “high-achieving men are called back significantly more often than high-achieving women—at a rate of nearly 2-to-1. … Employers value competence and commitment among men applicants, but instead privilege women applicants who are perceived as likeable.”). Judd B. Kessler, Corinne Low, and Colin D. Sullivan, “Incentivized Resume Rating: Eliciting Employer Preferences without Deception,” American Economic Review, 109, no. 11 (2019): 3713–3744. (Kessler et al. found “employers hiring in STEM fields penalized résumés with minority or female names. The effect was big: These candidates were penalized by the equivalent of 0.25 GPA points, based solely on the name at the top of the résumé. That meant such a candidate needed a 4.0 GPA to get the same rating as a white male with a 3.75.” https://www.latimes.com/opinion/story/2020-07-24/employment-hiring-bias-racism-resumes?_amp=true

	Alex Miller. 2018. “What Less-Biased Decisions? Use Algorithms” Harvard Business Review.

	Deborah G. Johnson. “Computer systems: Moral entities but not moral agents.” Ethics and Information Technology, 8, no. 4 (2006): 195–204.

	She is arguing that moral agency requires one who (1) is an agent with an intentional state (2) does actually act (3) in a way that is tied to the intentional state, and (4) which has an effect (5) on another person. Johnson argues that computer systems meet requirements 2–5 and are, therefore, moral entities. She does not go so far as to argue (1) since “computer systems do not have intendings to act, they do have intentionality.”

	Langdon Winner, “Do Artifacts Have Politics?,” Daedalus 109, no. 1 (1980): 121–136.

	Batya Friedman and Helen Nissenbaum, “Bias in Computer Systems,” ACM Transactions on Information Systems (TOIS) 14, no. 3 (1996): 330–347.

	Currently, bias is usually seen as neither good nor bad but an attribute of the data and outcome that needs to be measured and assessed.

	Gabbrielle Johnson, “Are Algorithms Value-Free? Feminist Theoretical Virtues in Machine Learning,” Journal Moral Philosophy, n.d.

	Deborah Johnson, who above said computer programs are moral entities but not moral agents, makes a similar declaration: “Computer systems, then, ‘are as much a part of social practices as are automobiles, toasters, and playpens. Computer systems are not naturally occurring phenomena; they could not and would not exist were it not for complex systems of knowledge and complex social, political, cultural institutions; computer systems are produced, distributed, and used by people engaged in social practices and meaningful pursuits.’”









Chapter 1.1 This Is the Stanford Vaccine Algorithm That Left out Frontline Doctors*
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The university hospital blamed a “very complex algorithm” for its unequal vaccine distribution plan. Here’s what went wrong.



When resident physicians at Stanford Medical Center—many of whom work on the front lines of the COVID-19 pandemic—found out that only seven out of over 1,300 of them had been prioritized for the first 5,000 doses of the covid vaccine, they were shocked. Then, when they saw who else had made the list, including administrators and doctors seeing patients remotely from home, they were angry.

During a planned photo op to celebrate the first vaccinations taking place on Friday, December 18, at least 100 residents showed up to protest. Hospital leadership apologized for not prioritizing them, and blamed the errors on “a very complex algorithm.”

“Our algorithm, that the ethicists, infectious disease experts worked on for weeks … clearly didn’t work right,” Tim Morrison, the director of the ambulatory care team, told residents at the event in a video posted online.

Many saw that as an excuse, especially since hospital leadership had been made aware of the problem on Tuesday—when only five residents made the list—and responded not by fixing the algorithm, but by adding two more residents for a total of seven.

“One of the core attractions of algorithms is that they allow the powerful to blame a black box for politically unattractive outcomes for which they would otherwise be responsible,” Roger McNamee, a prominent Silicon Valley insider turned critic, wrote on Twitter. “But *people* decided who would get the vaccine,” tweeted Veena Dubal, a professor of law at the University of California, Hastings, who researches technology and society. “The algorithm just carried out their will.”

But what exactly was Stanford’s “will”? We took a look at the algorithm to find out what it was meant to do.


How the Algorithm Works

The slide describing the algorithm (Figure 1.1.1) came from residents who had received it from their department chair. It is not a complex machine learning algorithm (which are often referred to as “black boxes”) but a rules-based formula for calculating who would get the vaccine first at Stanford. It considers three categories: “employee-based variables,” which have to do with age; “job-based variables”; and guidelines from the California Department of Public Health. For each category, staff received a certain number of points, with a total possible score of 3.48. Presumably, the higher the score, the higher the person’s priority in line. (Stanford Medical Center did not respond to multiple requests for comment on the algorithm over the weekend.)


[image: Slide from Stanford depicting the contributing factors of the Vaccination Sequence Score used to prioritize staff for the COVID-19 vaccine. The weights are from employee-based variables such as age with greater weight given to over 65 and under 25. Weights are also from job role based variables such as the prevalence of COVID-19 detected previously in people assigned that job and department.]
Figure 1.1.1 Slide from Stanford depicting the contributing factors of the Vaccination Sequence Score used to prioritize staff for the COVID-19 vaccine.

The employee variables increase a person’s score linearly with age, and extra points are added to those over 65 or under 25. This gives priority to the oldest and youngest staff, which disadvantages residents and other frontline workers who are typically in the middle of the age range.

Job variables contribute the most to the overall score. The algorithm counts the prevalence of COVID-19 among employees’ job roles and department in two different ways, but the difference between them is not entirely clear. Neither the residents nor two unaffiliated experts we asked to review the algorithm understood what these criteria meant, and Stanford Medical Center did not respond to a request for comment. They also consider the proportion of tests taken by job role as a percentage of the medical center’s total number of tests collected.

What these factors do not take into account is exposure to patients with COVID-19, say residents. That means the algorithm did not distinguish between those who had caught covid from patients and those who got it from community spread—including employees working remotely. And, as first reported by ProPublica, residents were told that because they rotate between departments rather than maintain a single assignment, they lost out on points associated with the departments where they worked.

The algorithm’s third category refers to the California Department of Public Health’s vaccine allocation guidelines. These focus on exposure risk as the single highest factor for vaccine prioritization. The guidelines are intended primarily for county and local governments to decide how to prioritize the vaccine, rather than how to prioritize between a hospital’s departments. But they do specifically include residents, along with the departments where they work, in the highest-priority tier.

It may be that the “CDPH range” factor gives residents a higher score, but still not high enough to counteract the other criteria.



“Why Did They Do It That Way?”

Stanford tried to factor in a lot more variables than other medical facilities, but Jeffrey Kahn, the director of the Johns Hopkins Berkman Institute of Bioethics, says the approach was overcomplicated. “The more there are different weights for different things, it then becomes harder to understand—‘Why did they do it that way?’” he says.

Kahn, who sat on Johns Hopkins’ 20-member committee on vaccine allocation, says his university allocated vaccines based simply on job and risk of exposure to COVID-19.

He says that decision was based on discussions that purposefully included different perspectives—including those of residents—and in coordination with other hospitals in Maryland. Elsewhere, the University of California San Francisco’s plan is based on a similar assessment of risk of exposure to the virus. Mass General Brigham in Boston categorizes employees into four groups based on department and job location, according to an internal email reviewed by MIT Technology Review.

“It’s really important [for] any approach like this to be transparent and public … and not something really hard to figure out,” Kahn says. “There’s so little trust around so much related to the pandemic, we cannot squander it.”

Algorithms are commonly used in health care to rank patients by risk level in an effort to distribute care and resources more equitably. But the more variables used, the harder it is to assess whether the calculations might be flawed.

For example, in 2019, a study published in Science showed that 10 widely used algorithms for distributing care in the US ended up favoring white patients over Black ones. The problem, it turned out, was that the algorithms’ designers assumed that patients who spent more on health care were sicklier and needed more help. In reality, higher spenders are also richer, and more likely to be white. As a result, the algorithm allocated less care to Black patients with the same medical conditions as white ones.

Irene Chen, an MIT doctoral candidate who studies the use of fair algorithms in health care, suspects this is what happened at Stanford: the formula’s designers chose variables that they believed would serve as good proxies for a given staffer’s level of covid risk. But they didn’t verify that these proxies led to sensible outcomes, or respond in a meaningful way to the community’s input when the vaccine plan came to light on Tuesday last week. “It’s not a bad thing that people had thoughts about it afterward,” says Chen. “It’s that there wasn’t a mechanism to fix it.”



A Canary in the Coal Mine?

After the protests, Stanford issued a formal apology, saying it would revise its distribution plan.

Hospital representatives did not respond to questions about who they would include in new planning processes, or whether the algorithm would continue to be used. An internal email summarizing the medical school’s response, shared with MIT Technology Review, states that neither program heads, department chairs, attending physicians, nor nursing staff were involved in the original algorithm design. Now, however, some faculty are pushing to have a bigger role, eliminating the algorithms’ results completely and instead giving division chiefs and chairs the authority to make decisions for their own teams.

Other department chairs have encouraged residents to get vaccinated first. Some have even asked faculty to bring residents with them when they get vaccinated, or delay their shots so that others could go first.

Some residents are bypassing the university health-care system entirely. Nuriel Moghavem, a neurology resident who was the first to publicize the problems at Stanford, tweeted on Friday afternoon that he had finally received his vaccine—not at Stanford, but at a public county hospital in Santa Clara County.

“I got vaccinated today to protect myself, my family, and my patients,” he tweeted. “But I only had the opportunity because my public county hospital believes that residents are critical front-line providers. Grateful.”







Chapter 1.2 Racial Bias in a Medical Algorithm Favors White Patients over Sicker Black Patients
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Scientists discovered racial bias in a widely used medical algorithm that predicts which patients will have complex health needs.



A widely used algorithm that predicts which patients will benefit from extra medical care dramatically underestimates the health needs of the sickest Black patients, amplifying long-standing racial disparities in medicine, researchers have found.

The problem was caught in an algorithm sold by a leading health services company, called Optum, to guide care decision-making for millions of people. But the same issue almost certainly exists in other tools used by other private companies, nonprofit health systems, and government agencies to manage the health care of about 200 million people in the United States each year, the scientists reported in the journal Science.

Correcting the bias would more than double the number of Black patients flagged as at risk of complicated medical needs within the health system the researchers studied, and they are already working with Optum on a fix. When the company replicated the analysis on a national data set of 3.7 million patients, they found that Black patients who were ranked by the algorithm as equally as in need of extra care as white patients were much sicker: They collectively suffered from 48,772 additional chronic diseases.

“It’s truly inconceivable to me that anyone else’s algorithm doesn’t suffer from this,” said Sendhil Mullainathan, a professor of computation and behavioral science at the University of Chicago Booth School of Business, who oversaw the work. “I’m hopeful that this causes the entire industry to say, ‘Oh, my, we’ve got to fix this.’”

The algorithm wasn’t intentionally racist—in fact, it specifically excluded race. Instead, to identify patients who would benefit from more medical support, the algorithm used a seemingly race-blind metric: how much patients would cost the health-care system in the future. But cost isn’t a race-neutral measure of health-care need. Black patients incurred about $1,800 less in medical costs per year than white patients with the same number of chronic conditions; thus the algorithm scored white patients as equally at risk of future health problems as Black patients who had many more diseases.

Machines increasingly make decisions that affect human life, and big organizations—particularly in health care—are trying to leverage massive data sets to improve how they operate. They utilize data that may not appear to be racist or biased but may have been heavily influenced by long-standing social, cultural, and institutional biases—such as health-care costs. As computer systems determine which job candidates should be interviewed, who should receive a loan or how to triage sick people, the proprietary algorithms that power them run the risk of automating racism or other human biases.

In medicine, there is a long history of Black patients facing barriers to accessing care and receiving less effective health care. Studies have found Black patients are less likely to receive pain treatment, potentially lifesaving lung cancer surgery or cholesterol-lowering drugs, compared with white patients. Such disparities probably have complicated roots, including explicit racism, access problems, lack of insurance, mistrust of the medical system, cultural misunderstandings or unconscious biases that doctors may not even know they have.

Mullainathan and his collaborators discovered that the algorithm they studied, which was designed to help health systems target patients who would have the greatest future health-care needs, was predicting how likely people were to use a lot of health care and rack up high costs in the future. Since Black patients generally use health care at lower rates, the algorithm was less likely to flag them as likely to use lots of health care in the future.

The algorithm would then deepen that disparity by flagging healthier white patients as in need of more intensive care management.

“Predictive algorithms that power these tools should be continually reviewed and refined, and supplemented by information such as socio-economic data, to help clinicians make the best-informed care decisions for each patient,” Optum spokesman Tyler Mason said. “As we advise our customers, these tools should never be viewed as a substitute for a doctor’s expertise and knowledge of their patients’ individual needs.”

Ruha Benjamin, an associate professor of African American studies at Princeton University, drew a parallel to the way Henrietta Lacks, a young African American mother with cervical cancer, was treated by the medical system. Lacks is well known now because her cancer cells, taken without her consent, are used throughout modern biomedical research. She was treated in a separate wing of Johns Hopkins Hospital in an era when hospitals were segregated. Imagine if today, Benjamin wrote in an accompanying article, Lacks were “digitally triaged” with an algorithm that didn’t explicitly take into account her race but underestimated her sickness because it was using data that reflected historical bias to project her future needs. Such racism, though not driven by a hateful ideology, could have the same result as earlier segregation and substandard care.

“I am struck by how many people still think that racism always has to be intentional and fueled by malice. They don’t want to admit the racist effects of technology unless they can pinpoint the bigoted boogeyman behind the screen,” Benjamin said.

The software used to predict patients’ need for more intensive medical support was an outgrowth of the Affordable Care Act, which created financial incentives for health systems to keep people well instead of waiting to treat them when they got sick. The idea was that it would be possible to simultaneously contain costs and keep people healthier by identifying those patients at greatest risk for becoming very sick and providing more resources to them. But because wealthy, white people tend to utilize more health care, such tools could also lead health systems to focus on them, missing an opportunity to help some of the sickest people.

Christine Vogeli, director of evaluation and research at the Center for Population Health at Partners HealthCare, a nonprofit health system in Massachusetts, said when her team first tested the algorithm, they mapped the highest scores in their patient population and found them concentrated in some of the most affluent suburbs of Boston. That led them to use the tool in a limited way, supplementing it with other information, rather than using it off the shelf.

“You’re going to have to make sure people are savvy about it … or you’re going to have an issue where you’re only serving the richest and most wealthy folks,” Vogeli said.

Such biases may seem obvious in hindsight, but algorithms are notoriously opaque because they are proprietary products that can cost hundreds of thousands of dollars. The researchers who conducted the new study had an unusual amount of access to the data that went into the algorithm and what it predicted.

They also found a relatively straightforward way to fix the problem. Instead of just predicting which patients would incur the highest costs and use the most health care in the future, they tweaked the algorithm to make predictions about their future health conditions.

Suchi Saria, a machine learning and health-care expert at Johns Hopkins University, said the study was fascinating because it showed how, once a bias is detected, it can be corrected. Much of the scientific study of racial disparities in medicine provides evidence of inequity, but correcting those problems might require sweeping social and cultural changes, as well as individual behavior changes by thousands of providers. In contrast, once a flawed algorithm is identified, the bias can be removed.

“The cool thing is we could easily measure the bias that has historically existed, switch out the algorithm and correct the bias,” Saria said. The trickier part may be developing an oversight mechanism that will detect the biases in the first place.

Saria said that one possibility is that data experts could potentially test companies’ algorithms for bias, the same way security firms test whether a companies’ cyber defenses are sufficient.






Chapter 1.3 Excerpt from Do Artifacts Have Politics?
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In controversies about technology and society, there is no idea more provocative than the notion that technical things have political qualities. At issue is the claim that the machines, structures, and systems of modern material culture can be accurately judged not only for their contributions of efficiency and productivity, not merely for their positive and negative environmental side effects, but also for the ways in which they can embody specific forms of power and authority. Since ideas of this kind have a persistent and troubling presence in discussions about the meaning of technology, they deserve explicit attention.

Writing in Technology and Culture almost two decades ago, Lewis Mumford gave classic statement to one version of the theme, arguing that


from late neo lithic times in the Near East, right down to our own day, two technologies have recurrently existed side by side: one authoritarian, the other democratic, the first system-centered, immensely powerful, but inherently unstable, the other man-centered, relatively weak, but resourceful and durable.
1




This thesis stands at the heart of Mumford’s studies of the city, architecture, and the history of technics, and mirrors concerns voiced earlier in the works of Peter Kropotkin, William Morris, and other nineteenth century critics of industrialism. More recently, antinuclear and prosolar energy movements in Europe and America have adopted a similar notion as a centerpiece in their arguments. Thus environmentalist Denis Hayes concludes, “The increased deployment of nuclear power facilities must lead society toward authoritarianism. Indeed, safe reliance upon nuclear power as the principal source of energy may be possible only in a totalitarian state.” Echoing the views of many proponents of appropriate technology and the soft energy path, Hayes contends that “dispersed solar sources are more compatible than centralized technologies with social equity, freedom and cultural pluralism.”
2


An eagerness to interpret technical artifacts in political language is by no means the exclusive property of critics of large-scale high-technology systems. A long lineage of boosters have insisted that the “biggest and best” that science and industry made available were the best guarantees of democracy, freedom, and social justice. The factory system, automobile, telephone, radio, television, the space program, and of course nuclear power itself have all at one time or another been described as democratizing, liberating forces. David Lilienthal, in T.V.A.: Democracy on the March, for example, found this promise in the phosphate fertilizers and electricity that technical progress was bringing to rural Americans during the 1940s.
3
 In a recent essay, The Republic of Technology, Daniel Boorstin extolled television for “its power to disband armies, to cashier presidents, to create a whole new democratic world democratic in ways never before imagined, even in America.”
4
 Scarcely a new invention comes along that someone does not proclaim it the salvation of a free society.

It is no surprise to learn that technical systems of various kinds are deeply interwoven in the conditions of modern politics. The physical arrangements of industrial production, warfare, communications, and the like have fundamentally changed the exercise of power and the experience of citizenship. But to go beyond this obvious fact and to argue that certain technologies in themselves have political properties seems, at first glance, completely mistaken. We all know that people have politics, not things. To discover either virtues or evils in aggregates of steel, plastic, transistors, integrated circuits, and chemicals seems just plain wrong, a way of mystifying human artifice and of avoiding the true sources, the human sources of freedom and oppression, justice and injustice. Blaming the hardware appears even more foolish than blaming the victims when it comes to judging conditions of public life.

Hence, the stern advice commonly given to those who flirt with the notion that technical artifacts have political qualities: What matters is not technology itself, but the social or economic system in which it is embedded. This maxim, which in a number of variations is the central premise of a theory that can be called the social determination of technology, has an obvious wisdom. It serves as a needed corrective to those who focus uncritically on such things as “the computer and its social impacts” but who fail to look behind technical things to notice the social circumstances of their development, deployment, and use. This view provides an antidote to naive technological determinism the idea that technology develops as the sole result of an internal dynamic, and then, unmediated by any other influence, molds society to fit its patterns. Those who have not recognized the ways in which technologies are shaped by social and economic forces have not gotten very far.

But the corrective has its own shortcomings; taken literally, it suggests that technical things do not matter at all. Once one has done the detective work necessary to reveal the social origins—power holders behind a particular instance of technological change—one will have explained everything of importance. This conclusion offers comfort to social scientists: it validates what they had always suspected, namely, that there is nothing distinctive about the study of technology in the first place. Hence, they can return to their standard models of social power—those of interest group politics, bureaucratic politics, Marxist models of class struggle, and the like—and have everything they need. The social determination of technology is, in this view, essentially no different from the social determination of, say, welfare policy or taxation.

There are, however, good reasons technology has of late taken on a special fascination in its own right for historians, philosophers, and political scientists; good reasons the standard models of social science only go so far in accounting for what is most interesting and troublesome about the subject. In another place I have tried to show why so much of modern social and political thought contains recurring statements of what can be called a theory of technological politics, an odd mongrel of notions often crossbred with orthodox liberal, conservative, and socialist philosophies.
5
 The theory of technological politics draws attention to the momentum of large-scale sociotechnical systems, to the response of modern societies to certain technological imperatives, and to the all too common signs of the adaptation of human ends to technical means. In so doing it offers a novel framework of interpretation and explanation for some of the more puzzling patterns that have taken shape in and around the growth of modern material culture. One strength of this point of view is that it takes technical artifacts seriously. Rather than insist that we immediately reduce everything to the interplay of social forces, it suggests that we pay attention to the characteristics of technical objects and the meaning of those characteristics. A necessary complement to, rather than a replacement for, theories of the social determination of technology, this perspective identifies certain technologies as political phenomena in their own right. It points us back, to borrow Edmund Husserl’s philosophical injunction, to the things themselves.

In what follows I shall offer outlines and illustrations of two ways in which artifacts can contain political properties. First are instances in which the invention, design, or arrangement of a specific technical device or system becomes a way of settling an issue in a particular community. Seen in the proper light, examples of this kind are fairly straightforward and easily understood. Second are cases of what can be called inherently political technologies, man-made systems that appear to require, or to be strongly compatible with, particular kinds of political relationships. Arguments about cases of this kind are much more troublesome and closer to the heart of the matter. By “politics,” I mean arrangements of power and authority in human associations as well as the activities that take place within those arrangements. For my purposes, “technology” here is understood to mean all of modern practical artifice,
6
 but to avoid confusion I prefer to speak of technology, smaller or larger pieces or systems of hardware of a specific kind. My intention is not to settle any of the issues here once and for all, but to indicate their general dimensions and significance.


Technical Arrangements as Forms of Order

Anyone who has traveled the highways of America and has become used to the normal height of overpasses may well find something a little odd about some of the bridges over the parkways on Long Island, New York. Many of the overpasses are extraordinarily low, having as little as nine feet of clearance at the curb. Even those who happened to notice this structural peculiarity would not be inclined to attach any special meaning to it. In our accustomed way of looking at things like roads and bridges we see the details of form as innocuous, and seldom give them a second thought.

It turns out, however, that the two hundred or so low-hanging overpasses on Long Island were deliberately designed to achieve a particular social effect. Robert Moses, the master builder of roads, parks, bridges, and other public works from the 1920s to the 1970s in New York, had these overpasses built to specifications that would discourage the presence of buses on his parkways. According to evidence provided by Robert A. Caro in his biography of Moses, the reasons reflect Moses’s social-class bias and racial prejudice. Automobile owning whites of “upper” and “comfortable middle” classes, as he called them, would be free to use the parkways for recreation and commuting. Poor people and Blacks, who normally used public transit, were kept off the roads because the twelve-foot tall buses could not get through the overpasses. One consequence was to limit access of racial minorities and low-income groups to Jones Beach, Moses’s widely acclaimed public park. Moses made doubly sure of this result by vetoing a proposed extension of the Long Island Railroad to Jones Beach.
7


As a story in recent American political history, Robert Moses’s life is fascinating. His dealings with mayors, governors, and presidents, and his careful manipulation of legislatures, banks, labor unions, the press, and public opinion are all matters that political scientists could study for years. But the most important and enduring results of his work are his technologies, the vast engineering projects that give New York much of its present form. For generations after Moses has gone and the alliances he forged have fallen apart, his public works, especially the highways and bridges he built to favor the use of the automobile over the development of mass transit, will continue to shape that city. Many of his monumental structures of concrete and steel embody a systematic social inequality, a way of engineering relationships among people that, after a time, becomes just another part of the landscape. As planner Lee Koppleman told Caro about the low bridges on Wantagh Parkway, “The old son-of-a-gun had made sure that buses would never be able to use his goddamned parkways.”
8


Histories of architecture, city planning, and public works contain many examples of physical arrangements that contain explicit or implicit political purposes. One can point to Baron Haussmann’s broad Parisian thoroughfares, engineered at Louis Napoleon’s direction to prevent any recurrence of street fighting of the kind that took place during the revolution of 1848. Or one can visit any number of grotesque concrete buildings and huge plazas constructed on American university campuses during the late 1960s and early 1970s to defuse student demonstrations. Studies of industrial machines and instruments also turn up interesting political stories, including some that violate our normal expectations about why technological innovations are made in the first place. If we suppose that new technologies are introduced to achieve increased efficiency, the history of technology shows that we will sometimes be disappointed. Technological change expresses a panoply of human motives, not the least of which is the desire of some to have dominion over others, even though it may require an occasional sacrifice of cost cutting and some violence to the norm of getting more from less.

One poignant illustration can be found in the history of nineteenth century industrial mechanization. At Cyrus McCormick’s reaper manufacturing plant in Chicago in the middle 1880s, pneumatic molding machines, a new and largely untested innovation, were added to the foundry at an estimated cost of $500,000. In the standard economic interpretation of such things, we would expect that this step was taken to modernize the plant and achieve the kind of efficiencies that mechanization brings. But historian Robert Ozanne has shown why the development must be seen in a broader context. At the time, Cyrus McCormick II was engaged in a battle with the National Union of Iron Molders. He saw the addition of the new machines as a way to “weed out the bad element among the men,” namely, the skilled workers who had organized the union local in Chicago.
9
 The new machines, manned by unskilled labor, actually produced inferior castings at a higher cost than the earlier process. After three years of use the machines were, in fact, abandoned, but by that time they had served their purpose the destruction of the union. Thus, the story of these technical developments at the McCormick factory cannot be understood adequately outside the record of workers’ attempts to organize, police repression of the labor movement in Chicago during that period, and the events surrounding the bombing at Haymarket Square. Technological history and American political history were at that moment deeply intertwined.

In cases like those of Moses’s low bridges and McCormick’s molding machines, one sees the importance of technical arrangements that precede the use of the things in question. It is obvious that technologies can be used in ways that enhance the power, authority, and privilege of some over others, for example, the use of television to sell a candidate. To our accustomed way of thinking, technologies are seen as neutral tools that can be used well or poorly, for good, evil, or something in between. But we usually do not stop to inquire whether a given device might have been designed and built in such a way that it produces a set of consequences logically and temporally prior to any of its professed uses. Robert Moses’s bridges, after all, were used to carry automobiles from one point to another; McCormick’s machines were used to make metal castings; both technologies, however, encompassed purposes far beyond their immediate use. If our moral and political language for evaluating technology includes only categories having to do with tools and uses, if it does not include attention to the meaning of the designs and arrangements of our artifacts, then we will be blinded to much that is intellectually and practically crucial.

Because the point is most easily understood in the light of particular intentions embodied in physical form, I have so far offered illustrations that seem almost conspiratorial. But to recognize the political dimensions in the shapes of technology does not require that we look for conscious conspiracies or malicious intentions. The organized movement of handicapped people in the United States during the 1970s pointed out the countless ways in which machines, instruments, and structures of common use buses, buildings, sidewalks, plumbing fixtures, and so forth made it impossible for many handicapped persons to move about freely, a condition that systematically excluded them from public life. It is safe to say that designs unsuited for the handicapped arose more from long-standing neglect than from anyone’s active intention. But now that the issue has been raised for public attention, it is evident that justice requires a remedy. A whole range of artifacts are now being redesigned and rebuilt to accommodate this minority.

Indeed, many of the most important examples of technologies that have political consequences are those that transcend the simple categories of “intended” and “unintended” altogether. These are instances in which the very process of technical development is so thoroughly biased in a particular direction that it regularly produces results counted as wonderful breakthroughs by some social interests and crushing setbacks by others. In such cases it is neither correct nor insightful to say, “Someone intended to do somebody else harm.” Rather, one must say that the technological deck has been stacked long in advance to favor certain social interests, and that some people were bound to receive a better hand than others.

The mechanical tomato harvester, a remarkable device perfected by re searchers at the University of California from the late 1940s to the present, offers an illustrative tale. The machine is able to harvest tomatoes in a single pass through a row, cutting the plants from the ground, shaking the fruit loose, and in the newest models sorting the tomatoes electronically into large plastic gondolas that hold up to twenty-five tons of produce headed for canning. To accommodate the rough motion of these “factories in the field,” agricultural researchers have bred new varieties of tomatoes that are hardier, sturdier, and less tasty. The harvesters replace the system of handpicking, in which crews of farmworkers would pass through the fields three or four times putting ripe tomatoes in lug boxes and saving immature fruit for later harvest.
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 Studies in California indicate that the machine reduces costs by approximately five to seven dollars per ton as compared to hand-harvesting.
11
 But the benefits are by no means equally divided in the agricultural economy. In fact, the machine in the garden has in this instance been the occasion for a thorough reshaping of social relationships of tomato production in rural California.

By their very size and cost, more than $50,000 each to purchase, the machines are compatible only with a highly concentrated form of tomato growing. With the introduction of this new method of harvesting, the number of tomato growers declined from approximately four thousand in the early 1960s to about six hundred in 1973, yet with a substantial increase in tons of tomatoes produced. By the late 1970s an estimated thirty-two thousand jobs in the tomato industry had been eliminated as a direct consequence of mechanization.
12
 Thus, a jump in productivity to the benefit of very large growers has occurred at a sacrifice to other rural agricultural communities.

The University of California’s research and development on agricultural machines like the tomato harvester is at this time the subject of a law suit filed by attorneys for California Rural Legal Assistance, an organization representing a group of farmworkers and other interested parties. The suit charges that University officials are spending tax monies on projects that benefit a handful of private interests to the detriment of farmworkers, small farmers, consumers, and rural California generally, and asks for a court injunction to stop the practice. The University has denied these charges, arguing that to accept them “would require elimination of all research with any potential practical application.”
13


As far as I know, no one has argued that the development of the tomato harvester was the result of a plot. Two students of the controversy, William Friedland and Amy Barton, specifically exonerate both the original developers of the machine and the hard tomato from any desire to facilitate economic concentration in that industry.
14
 What we see here instead is an ongoing social process in which scientific knowledge, technological invention, and corporate profit reinforce each other in deeply entrenched patterns that bear the unmistakable stamp of political and economic power. Over many decades agricultural research and development in American land-grant colleges and universities have tended to favor the interests of large agribusiness concerns.
15
 It is in the face of such subtly ingrained patterns that opponents of innovations like the tomato harvester are made to seem “antitechnology” or “antiprogress.” For the harvester is not merely the symbol of a social order that rewards some while punishing others; it is in a true sense an embodiment of that order.

Within a given category of technological change there are, roughly speaking, two kinds of choices that can affect the relative distribution of power, authority, and privilege in a community. Often the crucial decision is a simple “yes or no” choice are we going to develop and adopt the thing or not? In recent years many local, national, and international disputes about technology have centered on “yes or no” judgments about such things as food additives, pesticides, the building of highways, nuclear reactors, and dam projects. The fundamental choice about an ABM or an SST is whether or not the thing is going to join society as a piece of its operating equipment. Reasons for and against are frequently as important as those concerning the adoption of an important new law.

A second range of choices, equally critical in many instances, has to do with specific features in the design or arrangement of a technical system after the decision to go ahead with it has already been made. Even after a utility company wins permission to build a large electric power line, important controversies can remain with respect to the placement of its route and the design of its towers; even after an organization has decided to institute a system of computers, controversies can still arise with regard to the kinds of components, programs, modes of access, and other specific features the system will include. Once the mechanical tomato harvester had been developed in its basic form, design alteration of critical social significance the addition of electronic sorters, for example changed the character of the machine’s effects on the balance of wealth and power in California agriculture. Some of the most interesting research on technology and politics at present focuses on the attempt to demonstrate in a detailed, concrete fashion how seemingly innocuous design features in mass transit systems, water projects, industrial machinery, and other technologies actually mask social choices of profound significance. Historian David Noble is now studying two kinds of automated machine tool systems that have different implications for the relative power of management and labor in the industries that might employ them. He is able to show that, although the basic electronic and mechanical components of the record/playback and numerical control systems are similar, the choice of one design over another has crucial consequences for social struggles on the shop floor. To see the matter solely in terms of cost cutting, efficiency, or the modernization of equipment is to miss a decisive element in the story.
16


From such examples I would offer the following general conclusions. The things we call “technologies” are ways of building order in our world. Many technical devices and systems important in everyday life contain possibilities for many different ways of ordering human activity. Consciously or not, deliberately or inadvertently, societies choose structures for technologies that influence how people are going to work, communicate, travel, consume, and so forth over a very long time. In the processes by which structuring decisions are made, different people are differently situated and possess unequal degrees of power as well as unequal levels of awareness. By far the greatest latitude of choice exists the very first time a particular instrument, system, or technique is introduced. Because choices tend to become strongly fixed in material equipment, economic investment, and social habit, the original flexibility vanishes for all practical purposes once the initial commitments are made. In that sense technological innovations are similar to legislative acts or political foundings that establish a framework for public order that will endure over many generations. For that reason, the same careful attention one would give to the rules, roles, and relationships of politics must also be given to such things as the building of highways, the creation of television networks, and the tailoring of seemingly insignificant features on new machines. The issues that divide or unite people in society are settled not only in the institutions and practices of politics proper, but also, and less obviously, in tangible arrangements of steel and concrete, wires and transistors, nuts and bolts.
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From an analysis of actual cases, three categories of bias in computer systems have been developed: preexisting, technical, and emergent. Preexisting bias has its roots in social institutions, practices, and attitudes. Technical bias arises from technical constraints or considerations. Emergent bias arises in a context of use. Although others have pointed to bias in particular computer systems and have noted the general problem, we know of no comparable work that examines this phenomenon comprehensively and which offers a framework for understanding and remedying it. We conclude by suggesting that freedom from bias should be counted among the select set of criteria—including reliability, accuracy, and efficiency—according to which the quality of systems in use in society should be judged.


Introduction

To introduce what bias in computer systems might look like, consider the case of computerized airline reservation systems, which are used widely by travel agents to identify and reserve airline flights for their customers. These reservation systems seem straightforward. When a travel agent types in a customer’s travel requirements, the reservation system searches a database of flights and retrieves all reasonable flight options that meet or come close to the customer’s requirements. These options then are ranked according to various criteria, giving priority to nonstop flights, more direct routes, and minimal total travel time. The ranked flight options are displayed for the travel agent. In the 1980s, however, most of the airlines brought before the Antitrust Division of the United States Justice Department allegations of anticompetitive practices by American and United Airlines whose reservation systems—Sabre and Apollo, respectively—dominated the field. It was claimed, among other things, that the two reservations systems are biased (Schfrin 1985).

One source of this alleged bias lies in Sabre’s and Apollo’s algorithms for controlling search and display functions. In the algorithms, preference is given to “on-line” flights, that is, flights with all segments on a single carrier. Imagine, then, a traveler who originates in Phoenix and flies the first segment of a round-trip overseas journey to London on American Airlines, changing planes in New York. All other things being equal, the British Airlines’ flight from New York to London would be ranked lower than the American Airlines’ flight from New York to London even though in both cases a traveler is similarly inconvenienced by changing planes and checking through customs. Thus, the computer systems systematically downgrade and, hence, are biased against international carriers who fly few, if any, internal US flights, and against internal carriers who do not fly international flights (Fotos 1988; Ott 1988).

Critics also have been concerned with two other problems. One is that the interface design compounds the bias in the reservation systems. Lists of ranked flight options are displayed screen by screen. Each screen displays only two to five options. The advantage to a carrier of having its flights shown on the first screen is enormous since 90% of the tickets booked by travel agents are booked by the first screen display (Taib 1990). Even if the biased algorithm and interface give only a small percent advantage overall to one airline, it can make the difference to its competitors between survival and bankruptcy. A second problem arises from the travelers’ perspective. When travelers contract with an independent third party—a travel agent—to determine travel plans, travelers have good reason to assume they are being informed accurately of their travel options; in many situations, that does not happen.

As Sabre and Apollo illustrate, biases in computer systems can be difficult to identify let alone remedy because of the way the technology engages and extenuates them. Computer systems, for instance, are comparatively inexpensive to disseminate, and thus, once developed, a biased system has the potential for widespread impact. If the system becomes a standard in the field, the bias becomes pervasive. If the system is complex, and most are, biases can remain hidden in the code, difficult to pinpoint or explicate, and not necessarily disclosed to users or their clients. Furthermore, unlike in our dealings with biased individuals with whom a potential victim can negotiate, biased systems offer no equivalent means for appeal.

Although others have pointed to bias in particular computer systems and have noted the general problem [Johnson and Mulvey 1993; Moor 1985], we know of no comparable work that focuses exclusively on this phenomenon and examines it comprehensively.

In this article, we provide a framework for understanding bias in computer systems. From an analysis of actual computer systems, we have developed three categories: preexisting bias, technical bias, and emergent bias. Preexisting bias has its roots in social institutions, practices, and attitudes. Technical bias arises from technical constraints or considerations. Emergent bias arises in a context of use. We begin by defining bias and explicating each category and then move to case studies. We conclude with remarks about how bias in computer systems can be remedied.



1. What Is a Biased Computer System?

In its most general sense, the term bias means simply “slant.” Given this undifferentiated usage, at times the term is applied with relatively neutral content. A grocery shopper, for example, can be “biased” by not buying damaged fruit. At other times, the term bias is applied with significant moral meaning. An employer, for example, can be “biased” by refusing to hire minorities. In this article we focus on instances of the latter, for if one wants to develop criteria for judging the quality of systems in use—which we do—then criteria must be delineated in ways that speak robustly yet precisely to relevant social matters. Focusing on bias of moral import does just that.

Accordingly, we use the term bias to refer to computer systems that systematically and unfairly discriminate against certain individuals or groups of individuals in favor of others. A system discriminates unfairly if it denies an opportunity or a good or if it assigns an undesirable outcome to an individual or group of individuals on grounds that are unreasonable or inappropriate. Consider, for example, an automated credit advisor that assists in the decision of whether or not to extend credit to a particular applicant. If the advisor denies credit to individuals with consistently poor payment records we do not judge the system to be biased because it is reasonable and appropriate for a credit company to want to avoid extending credit privileges to people who consistently do not pay their bills. In contrast, a credit advisor that systematically assigns poor credit ratings to individuals with ethnic surnames discriminates on grounds that are not relevant to credit assessments and, hence, discriminates unfairly.

Two points follow. First, unfair discrimination alone does not give rise to bias unless it occurs systematically. Consider again the automated credit advisor. Imagine a random glitch in the system which changes in an isolated case information in a copy of the credit record for an applicant who happens to have an ethnic surname. The change in information causes a downgrading of this applicant’s rating. While this applicant experiences unfair discrimination resulting from this random glitch, the applicant could have been anybody. In a repeat incident, the same applicant or others with similar ethnicity would not be in a special position to be singled out. Thus, while the system is prone to random error, it is not biased.

Second, systematic discrimination does not establish bias unless it is joined with an unfair outcome. A case in point is the Persian Gulf War, where United States Patriot missiles were used to detect and intercept Iraqi Scud missiles. At least one software error identified during the war contributed to systematically poor performance by the Patriots (Gao 1992). Calculations used to predict the location of a Scud depended in complex ways on the Patriots’ internal clock. The longer the Patriot’s continuous running time, the greater the imprecision in the calculation. The deaths of at least 28 Americans in Dhahran can be traced to this software error, which systematically degraded the accuracy of Patriot missiles. While we are not minimizing the serious consequence of this systematic computer error, it falls outside of our analysis because it does not involve unfairness.



2. Framework for Analyzing Bias in Computer Systems

We derived our framework by examining actual computer systems for bias. Instances of bias were identified and characterized according to their source, and then the characterizations were generalized to more abstract categories. These categories were further refined by their application to other instances of bias in the same or additional computer systems. In most cases, our knowledge of particular systems came from the published literature. In total, we examined 17 computer systems from diverse fields including banking, commerce, computer science, education, medicine, and law.

The framework that emerged from this methodology is comprised of three overarching categories—preexisting bias, technical bias, and emergent bias. Table 1.4.1 contains a detailed description of each category. In more general terms, they can be described as follows.


2.1 Preexisting Bias

Preexisting bias has its roots in social institutions, practices, and attitudes. When computer systems embody biases that exist independently, and usually prior to the creation of the system, then we say that the system embodies preexisting bias. Preexisting biases may originate in society at 
large, in subcultures, and in formal or informal, private or public organizations and institutions. They can also reflect the personal biases of individuals who have significant input into the design of the system, such as the client or system designer. This type of bias can enter a system either through the explicit and conscious efforts of individuals or institutions, or implicitly and unconsciously, even in spite of the best of intentions. For example, imagine an expert system that advises on loan applications. In determining an applicant’s credit risk, the automated loan advisor negatively weights applicants who live in “undesirable” locations, such as low-income or high-crime neighborhoods, as indicated by their home addresses (a practice referred to as “red-lining”). To the extent the program embeds the biases of clients or designers who seek to avoid certain applicants on the basis of group stereotypes, the automated loan advisor’s bias is preexisting.


Table 1.4.1 Categories of Bias in Computer System Design


	
 These categories describe ways in which bias can arise in the design of computer systems. The illustrative examples portray plausible cases of bias. 





	
 1. Preexisting Bias

 Preexisting bias has its roots in social institutions, practices, and attitudes.

 When computer systems embody biases that exist independently, and usually prior to the creation of the system, then the system exemplifies preexisting bias. Preexisting bias can enter a system either through the explicit and conscious efforts of individuals or institutions, or implicitly and unconsciously, even in spite of the best of intentions. 





	
  


	
 1.1. Individual

 Bias that originates from individuals who have significant input into the design of the system, such as the client commissioning the design or the system designer (e.g., a client embeds personal racial biases into the specifications for loan approval software). 





	
  


	
 1.2 Societal

 Bias that originates from society at large, such as from organizations (e.g., industry), institutions (e.g., legal systems), or culture at large (e.g., gender biases present in the larger society that lead to the development of educational software that overall appeals more to boys than girls). 





	
 2. Technical Bias

 Technical bias arises from technical constraints or technical considerations. 





	
  


	
 2.1 Computer Tools

 Bias that originates from a limitation of the computer technology including hardware, software, and peripherals (e.g., in a database for matching organ donors with potential transplant recipients certain individuals retrieved and displayed on initial screens are favored systematically for a match over individuals displayed on later screens).

 2.2 Decontextualized Algorithms

 Bias that originates from the use of an algorithm that fails to treat all groups fairly under all significant conditions (e.g., a scheduling algorithm that schedules airplanes for take-off relies on the alphabetic listing of the airlines to rank order flights ready within a given period of time).

 2.3 Random Number Generation

 Bias that originates from imperfections in pseudorandom number generation or in the misuse of pseudorandom numbers (e.g., an imperfection in a random number generator used to select recipients for a scarce drug leads systematically to favoring individuals toward the end of the database).

 2.4 Formalization of Human Constructs

 Bias that originates from attempts to make human constructs such as discourse, judgments, or intuitions amenable to computers: when we quantify the qualitative, discretize the continuous, or formalize the nonformal (e.g., a legal expert system advises defendants on whether or not to plea bargain by assuming that law can be spelled out in an unambiguous manner that is not subject to human and humane interpretations in context). 





	
 3. Emergent Bias

 Emergent bias arises in a context of use with real users. This bias typically emerges sometime after a design is completed, as a result of changing societal knowledge, population, or cultural values. User interfaces are likely to be particularly prone to emergent bias because interfaces by design seek to reflect the capacities, character, and habits of prospective users. Thus, a shift in context of use may well create difficulties for a new set of users. 





	
  


	
 3.1 New Societal Knowledge

 Bias that originates from the emergence of new knowledge in society that cannot be or is not incorporated into the system design (e.g., a medical expert system for AIDS patients has no mechanism for incorporating cutting-edge medical discoveries that affect how individuals with certain symptoms should be treated).

 3.2 Mismatch between Users and System Design

 Bias that originates when the population using the system differs on some significant dimension from the population assumed as users in the design.





	
  


	
  


	
 3.2.1 Different Expertise

 Bias that originates when the system is used by a population with a different knowledge base from that assumed in the design (e.g., an ATM with an interface that makes extensive use of written instructions—“place the card, magnetic tape side down, in the slot to your left”—is installed in a neighborhood with primarily a nonliterate population).

 3.2.2 Different Values

 Bias that originates when the system is used by a population with different values than those assumed in the design (e.g., educational software to teach mathematics concepts is embedded in a game situation that rewards individualistic and competitive strategies, but is used by students with a cultural background that largely eschews competition and instead promotes cooperative endeavors). 





	
 









2.2 Technical Bias

In contrast to preexisting bias, technical bias arises from the resolution of issues in the technical design. Sources of technical bias can be found in several aspects of the design process, including limitations of computer tools such as hardware, software, and peripherals; the process of ascribing social meaning to algorithms developed out of context; imperfections in pseudorandom number generation; and the attempt to make human constructs amenable to computers, when we quantify the qualitative, discretize the continuous, or formalize the nonformal. As an illustration, consider again the case of Sabre and Apollo described above. A technical constraint imposed by the size of the monitor screen forces a piecemeal presentation of flight options and, thus, makes the algorithm chosen to rank flight options critically important. Whatever ranking algorithm is used, if it systematically places certain airlines’ flights on initial screens and other airlines’ flights on later screens, the system will exhibit technical bias.



2.3 Emergent Bias

While it is almost always possible to identify preexisting bias and technical bias in a system design at the time of creation or implementation, emergent bias arises only in a context of use. This bias typically emerges sometime after a design is completed, as a result of changing societal knowledge, population, or cultural values. Using the example of an automated airline reservation system, envision a hypothetical system designed for a group of airlines all of whom serve national routes. Consider what might occur if that system was extended to include international airlines. A flight-ranking algorithm that favors online flights when applied in the original context with national airlines leads to no systematic unfairness. However, in the new context with international airlines, the automated system would place these airlines at a disadvantage and, thus, comprise a case of emergent bias. User interfaces are likely to be particularly prone to emergent bias because interfaces by design seek to reflect the capacities, character, and habits of prospective users. Thus, a shift in context of use may well create difficulties for a new set of users.
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1. Introduction

According to a 2018 Pew Research Center survey, 40% of people believe that algorithmic decision-making can be objective, free from the biases that plague human decision-making.
1
 Reading this result, one might reasonably ask what it really means for an algorithm to be objective and free from bias: what does it mean for an algorithm to be value-free? There are at least three interpretations of this question. On the least sophisticated interpretation, we are asking whether algorithms operate wholly free of any influence of human values. The algorithms—we might answer—are just math, the data on which they operate are just facts; at no point in explaining their operation do we need to make reference to human values whatsoever. This, however, seems obviously false. Problematic social patterns unquestionably exist and are necessarily encoded in the data on which algorithms operate.
2
 On a second and slightly more sophisticated interpretation, we might recognize the unavoidable encoding of such patterns in the data, and ask instead whether the algorithms themselves, their designs, are value-free. And here we might answer that even if the data upon which the algorithms operate are shaped by human values, perhaps the engineers are still doing the best with what they are given by making value-free design decisions. On the other hand, we might reason that algorithms often fail to be value-free because their all-too-human engineers are subject to worldly pressures that in fact command the importation of human values: say, for example, the pressure to produce the highest profits for one’s company. On this reasoning, algorithms could be value-free in principle, however—as a descriptive fact—they are not. There exists still a third interpretation of the question, on which we ask whether it is really possible for algorithms to be value-free even in principle. That is, is it possible for even a superhuman engineer—one impervious to worldly, self-interested pursuits—to produce an algorithm that is value-free? It is this third possibility that occupies me in this paper: when I ask if algorithms are value-free, I am asking whether values are constitutive of the very operation of algorithmic decision-making, such that on no idealized conception could they be value-free.
3


Debates about at what point (if any) values can and should enter a decision-making procedure have been popular in various areas of philosophy. For example, the issue of to what extent epistemic norms in belief formation could be affected by practical and moral aims has been widely discussed in literature on both pragmatic and moral encroachment.
4
 In philosophy of science, prominent debates continue to unfold concerning whether values can shape not only the research programs scientists choose to pursue, but also practices internal to scientific inquiry itself, such as evidence gathering, theory confirmation, and scientific inference.
5
 Ultimately, this is a debate about whether values are a constitutive feature of scientific inductions. Like scientific inductions, machine learning programs use evidence (or known data) to form predictions (or generalizations to new phenomena).
6
 Thus, there exists a natural but underexplored comparison between debates about objectivity in scientific inquiry and machine learning. In this paper, I take up this comparison by adopting arguments against the value-free ideal in science and extending them to the domain of machine learning. In so doing, I explore the extent to which machine learning algorithms are, can be, or should be value-free.

The literature concerning debates about values in science and the literature surveying philosophical perspectives on the use of machine learning programs are independently extremely vast. Thus, a comprehensive application of the former to the latter is well beyond the scope of any one paper. Instead, the aim of this paper is to build a bridge between two domains I anticipate will have much to contribute to one another. I begin this task by demonstrating how prominent arguments against the notion of scientific objectivity in the form of the problem of induction, underdetermination by evidence, arguments against demarcation, and the argument from inductive risk all straightforwardly apply to simple cases of machine learning use. My hope is that these comparisons will facilitate continued predictive and explanatory exchange between the algorithmic and scientific domains.

…



2. Origins of the Value-Free Ideal

In this section, I want to trace the historical progression of a pursuit of objectivity in scientific inquiry, and explore how it applies to the domain of machine learning. The unifying feature of the two domains is that both rely on induction. I regard as inductive any inference that is ampliative, i.e., that goes beyond the information given in the premises. This includes any inference that is non-deductive, and extends to both enumerative inductions, i.e., those that generalize from known instances to novel instances, and abductions, i.e., inferences to the best explanation. As we’ll see, inductive inference is critical to both scientific theorizing and machine learning.

I start by discussing a notion of objectivity in induction that is undoubtably too strong, but seems surprisingly widespread in folk conceptions of scientific practice. This is a form of objectivity that Antony (2001, 2006, 2016)’s calls “Dragnet objectivity.” The notion comes from the 1950s-1960s TV cop show Dragnet, in which Los Angeles Police Sgt. Joe Friday disciplines himself “to consider just the facts—the raw, undisputed data of the matter, unadorned with personal speculation and uncorrupted by emotional interest in the case,” a strategy encapsulated in his famous catch-phrase “just the facts, Ma’am.”
7
 Applying this idea to scientific inference, the claim is that scientists should aim to favor hypotheses on the basis of “just the facts,” without the influence of personal values. Applying this idea to machine learning, one can easily see why algorithmic decision-making is thought to be more objective than human decision-making, since such programs are built to learn from raw data without the interference of personal speculation or emotional interest.

Although it makes for a quaint picture, Dragnet objectivity is an impossible model of scientific inquiry. The reason is that “raw data” by itself inevitably underdetermines various conclusions we might draw about some subject matter.
8
 If ever we considered literally just the facts, we would never be able to draw inductive conclusions. Indeed, not even Sgt. Friday used Dragnet objectivity strictly speaking, since no human could. Induction is useful precisely because it is ampliative—it allows us to go beyond what is given to learn informative facts about the world.
9
 Crucially, the evidence itself is always and in principle consistent with an indefinite (possibly infinite) number of different conclusions we could draw. No finite amount of data will ever be able to narrow the hypothesis space to one, since there will always be more than one hypothesis consistent with the data.
10
 This is known as the problem of underdetermination of theory by evidence, and its roots can be traced back to another famous problem: Hume’s problem of induction. To understand fully Hume’s problem and the implications of it for the discussion of values, it helps to contrast properties of inductive and deductive arguments. Induction differs from deduction in two important ways. The first, which is often mistakenly taken to be the essence of Hume’s problem, is that induction, unlike deduction, fails to guarantee truth. Because the conclusions of deductive arguments are always in some sense contained in their premises, if the premises are true, then the conclusion is guaranteed to be true. Inductions, on the other hand, are merely taken to provide probable support for some conclusion. If the premises of an inductive argument provide a confidence of 99% certainty in some conclusion, that still leaves 1% chance the conclusion could be false. So, in all inductions, there’s a chance we could get things wrong.

However, this was not Hume’s problem. Hume’s problem concerns the second way in which induction differs from deduction: in justification. The justification of deduction is a priori and necessary. The justification of induction is not. Arguably, the justification of induction is contingent—it depends on the world being a certain way.
11
 Thus, the problem with induction isn’t that our degree of support always allows some room to be wrong, it’s that there appears to be nothing to justify why known instances would provide support to any degree whatsoever to predictions of unknown instances. There’s nothing logically at odds with the world suddenly becoming drastically different. Thus, whether some premises provide support for some conclusion depends on certain contingent features of the world, e.g., that the world continue to remain uniform and exhibit the patterns we’ve seen in the past and that are encoded in the premises. The problems of induction and of underdetermination generalize to any inductive procedure that attempts to use patterns present in evidence to make predictions about novel cases. Such inductive procedures are a critical aspect of scientific theorizing, but they’re also a fundamental feature of machine learning. As we’ll see, the feminist arguments in this paper stem ultimately from these related problems of induction and underdetermination.

[…]

The debate within philosophy of science regarding the value-free ideal has centered around precisely this question. It’s not a question of whether scientists must adopt some assumptions—reasons we’ve discussed render that point undebatable—rather, it’s one about which assumptions scientists ought to adopt. In other words, a debate about which canons are acceptable and which are impermissible. A canonical answer to this question was provided by Thomas Kuhn. Kuhn (1962) famously argued that various scientific re-search programs come with their own package of assumptions on which to base scientific inferences, what he called a “scientific paradigm.” Crucially, he additionally claimed that the only standards by which to evaluate these assumptions exist within the paradigms themselves.

[…]

It helps to take stock of the dialectic at this point. We began with a notion of objectivity that was a (surprisingly popular) caricature of science: Dragnet objectivity. According to this stereotype, science is a lot like deduction. When presented with the evidence that the world provides—just the facts—we immediately (or a priori and with certainty) know what conclusion is entailed by those facts. However, as we saw from the problems of induction and underdetermination, science is not like—and in principle cannot be—deduction.
12
18 Evidence alone (irrespective of canons of inference) is insufficient to establish ampliative conclusions. Thus emerged a more substantial and interesting target view of science: the value-free ideal. According to this view, we accept that both evidence and canons are essential to scientific inference, but we retain the value-free ideal of science by restricting the canons to just those values that are properly epistemic and preclude any canons that are shaped by social, ethical, or political values. Again, this is intended as a theory of what is possible in principle. That as a matter of descriptive fact scientists often fall short of this aim won’t do much to thwart the ideal. Thus, arguments against the value-free ideal in science strive to show that even in principle, this ideal is unattainable.

[…]

The final critical insight of this section comes from recognizing that as inductive decision-making procedures, machine learning programs are subject to these same problems of induction and underdetermination. As the discussion of Kuhn brings out, like in the case of induction more generally, there will be no one solution to these problems in the domain of machine learning programs. To put the point bluntly, there can be no algorithm for building algorithms.
13
 In fact, computer scientists are likely familiar with many of the points made here already, though perhaps not under the guise of Kuhnian theory.
14
 Model builders undoubtably recognize that there are many different, yet acceptable ways to build predictive models.
15
 There are of course norms within the professional community that go a large way toward restricting the domain of acceptable methods—these norms arguably comprise a Kuhnian paradigm. However, these norms cannot determinately settle every question, and some decisions about how these choice points play out ultimately depend on the goals of the predictive model together with individual aims of model builders. They might have to, say, choose between various types of regression models or make decisions about what cost functions to adopt. These can be interpreted as computer scientists having to make decisions about what canons to adopt. If program engineers adhere to the value-free ideal, then they’re apt to produce programs that draw conclusions from some dataset in ways that maximize accuracy, fruitfulness, consistency, breadth of scope, and simplicity. The claim made at the beginning of this paper that algorithms are objective is, thus, charitably interpreted as the claim that so long as the decision points program engineers are responsible for are resolved in ways adhering to these canons, the algorithm itself is regarded as value-free.

[…]



3. Against the Value-Free Ideal

[…]


3.1 The Argument Against Demarcation

[…]

Crucially, the arguments against demarcation seem to apply equally well in the case of machine learning. As mentioned in the previous section, machine learning engineers will have certain decision points left up to them. Ultimately, the decision to use some data analysis method over others will depend on the aims of the program and the goals of the programmer. Here, the question of how to justify some methods over others will likely be answered by appeal to the value-free ideal: the decisions to, say, use a parametric rather than a non-parametric model might be guided by the fact that the former is simpler than the latter.
16
 Alternatively, one might adopt a non-parametric model due to its flexibility, opting for a predictive model that more closely aligns with ontological heterogeneity. Crucially, the rationale for choosing one over the other seems itself open to scrutiny and calls for justification. It is in providing this further justification that program engineers will likely have to appeal to facts that go beyond the purely epistemic.
17
 They often include considerations about the overall aim of the program and the context in which it is intended to be used, facts which themselves depend on social and political factors. According to the justification argument against demarcation, any further justification that involves social or ethical considerations will render even those first-order decisions value-laden in significant ways. Moreover, from the constitutive argument against demarcation, even abiding by a seemingly pure epistemic list of considerations when making design decisions might usher in socio-political values. A straightforward example of this is in the selection of a loss function: this selection ideally corresponds to actual expected loss in making an incorrect prediction; in this way, we want the function to accurately approximate loss. However, there are many dimensions on which to measure actual loss, corresponding inevitably to value-laden features of the world. Adoption of any particular loss function so as to approximate real-world loss will, according to the constitutive argument, necessarily imbibe those loss functions with the very socio-political values of the real-world losses.

Whereas I’ve described the demarcation argument(s) as related to Hume’s problem of induction and the fact that inductions (unlike deductions) are contingent, justified only relative to the world’s being a certain way, the next argument from feminist philosophy of science against the value-free ideal focuses on the other way induction differs from deduction: in the potential for getting things wrong. According to this argument, any inductive reasoning must always culminate in a decision that involves ethical considerations. This is because at some point in the chain of justification, one must consider the possibility that the prediction being made might get things wrong, a risk that inevitably comes with social and ethical costs. It is the consideration of this risk and the consequences these arguments have for the value-free ideal that I turn to next.



3.2 The Argument from Inductive Risk

[…]

The argument from inductive risk can be traced back to Richard Rudner, who states:


[S]ince no scientific hypothesis is ever completely verified, in accepting a hypothesis the scientist must make the decision that the evidence is sufficiently strong or that the probability is sufficiently high to warrant the acceptance of the hypothesis. Obviously our decision regarding the evidence and respecting how strong is “strong enough”, is going to be a function of the importance, in the typically ethical sense, of making a mistake in accepting or rejecting the hypothesis. … How sure we need to be before we accept a hypothesis will depend on how serious a mistake would be.

18




The idea here is that, contra the value-free ideal, ethical values have a legitimate and necessary role to play in guiding scientific inference, because they establish confidence thresholds for ultimately accepting or rejecting a given hypothesis or prediction. This point is made obvious by comparing two hypothetical scenarios. Imagine that in one case, engineers are responsible for producing seat belt buckles, while in another scenario, engineers are responsible for producing pant belt buckles.
19
 In both cases the engineers run the risk of getting things wrong in producing defective buckles, but the consequences of getting things wrong in the former case are much more dire than those of the latter. Clearly the threshold for confirmation in the two cases should not be the same: we should demand a much higher degree of confidence in the engineers’ hypotheses in the first scenario than in the second. Proponents of the argument from inductive risk insist that the threshold for confidence can only be established by appeal to ethical values, thus rendering the decision to adopt any particular hypothesis value-laden.

[…]

In sum, not only do scientists have to take into consideration the risk of getting things wrong whenever they perform an inference to some hypothesis, but also they have to keep in mind the influence that that wrong hypothesis will have in communities in which their judgment is regarded as expertise. Importantly, all these points apply equally well, if not more so, in the case of machine learning programs. Consider a minimal pair similar to Rudner’s original case, but now in the domain of machine learning. For example, imagine you’re tasked with building an image recognition program to distinguish human shapes from non-human shapes. The level of inaccuracy you should tolerate will depend on the use to which your algorithm will be put. If it is to be implemented in an office complex as a trigger to activate the automated lights, 75% accuracy would be inconvenient, but acceptable. However, if it is to be implemented in a self-driving car to prevent pedestrian collisions, you should demand near perfection. Algorithmic design decisions about how to manage error therefore inherently involve values. We also see the analogue of Douglas’s point in this domain: not only do machine learning programs run the risk of getting things wrong (a risk the negative consequences of which have been well-documented within the machine learning activist communities), but also because of the computational prowess, efficiency, and ubiquity of machine learning programs, we can expect the effects of their judgments to be wide-reaching and vast, likely more so than any individual scientist’s judgments.
20
 Thus, in building machine learning programs, it seems it is not sufficient that a program engineer merely adopt an aim of achieving some traditional canon like accuracy, since there’s no such thing as accuracy neat. Instead, how accurate is accurate enough necessarily involves some determination of the ethical consequences of getting things wrong.

[…]




Notes


	Smith 2018. 58% of respondents believe that computer programs will always reflect human biases.

	I discuss the relationship between these problematic social patterns and the operation of algorithmic bias in more detail in Johnson, 2020a.

	Even this question will require some further precisification. In our academic musings, we can no doubt conjure up imagined algorithms operating on entirely fictitious data sets, whose decisions are totally divorced from real-world use. I’m not interested in asking whether those algorithms can be value-free. The set of algorithms that I am interested in includes paradigmatically algorithms that are used to replace or supplement human decision-making, that operate on real-world data, and whose decisions come to impact other human agents. Although possibly failing to include all conceivable algorithms, I still expect this class to be quite expansive, and certainly to include the algorithms that take center stage in discussions of algorithmic fairness and bias. I return to this point about the range of conceivable algorithms at the end of the paper.

	See Stanley 2005, Fantl and Mcgrath 2007, Moss 2018, Basu 2018, 2019, Bolinger 2018, Gardner 2017, and Munton 2017, 2019a,b, among others.

	See Rudner 1953, Levi 1960, Douglas 2000, 2009, 2016, Rooney 1992, and Longino 1995, 1996, among others.

	Here and throughout I use ‘machine learning programs’, ‘algorithmic decision-making’, and ‘algorithms’ to pick out a broad class of automated programs that function by capitalizing on or “learning” from patterns manifest in the data on which they are trained in order to build a predictive model. This includes a wide range of machine learning programs, including supervised, unsupervised, and reinforcement learning programs.

	Antony 2006, 58.

	This is even granting the idea that data could be “raw” in some robust sense, presumably unadulterated by human collection practices. For a range of criticisms, see Gitelman 2013.

	The notion of Dragnet objectivity is intended to demonstrate an uncontroversial philosophical point: a list of facts alone will not allow us to form ampliative conclusions. It’s uncontroversial because one, it’s definitional on ‘ampliative’, and two, even the most stringent and traditional epistemological views will agree to it. For example, even objective Bayesians will agree that something more is needed beyond merely a fixed body of evidence, namely some procedure for updating in light of that evidence (for the Bayesian, Bayes’ Rule).

	To put the point succinctly, for any theory T that is consistent with some body of observed evidence E, we can imagine another theory T’ according to which E makes it seem like T is true, but it isn’t. Evil demons and brains in vats are common resources for philosophers constructing such cases.

	This is admittedly controversial. Norton (2003, 650, 666–669) makes a compelling case by adopting what he calls the material theory of induction, according to which “all inductions ultimately derive their licenses from facts pertinent to the matter of the induction”, and demonstrating how it might evade the problem of induction. Of course, objective Bayesians, inductive rationalists, and logical probability theorists might all disagree. For notable critiques of these views, see the literature cited in footnote 30.

	I don’t mean that scientists never rely on deduction, only that induction is the canonical form of scientific inference.

	This slogan, like most slogans, favors rhetoric at the expense of precision. It relies on an equivocation: I mean ‘algorithm’ in the first use of the word in the way Kuhn (1977, 359) means it when he says that an “algorithm able to dictate rational, unanimous [theory] choice” is “not quite [an] attainable ideal.” The second use refers to the machine learning algorithms that are the target of this paper. The idea of the slogan is that you can (of course) write algorithms for building algorithms for something or other. What you can’t do is write an algorithm for building algorithms for any arbitrary problem. And the problem of how machine learning algorithms should respond to data across the board—like the problem of determining what theory to adopt given some arbitrary set of evidence—is one of the latter problems.

	It’s often thought that Hume’s problem of induction resurfaces in the domain of machine learning in the form of the No Free Lunch Theorem (see, for example, Giraud-Carrier and Provost 2005, 2, Domingos 2012, 81, and Wolpert 2013, 2). I’m compelled by arguments made by Lauc (2019) that the NFL is more closely akin to Goodman (1955)’s New Riddle of Induction, though that too famously connected to Hume’s problem in ways discussed. Either way, both interpretations lead to the result, argued for here, that in the domain of machine learning, “there is no learning without bias, there is no learning without knowledge.” (Lauc 2019, 484, echoing Domingos 2015, 64). For a greater discussion of these points, see Dotan 2020, where the NFL is used to motivated conclusions similar to those of this paper. Thanks to Kathleen Creel for helpful discussions about these points.

	The point applies to scientific modeling more generally. See, for example, Weisberg 2007.

	Of course, what simplicity ultimately amounts to is itself an elusive question in the history of philosophy of science.

	This point can be bolstered by literature on probabilistic reasoning more generally that converges on a similar point. A small sampling of that literature includes Ramsey (1989)’s criticism of Keynes that there are no objective probabilities, Carnap’s failure in constructing a purely formal foundation of inductive logic (for summary, see Zabell 2011), Titelbaum (2010)’s rejection of a purely objective notion of evidential support, and Fallis and Lewis (2016)’s critique of purely objective measures of probabilistic accuracy, among many others. Thanks to Branden Fitelson for pointing me to this literature.

	Rudner 1953, 2, emphasis in original.

	This is an adaption of Rudner (1953, 2)’s original case.

	For a broad discussion of the impacts of algorithmic decision making on discrimination, law, and policy, see Barocas and Selbst 2016, Kroll et al. 2017, Selbst et al. 2019, and Abebe et al. 2020, as well as other scholarship produced in association with the Fairness, Accountability, and Transparency in Machine Learning (FAT* ML) community.
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