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      Introduction

      
         
         
         
      

      
      Most archivists would agree that the reason we collect and preserve the materials
         in our collections is so that they can be accessed and used. However, for the majority
         of researchers, it is the descriptions of collections that must first be successfully
         accessed and understood in order to locate the right materials. Effective access depends
         on good description. However, what constitutes “good” description—or, perhaps, “good
         enough” description—is a topic of constant and necessary discussion in the profession.
         An essential part of that discussion is how best to tackle creating those descriptions.
         How should limited resources be used or supplemented? What strategies or approaches
         should be employed? What kinds of descriptions make the most sense to the most people
         looking for the kinds of materials we have? At what level—collection, series, folder,
         or item—should materials be described? Technology plays a key role in both facilitating
         description and in making it accessible. What tools make sense for different kinds
         of archives and how can they be used? The answers to those questions are as diverse
         as the range of repositories responsible for historical collections.
      

      
      Description:   Innovative   Practices   for   Archives   and   Special   Collections  explores how archives of different sizes and types have approached these questions,
         all with the common goal of increasing the accessibility of their holdings. These
         case studies show a range of concerns and strategies, but all were selected because
         they demonstrate ideas that could be transferred into many other settings. They can
         serve as models, sources of inspiration, or starting points for new discussions. This
         volume is useful to those working in archives and special collections as well as other
         cultural heritage organizations and provides ideas ranging from those that require
         long-term planning and coordination to ones that can be immediately implemented. It
         also provides students and educators in archives, library, and public history graduate
         programs a resource for understanding the varieties of ways materials are being described
         in the field today and the kinds of strategies archivists are using to ensure collections
         can be found by the people who want to use them. 
      

      
      About the Innovative Practices Series

      
      I debated with myself for some time over the title of this series,  Innovative   Practices   for   Archives   and   Special   Collections. After all, what is innovative and new to one person is often standard procedure
         to another. Another option was to call them “best practices” and follow the model
         of a series of similar books from the same publisher featuring case studies from libraries.
         But “best practices” seemed equally problematic. In a field that seems to embrace
         the phrase “it depends” as a mantra, putting forward the experience of any one archive
         as best practice seemed ill advised. 
      

      
      It is the very diversity of our field, though, that caused me to stick with my “innovative”
         label rather than shying away from it. There are new ideas in these books, or at least
         ideas that will be new to many readers. My philosophy in selecting case studies for
         the books in this series has been to keep in mind a broad spectrum of readers and
         to position the series so that it will be as valuable as possible for a diverse audience.
         In each book you will find case studies from both big organizations and small ones.
         Some of the creative ideas are being implemented with costly tools and robust infrastructures,
         and others are being done on a shoestring. In determining what to include, I wanted
         to ensure that every case study incorporates ideas that are transferrable, even if
         the specific implementation might not be. 
      

      
      This commitment to making the series broadly valuable and practical has meant striving
         for a balance that favors more approachable innovations over implementations that
         are aggressively on the cutting edge. The ideas presented here are within the reach
         of most archives and special collections—if not right away, then in the near future.
         They represent the creativity and commitment to serving and expanding our audiences
         that I think are the defining characteristics of the archival profession in the early
         21st century. 
      

      
       Because archival functions and processes are interrelated and don’t always fit neatly
         into compartments, and because most archivists perform several of them in the course
         of their daily work, the contents of each of the volumes in this series has both its
         own clear focus and overlapping relationships with the others. Case studies in reference
         and access touch inevitably on description and outreach. Since the overarching purpose
         of description is to facilitate use, issues relating to reference, access, and outreach
         are components of the case studies in that volume. The overlap of the management volume
         with all of the others should not be surprising, though the focus of the case studies
         there are more explicitly on management issues. These interrelationships are inevitable
         given the nature of archival work, and most practitioners and students will find all
         of the volumes useful.
      

      
       Just as the activities archivists undertake depend on each other, so have I depended
         on the assistance of my friends and colleagues who generously agreed to review the
         case studies. My thanks to Rodney Carter, Amy Cooper Cary, Mary Manning, and Tanya
         Zanish-Belcher for the time and careful consideration they have given to improving
         the books in this series.
      

      
      About the Description Case Studies 

      
      Deconstructing description into its essential elements, and including case studies
         that addressed all of these elements, provides an overarching rationale for the selection
         of contributions to this volume. In a broad sense, the description function can be
         broken down by considering: 
      

      
      
         	
            
            What is being described?

         

         
         	
            Who is doing the work?

         

         
         	
            How is the work being done?

         

         
         	
            How are the descriptions made available?

         

      

      
      The authors of the case studies in this collection answer those questions in a variety
         of ways, but each has found solutions that worked for his or her own needs. Although
         the use of standards enters into most of their discussions, standards by themselves
         don’t dictate uniformity of solutions. All the authors have approached their problems
         by considering what will work best in their own environments and for their users.
         Internal needs for better description often play a role as well; increased intellectual
         control can be used to more effectively manage and provide reference services for
         collections. But perhaps the common thread running through all of these examples of
         innovative practices is a commitment to increasing the discoverability of archival
         collections. In what ways, then, do the case studies in this collection demonstrate
         innovation in these aspects of description? 
      

      
       Several case studies show different approaches to the question of what should be
         described. The article contributed by Erin Faulder, Veronica Martzahl, and Eliot Wilczek
         about their experience implementing Encoded Archival Context (EAC) at Tufts University,
         as well as Clare Paterson’s case study about the Empowering the User project at the
         University of Glasgow, both reflect the recent trend in archival description to describe
         the creators and contributors to collections, as well as the materials themselves.
         Both projects also explored, with similar conclusions, the viability of describing
         functions separately from the materials that resulted from them. 
      

      
       Given its prominence in the professional discourse, solutions to the problem of efficiently
         describing materials in processing backlogs are necessary to include. Matthew B. Gorham
         and Chela Scott Weber describe their experiences conducting a comprehensive collections
         survey at the Brooklyn Historical Society. Eira Tansey shares a solution to a problem
         of a different kind: her multistage approach to migrating a backlog of finding aids
         into formats for 21st-century access, as well as for strategically approaching the
         backlog of undescribed collections at Tulane University’s Louisiana Research Collection.
         
      

      
       The description of single items has not traditionally been a priority in most archival
         repositories, but James Gerencser relates how access to easy-to-use technology inspired
         the Dickinson College Archives and Special Collections to tackle describing a long-standing
         legacy of single items with the goal of attracting new users. Similarly, a collection
         of ephemera at the University of Alberta with both a long history and an active acquisition
         policy inspires a pragmatic approach to item-level cataloging. Technology serves as
         both a platform and a driver for Kelcy Shepherd and Kate Gerrity’s case study on establishing
         workflows for description of digitized materials at Amherst College and for Jackie
         Dean and Meg Tuomala’s report on their progress describing born-digital collections
         at the University of North Carolina at Chapel Hill. 
      

      
         Although professionally trained archivists and special collections librarians are
         primarily responsible for the final products of descriptive processes, using a variety
         of people to contribute to or create descriptive information is another way archives
         are exploring new ways to approach description. Crowdsourcing is a strategy much on
         the minds of many archivists, and Zoё D’Arcy discusses the success of “the Hive” at
         the National Archives of Australia in harnessing volunteer labor online to help make
         creator-supplied inventory lists accessible and searchable. Evyn Kropf needed to find
         a way to engage a very different kind of “crowd” to assist in the cataloging of Islamic
         manuscripts at the University of Michigan, and her case study discusses both their
         successful and less-successful attempts to do so. 
      

      
       Kristjana Kristinsdóttir relates a radical approach to the problems of scale and
         limited resources by the National Archives of Iceland: making records creators responsible
         for the arrangement and description of their records, to archival standards, prior
         to their accession into the archives. Through a gradual exploration of policies and
         approaches, as well as patient work, Kristinsdóttir has a successful model that may
         work in other settings. 
      

      
       Good communication and training were key to the eventual success at the National
         Archives of Iceland, and Tansey brings up those factors again as key to success in
         working with the vendors who supported parts of the finding aid migration project
         at Tulane. An important aspect of Shepherd and Gerrity’s case study about the description
         of digitized materials is the use of library cataloging staff to create item-level
         metadata and the adjustments that were necessary when making that shift. Employing
         graduate students to assist in archival processing is a common practice, but the case
         studies from Kropf and Tansey, as well as Farnel, Cole, Desmarais, Holizki, and Papineau
         at the University of Alberta, all discuss how descriptive projects were specifically
         designed to best take advantage of the skills the students had to offer. Gerencser
         goes further, outlining a project that was not only designed to be staffed primarily
         by undergraduate students but also for which undergraduate learning is seen as a key
         outcome. 
      

      
       The question of how the description work described in the case studies was carried
         out has answers as individual as the approaches they describe, and in many ways those
         approaches were shaped by the resources available. Some, like the work at the Brooklyn
         Historical Society and the University of Michigan, were funded by grants and involved
         the hiring of project staff. Grant funding also allowed the projects at Tufts and
         Glasgow University to create the technological environments they needed to create
         and publish EAC records. Securing additional funding at Tulane allowed Tansey to tap
         into an existing relationship with vendors to help support finding aid migration.
         In contrast, the other projects shared in the book demonstrate the creative use of
         existing funds and resources to explore new models for getting materials described.
         
      

      
      Systems of some kind provide the infrastructure necessary for creating and sharing
         descriptions. The projects at the University of Alberta and Dickinson College take
         advantage of systems already in use to support description in new ways, while dedicated
         project sites were created for “the Hive” and Empowering the User. Open-source tools
         are used by some institutions—the Archivists’ Toolkit at the Brooklyn Historical Society
         and Amherst College, and Archon at Tulane—while for others, propriety systems make
         more sense. 
      

      
      Another way to consider the work discussed in the case studies is whether they represent
         projects or changes to the program. The projects at Brooklyn, Michigan, Glasgow, and
         Tulane are just that: projects, with defined starting and ending points. On the other
         hand, the innovative practices displayed by Tufts, Amherst, University of Alberta,
         Dickinson College, University of North Carolina at Chapel Hill, and the National Archives
         of Iceland were integrated, or are planned to be integrated, into standard workflows.
         For the majority in both cases, however, the work outlined in the case studies has
         generated policies and practices that are being integrated into the regular descriptive
         workflows of the repository.
      

      
       Because increased access is the goal of all these innovative descriptive practices,
         all the products they created are being made available online, often in more than
         one way. Some are using software like LibGuides (University of Alberta), Drupal (Dickinson),
         or WordPress (Brooklyn Historical Society), while others are using unique websites
         (the National Archives of Australia, University of Michigan, and the University of
         Glasgow). Some practices result in the creation of traditional finding aids, while
         others create descriptions in other formats. In most cases, descriptive information
         is being shared through the existing online catalog or website, often in addition
         to other platforms. Increasing discoverability, within resource limitations, is a
         factor all the authors considered, and for all of them the primary platform for discovery
         is the web. 
      

      
      Although each case study in this collection describes a specific response to a challenge
         or opportunity, I think each also reflects a philosophy of experimentation that is
         perhaps the most critical ingredient necessary for any organization interested in
         developing its own “innovative” practices. In this regard, I hope this book and the
         others in the series encourage all readers to consider how their own work could benefit
         from the exploration of new ideas and tools. This series of books can, by definition,
         include only a small sample of the kinds of approaches being developed by archives
         and special collections around the world to meet the challenges of staying relevant
         and adaptable in today’s complex environment. These case studies give readers many
         useful ideas to consider—and quite possibly the inspiration to come up with tomorrow’s
         innovations.
      

      
      
   
      Chapter 1

      “The Hive”

      
         
         
         
          Zoë D’Arcy, National Archives of Australia 

         
         Crowdsourcing the Description of Collections

         
         
      

      
      In recent years, many galleries, libraries, archives, and museums (or GLAMs) have
         developed a wide range of crowdsourcing websites in an effort to capitalize on public
         interest to enhance and enrich their collections. Merriam-Webster’s dictionary defines
         crowdsourcing as “the practice of obtaining needed services, ideas, or content by
         soliciting contributions from a large group of people, and especially from an online
         community, rather than from traditional employees or suppliers.”[1]  The crowdsourcing projects undertaken by GLAMs have taken many forms, from tagging
         and identifying the content in photos on sites like the Flickr Commons to “georectifying”
         maps on tools like the New York Public Library’s Map Warper.[2]  However, one of the most commons ways GLAMS have harnessed the contributions of
         the “crowd” has been to offer images of textual materials for the public to transcribe.
      

      
      In late 2012, the National Archives of Australia launched a website called “the arcHive,”
         (http://transcribe.naa.gov.au/). Also known as “the Hive,” this crowdsourcing initiative
         sought to draw upon the willingness of people to help produce usable text for researchers,
         but this project’s goal is also to engage the public more directly in the work of
         the archives. The Hive encourages members of the public to assist the National Archives
         in creating usable descriptions of materials in the backlog of collections that aren’t
         listed on our online database, RecordSearch. The ultimate aim of the project is to
         use this crowdsourced data entry to increase the number of descriptions that are available
         in RecordSearch.
      

      
      An online community has sprung up around the Hive and those who work daily on the
         site, and who are therefore improving access to the Archives’ collection for other
         researchers. The Hive has much in common with other transcription projects, but it
         is unusual in that it challenges the assumption that online public engagement with
         archival records is limited to being at the very end of the access process. Although
         our path to involving the crowd in the work of our professional archivists has not
         always been a smooth one, our results show that this approach has significant potential
         for generating both the engagement with the public that other transcription projects
         do and also for offering a meaningful contribution to solving the problem of describing
         materials in collections backlogs.
      

      
      Planning

      
      The Hive was launched as one of the Archives’ Labs Environment projects. The Labs
         Environment features small-scale projects that enable the Archives to explore new
         ideas and technologies in a low-cost, low-risk way.[3]  The Hive website was conceived as a way of assisting our experiment with public
         transcription in a way that might also assist us in meeting a key performance target.
      

      
      We envisioned the Hive as an innovative way to facilitate description of our collection
         at the file level.[4]  The National Archives of Australia has only about 25 percent of its collection described
         (and therefore easily discoverable) on its collection database, RecordSearch. This
         equates to 10 million files or objects from a collection that comprises about 40 million
         files or objects. The scale of the Archives’ collection is enormous. A few years ago,
         a staff member calculated that with current resources and using current description
         techniques, it would take the Archives 200 years to get its collection fully described
         at the file level. Despite this, we at the Archives have set ourselves a challenging
         target—to have the entire collection described on RecordSearch by the year 2030.
      

      
      To help meet this target, we wanted to take advantage of the availability of consignment
         lists—listings at the file level that accompany each series of records when they are
         transferred to the Archives. In theory, a consignment list is supposed to exist for
         each series of records, so there are probably around 100,000 lists that we can draw
         upon to help jump-start our descriptive process. This approach represented a change
         in how we thought about the value of consignment lists, which traditionally have been
         used by Archives staff not to describe the collection but to help our most dedicated
         researchers find materials that weren’t described on RecordSearch.
      

      
      The consignment lists haven’t previously been used to describe the collection because
         they are of varying quality. For instance, records transferred to the Archives in
         the 1950s only sometimes had consignment lists, and those lists tended to be handwritten
         with limited information about each file. Sometimes there might only be a number for
         each file or other information that was seemingly meaningless to most users. As record-transfer
         processes improved, so did the consignment lists. By the 1980s, the Archives’ record
         depositors were required to provide typed or computer-printed consignment lists, so
         that they could be stringently checked for accuracy, and the title descriptions were
         generally of a high standard. This variability has meant that instead of using these
         lists for description, the process of records description has, up until now, been
         a time-consuming job that requires Archives staff to pull boxes off shelves and enter
         the descriptive data by looking at the files themselves.
      

      
      However, researchers don’t have the same opportunity to go through the contents of
         all the boxes on our shelves, and so the consignment lists have remained an important
         tool to give those who want to explore an unlisted series in our collection a glimpse
         of the records. Until recently, providing access to those consignment lists has always
         been a service limited to researchers in our Reading Rooms. As most of our researchers
         are online rather than visiting us in person, any knowledge gleaned from access to
         the lists was thus only made available to a small percentage of people. Recognizing
         this disparity, as well as how valuable the lists would be to all researchers, a proposal
         was made by staff who work with researchers that the lists be digitized and made available
         online to the public. This would also make the work of Reading Room staff to provide
         access to consignment lists more sustainable. Digitizing the lists was quickly recognized
         as an initiative that had the potential to benefit the Archives in many ways.
      

      
      There was some uncertainty at first about where the scanned consignment lists could
         and should be posted. There was consensus that RecordSearch wasn’t the place to put
         consignment lists, as it might be unclear to researchers that these images were listings
         of records rather than the records themselves. (Just over 3 percent of the materials
         listed in RecordSearch also have digital images of the records that can be viewed
         by the public.) Staff, particularly those who worked on collection description, were
         also well aware of the potential inaccuracies of the consignment lists and were concerned
         about providing this “raw” information on our official catalog. Keeping that information
         separate from RecordSearch seemed like a good risk control, and so the idea of a separate
         website for the lists was born. However, while the Hive was that website, it was designed
         from the start so that it could still enhance collection description work.
      

      
      With the Labs Environment in place, we had an ideal structure available for creating
         and hosting a separate website for the consignment lists. We also determined that
         creating a new site for the consignment lists gave the Archives an ideal opportunity
         to explore the usefulness of some other new tools that had often been discussed within
         the organization but until that time were untried.
      

      
      First, we wanted to try scanning the consignment list pages using Optical Character
         Recognition (OCR). RecordSearch currently only provides digital access to the content
         of collections in the form of scanned images. The only fields that can be searched
         to discover records are the limited metadata (such as the file and series names and
         numbers, file date range, or name of the government agency) that Archives staff members
         have entered. Using OCR scanning technologies and making the content of the records
         full-text searchable has been discussed at the Archives for many years, but no trial
         of how useful it could be had ever been conducted. We knew, of course, that OCR technology
         is in no way perfect. Even clear typewritten material is only likely to be interpreted
         at about 90 percent accuracy, and handwriting comes out as gobbledygook. OCR would
         work well for newer consignment lists but not so well for older, handwritten lists.
         
      

      
      Second, we were excited about using the Hive as an opportunity to explore the possibilities
         of crowdsourcing. Using willing members of the public to correct the inaccuracies
         of OCR has been used in a few projects, notably the National Library of Australia’s
         Newspapers project, now part of its online catalog Trove.[5]  The Archives had some experience of crowdsourcing stories from the public to complement
         collection material—for instance, our 2009 project “Mapping Our Anzacs.”[6]  But we had never before asked for the public’s assistance with transcription, so
         this was new territory. The public transcription work would support searchability
         of the consignment lists hosted on the Hive, but more importantly it would give the
         Archives valuable data it could add to the official descriptions on RecordSearch.
      

      
      Our vision was that the Hive would become a site where people could search and view
         consignment lists, and if they chose, review the OCRed text and add corrections based
         on the images of the lists; in turn, the Archives would harvest the data entered by
         the public to create more record descriptions on RecordSearch. Instead of being reliant
         on only our own Archives staff to describe the collection, we would use technology
         (in the form of scanning and OCR) and crowdsourcing to bring more resources to the
         task.
      

      
      In thinking about the design of our site, we were able to draw on some excellent work
         done analyzing the sorts of things that attract people to give up their time to assist
         a cultural institution improve its data quality. Rose Holley’s checklist for successful
         crowdsourcing has become an industry standard, and we wanted to build on that framework.[7]  We didn’t want to fall into the trap of simply assuming that the public would want
         to participate just because the website was there. Although the public’s work would
         result in more records being described from the content of the consignment lists,
         we weren’t sure that people would even understand what a consignment list was. So
         another aspect of the Hive was the opportunity to assess people’s motivation and interest
         in assisting the Archives. To accomplish this, we would also incorporate elements
         of “gamification” and see how including game-like elements for users into our site
         might help in creating an online community of volunteers and motivating individual
         contributors.
      

      
      Implementation

      
      The Archives’ web developer took the website concept of crowdsourced transcription
         and ran with it. Wireframes were created and considered. Research was undertaken into
         other transcription crowdsourcing websites and approaches were adopted and expanded
         upon. The developer took the opportunity to include features that the Archives hadn’t
         used in previous online projects. He built the site using Twitter bootstrap for the
         user interface components and leveraged the power of CSS3 to provide all the nice
         elements of the site such as rounded buttons. The jQuery framework was used for client-side
         interaction and ASP .NET 4.0 for server-side processing.
      

      
      Trials were undertaken to find the best resolution for scanning for OCR output. Interestingly,
         it was found that 200 ppi (pixels per inch) was better than 300 ppi, as the higher
         resolution created too many “artifacts” that the OCR process interpreted as characters.
         At 200 ppi, and using the open-source Tesseract OCR engine, the scanned documents
         yielded about 80–90 percent accuracy, which was acceptable for this project. This
         finding was particularly welcome because our standard document scanning for RecordSearch
         was 200 ppi. This meant that staff wouldn’t have to make any changes to their scanning
         equipment settings in order to participate.
      

      
      It was decided that our initial pilot would be limited to scanning consignment lists
         in just one of our locations—our Brisbane office. This is a small office, and they
         were more easily able to redirect resources from scanning collection documents to
         scanning consignment lists. Uploading the consignment lists to the Hive required some
         new work processes to be created, and we wanted to get them right on a small scale
         first. We were unsure, too, about how many additional requests to access the records
         would result from this new and more detailed descriptive information being made available
         to the public, so keeping our first sample contained to one office seemed prudent.
      

      
      We also decided that not all the lists at our Brisbane office would be scanned. Because
         the consignment lists come in a variety of formats and describe a wide range of records,
         we wanted to only select the lists that would be of most use to researchers. Working
         with Reading Room staff in our central office in Canberra, as well as staff from the
         Brisbane office, we developed these minimum standards:
      

      
      
         	
            
            The list should include file titles with sufficient detail to assist the public in
               understanding what would be found in the file.
            

         

         
         	
            Information about the arrangement and description of the material must be confirmed
               as adequate (series/consignments with known arrangement and description problems should
               be avoided).
            

         

         
         	
            The list should be considered by Archives staff to cover accurately the records known
               to be in the consignment.
            

         

         
         	
            The consignment described in the list should contain a sufficient amount of materials
               to ensure the scanning is an efficient use of time. Where only a small number of files
               are involved, staff data entry is preferred.
            

         

         
         	
            The lists should meet certain legibility standards. The lists must be easily read,
               such as typed or neatly handwritten lists.
            

         

      

      
      The lists also had to be for permanent records that were in the Archives’ open-access
         period (the Archives’ legislation has a 30-year—slowly becoming 20-year—closed period).
         In addition, they needed to cover a series where the materials had not already been
         described and for records that were in a suitable condition to be digitized if they
         were requested. Despite all of these conditions, there were a significant number of
         consignment lists from the Brisbane office that could be scanned—5,650 pages in total.
      

      
      Due to staff concerns about the quality of information on the consignment lists, the
         Hive was built initially without the capability to harvest its information for RecordSearch.
         The assessment was made that we could at least investigate the other concepts first—harvesting
         the data would become a future goal if enough usable data were created to make it
         worthwhile.
      

      
      The web developer’s work and the Brisbane office work came together over the period
         of several months. When the site was ready, Brisbane started to load their lists.
         This process at first involved both some automation (as the OCR happened at time of
         loading) and some manual data entry of metadata specifying the government agency these
         records originated from, as well as the series description. With the initial set of
         lists posted, the first iteration of the Hive was ready for its first visitors in
         October 2012.
      

      
      
         The front page of the Hive. There is a brief explanation about the site’s purpose,
               and visitors can easily start reviewing scanned documents and correcting the OCRed
               text. They can track the overall progress of reviewed pages and also see who the top
               reviewers are.
            

         

      

      
      
      The Hive works in the following way. Once visitors arrive, he or she can begin participating
         right away, whether he or she chooses to create a user account or not, by selecting
         one of the consignment lists that appear randomly on the front page (see figure 1.1)
         and begin making corrections to that transcript. If users don’t want to work on a
         randomly selected list, they have a couple of other ways to choose one. They may,
         for instance, want to select a list based on the level of OCR accuracy. Consignment
         lists, when loaded, are manually categorized as easy, medium, and hard, depending
         on how accurate the OCR process was. For example, a consignment list that was typewritten
         may have been 85 percent accurate, so it would require very little in the way of correction,
         and it would be ranked as easy. A handwritten list, on the other hand, would have
         been translated into a whole series of meaningless characters, and therefore would
         be rated as hard. Alternatively, users can search for particular areas of interest
         by using either a word search or by selecting to view lists from a particular government
         agency. The site’s search works across all the metadata entered by staff as well as
         the raw OCR and transcribed data, so in theory, an interested researcher could come
         in and start looking for not only consignment lists but also individual files she
         hadn’t been able to find on RecordSearch. If a researcher does find a record she is
         interested in, then the site has a function requesting a digitized copy of it.
      

      
      Once a list has been selected, users are presented with a screen that shows both the
         scanned list and the OCR text (see figure 1.2). Users can correct part of a list and
         save it as an “in progress” status. Once they think review and correction is complete,
         that status can be upgraded to “completed.” If another user disagrees with corrections
         or with a document’s status, he or she can easily amend the work. The site saves all
         versions of the corrections, so no one’s work is ever lost.
      

      
      
         A typical consignment list page. At the top of the page is the metadata that has been
               entered by staff. Users see the original document on the top half of the page, and
               the field with the OCRed text is below. No one has started reviewing the raw text
               yet, and you can see the low accuracy that has been achieved by OCR of the handwriting
               on this document.
            

         

      

      
      
      Motivation using gamification is also a feature. By introducing features such as point
         scoring, competition with others, and earning rewards, we hoped to make the Hive more
         interesting for participants. Visitors can elect to create a user account, in which
         case each of their keystrokes will start earning them points, and they start creating
         a longer-term relationship with the site, its goals, and hopefully with the Archives.
         These registered users are able to start earning badges as they experience different
         things on the site. For example, just signing up will get you a beginner badge, a
         few completed documents will get you an enthusiast badge, and so on. Users are also
         able to redeem their points for rewards. Archives posters and books are available,
         but the top reward is for an Archives file of the user’s choice to be digitized and
         a hard copy sent to them, free of charge. Redeeming points will lose you your spot
         on the leaderboard, but it will earn you a badge.
      

      
      The overall progress on the site is easily seen on the front page, where there is
         a bar chart showing how many consignment list pages have been loaded and how many
         have been completed. On the front page is also a leaderboard that shows the top contributors
         and an area that shows the consignment lists most recently worked on. The work done
         is kept transparent to all users, so that it’s easily seen who has been working on
         what lists.
      

      
      Results

      
      The Hive was released first to Archives’ staff and a couple of weeks later to the
         public. At that stage, there were only around 300 consignment list pages loaded. While
         it was an internal-only site, a large number of staff registered and worked on the
         lists. This was very valuable as our first user testing, and staff provided some feedback
         that resulted in a few little tweaks and fixes before the Hive went live to the public.
         Within a week of its public release, we had just over 100 more registered members
         and 160 completed lists. Within two weeks, all the lists that were categorized as
         “hard” had been completed. More Brisbane office staff were quickly trained to add
         content and started loading as fast as they could so that users wouldn’t run out of
         work.
      

      
      The Hive was promoted purely online via our website and also through the Archives’
         social media channels. There were quite a few tweets about the site, especially from
         the open government data community, with one person making the big claim that the
         site was “more fun than Angry Birds.”[8] 
      

      
      At the time of writing, the site has now been running for 11 months. As of October
         9, 2013, there are 9,391 pages of consignment lists available on the Hive, and 5,876
         pages have been transcribed—representing approximately 150,000 files (see table 1.1).
      

      
      
      
         
         
         
         
            
            
            The progress made on the Hive in its first 11 months.
            
            
            
            
               
            
            
               
            
            
               
            
            
               
            
            
               
               
                  	
                     
                     Date

                  
                  
                  	
                     Pages available

                  
                  
                  	
                     Pages transcribed

                  
                  
                  	
                     Approx. number of item descriptions

                  
               

               
               
                  	
                     
                     12 Dec 2012

                  
                  
                  	
                     1,918

                  
                  
                  	
                     756

                  
                  
                  	
                     19,000

                  
               

               
               
                  	
                     
                     23 Jan 2013

                  
                  
                  	
                     3,187
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                     150,000

                  
               

            
         

         

      

      
      
      The current loading rate is about 15–20 pages per day, or approximately 350–500 file
         descriptions. The Brisbane office has demonstrated that it takes about 21 hours to
         digitize and load enough pages to generate 20,000 descriptions: Traditionally that
         would be that office’s entire annual data entry target. To date, the Brisbane office
         estimates they have spent a total of 160 hours—60 hours digitizing and 100 hours loading—on
         this project. Their work has yielded over 130,000 searchable descriptions. Using our
         traditional methods of collection description—staff pulling files from shelves and
         creating descriptions after examining each file—these 160 hours would have yielded
         only 3,000 to 3,500 descriptions for individual files.
      

      
      It’s one thing to know the volume of data the site has generated for the Archives,
         but of equal importance are considerations of how it works for our external audience.
         Statistics can tell us part of the story. There are on average between 30 and 50 visitors
         to the site every day, and they stay an average of eight minutes on the website. Visitors
         who come via our website seem to be more dedicated than people who reach the site
         in other ways, spending an average of 18 minutes on the Hive site. There is a small
         group of people who spend considerably longer periods of time there, however. In May
         2013, we found that the top five users had contributed to just over half the total
         pages reviewed. Paul Hagon recently looked at this phenomenon of a small minority
         doing the bulk of the work in his crowdsourcing analysis of the National Library of
         Australia’s Trove and he found that this pattern is common to many crowdsourcing sites.[9]  
      

      
      So what was actually motivating people to come to the site and continue their work?
         It’s important for us to know, so that we can build on those strengths, increase audience
         numbers, and hopefully gain a larger core of dedicated transcribers. There certainly
         wasn’t a particular topic that they gravitated toward, as is demonstrated when looking
         at the work of the most active users, and while most of them favor the hard records,
         others like working on the records ranked as medium and easy (see table 1.2).
      

      
      
         
         
         
         
            
            
            Volume of pages completed, topics preferred, and primary level of difficulty selected
               for our top ten users (as of June 18, 2013).
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                     Number of pages completed
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                     Favored degree of difficulty

                  
               

               
               
                  	
                     
                     Duckd

                  
                  
                  	
                     412

                  
                  
                  	
                     Works/construction, Marine crews, Defense, Patents

                  
                  
                  	
                     Hard

                  
               

               
               
                  	
                     
                     Iamheywood

                  
                  
                  	
                     410

                  
                  
                  	
                     Works/construction, Bankruptcy, Defense, Royal Commission into Great Barrier Reef

                  
                  
                  	
                     Easy

                  
               

               
               
                  	
                     
                     Fay13

                  
                  
                  	
                     237

                  
                  
                  	
                     National Service passenger lists, Works/construction, Patents

                  
                  
                  	
                     Hard

                  
               

               
               
                  	
                     
                     Maltesemanor

                  
                  
                  	
                     181

                  
                  
                  	
                     Works/construction, Patents, Post office, Defense

                  
                  
                  	
                     Easy

                  
               

               
               
                  	
                     
                     BillStrong

                  
                  
                  	
                     473

                  
                  
                  	
                     Works/construction, Bankruptcy, RAAF, Patents, Crown solicitor, Passports

                  
                  
                  	
                     Hard

                  
               

               
               
                  	
                     
                     JohnHead

                  
                  
                  	
                     161

                  
                  
                  	
                     Commonwealth reporting service, Passenger lists, Works/construction

                  
                  
                  	
                     Medium

                  
               

               
               
                  	
                     
                     MarkR36

                  
                  
                  	
                     263

                  
                  
                  	
                     Bankruptcy, Aboriginal affairs, Works/construction, Industrial register

                  
                  
                  	
                     Hard

                  
               

            
         

         

      

      
      Personal contact with some of the contributors gave us more insight into their motivations.
         In early 2013 we contacted the top 10 users to thank them for their work and to find
         out what they liked about the site. The most common answer was that they found the
         task interesting and were pleased to be undertaking work that was of assistance to
         the Archives. Assisting the Archives was seen to be of value. However, the details
         of their responses were as individual as the people themselves. One woman was using
         her work to get free copies of records about her father’s service in World War II,
         so obviously she was finding the prizes motivating. Another reported that instead
         of finding the competitiveness of the leaderboard motivating, she found it embarrassing
         to see her name there and asked if there was any way we could remove it. One man wanted
         to see the number of descriptions that had been loaded to RecordSearch as a result
         of his work; only then would he really feel that he was contributing to something
         of value.
      

      
      All of these responses have been useful and are informing our next steps with the
         Hive. This feedback also brought home the message that in order to continue to motivate
         people, we need to keep the Hive fresh, new, and responsive. We need to ensure that
         we keep loading new content to be transcribed, that we’re acting upon feedback received.
         Dealing with the public on this site is like any relationship—we need to actively
         work at it to keep it going.
      

      
      Lessons Learned

      
      Eleven months has been a good amount of time for us to assess the Hive and see how
         our choices have affected its success. Some of our expectations were met, and some
         have not come to pass. For example, while transcribers have taken to the site with
         enthusiasm, it has to some extent remained hidden to researchers who might find the
         content of interest. (Copies of only two files have been ordered from the website
         since its launch.) We are planning to create links from RecordSearch series information
         to the Hive consignment lists, so that any researcher who delves into series-level
         information will have access to the digitized consignment lists, listing all known
         files within that series.
      

      
      We’ve also seen that users feel obligated to transcribe and correct the OCR for the
         documents exactly as they are presented. For example, if the record was in a table
         format they give it spacing so that it resembles a table. To address this we considered
         offering predefined templates for tables. However, doing this would mean including
         extra markup in the text that would eventually have to be stripped out when the data
         were loaded into RecordSearch, and so we decided that it was not worth the trouble.
         For the data to be harvested efficiently, this user-created formatting will have to
         be addressed.
      

      
      We are also pleased that some of our initial choices seem to have been good ones.
         It appears that our efforts at gamification were a success. Even though, as noted,
         one person felt self-conscious about her achievements, others have given positive
         feedback about being able to see their progress through points and badges earned.
         We also want to show how many descriptions have now been added to RecordSearch as
         a result of the public’s work.
      

      
      While our first vision of the Hive was that we would begin feeding corrected OCR data back into the RecordSearch catalog right away, we have found that keeping the data harvest out of the initial scope of the pilot was a good move.
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