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Note to the Reader

In 2021 the parent company Facebook was rebranded to Meta, and in 2023 Twitter was rebranded to X. I have used both old and new names throughout, depending on the time I am writing about.

A child means any person under the age of 18, per the United Nations Convention on the Rights of the Child (UNCRC), but at certain points I do use the terms ‘young people’ or ‘teenager’ because many older children prefer it.





Power concedes nothing without a demand. It never did and it never will.

Frederick Douglass






Preface

For me this journey began in 2012.

I was a film director, working between Hollywood and the UK. Six years earlier, I had set up the charity Filmclub (now IntoFilm), using film to help children learn, debate and imagine a world beyond their own, which quickly spread to schools across the UK. It was a privileged life, in which film and children – my own and those in Filmclub – were central.

But in 2012, two things happened that would upend my life.

First, and quite surprisingly, I was appointed to the House of Lords. In July 2012, I took my seat as a crossbench peer – unaligned to any political party – as the Baroness Kidron of Angel, with an interest in arts and education.

The other, arguably even more significant, was that 2012 was the year smartphones reached the price point where an adult might give one to a child. I walked into my kitchen and found four 15-year-old girls sitting silently on the sofa, each staring at her own device. What would normally have been bubbling chat and giggles had been replaced by intense concentration, broken only by the restless tapping of fingers. My next thought – what does it mean to grow up both here (in the kitchen) and there (wherever their phones have taken them)? – changed my life forever.

Within weeks I had begun making a documentary, InRealLife, about teenagers’ relationship to the internet. We spread the word that we were making a film through schools, youth clubs, charities, friends and family. Young people responded from across the country, from every kind of family – and none.

They wanted to talk.

I spent hundreds of hours immersed in children’s online lives: watching them make music, game, fall in love and build friendships; seeing them bullied and bullying others; encountering porn, meeting adults, freezing with social fear, or – driven by FOMO (fear of missing out) – being compelled to join in. Some thrived, but as the months passed it became clear that something was wrong.

The more time I spent with them, and the more I listened and the more I spoke to experts – product designers, child psychiatrists and tech founders – the more gaps started to appear. Gaps between the utopian vision of a digital world and the actual reality of the internet. Between what children need to flourish and the products being delivered to them.

The children were no match for an online world designed by adults for adults.

Once exposed to adult content (sexualised and violent), adult contact (being available to strangers at the push of a button), conduct (bullying or preening) or adult commercial contracts (in systems deliberately engineered to be addictive, intrusive and exposing), they could not simply return to being a child.

It was a generational injustice.

What I saw in the bedrooms and lives of children was not simply a distraction or an add-on to the complex task of growing up; it was a wholesale displacement of childhood. Replacing the activities and freedoms children need to develop with products and services unashamedly optimised for commercial ends. It was a collision between childhood and the logic of the digital marketplace – and tech was winning.

Naively, I thought all I needed to do was alert the world to the unfolding catastrophe. I tried to persuade tech companies, then children’s charities. Then I tried my new colleagues in Parliament – even the media. But this was a time of excitement about tech. It was the ‘future’, full of promise and ‘techno-optimism’. My bad news about the digital world and children was not what most people wanted to hear.

In time, adults, communities and even nation-states would feel the impact of this same business model – designed to hijack attention, inflame dispute and displace entire sectors at scale. But even in 2012, the asymmetry of power between children and the products they were using was already evident.

It was obvious to me that unless we insisted the digital world treat children according to the values and protections we have long agreed for them, we would never rebalance our relationship with an increasingly powerful tech sector.

South African President Nelson Mandela said, ‘There can be no keener revelation of a society’s soul than the way in which it treats its children.’ It’s a line often repeated but not often applied to the technology industry.

Children have greater needs, less power and no electoral voice. How we treat children reflects the soul of society. The way the tech sector has run roughshod over childhood – allowing profound harms at scale – is one of the clearest signs of its misalignment with human interests.

And as I worked to address the harms the technology sector was inflicting on children, three things became clear.

First, despite the focus on teenagers, harm begins in the very earliest years and it does not stop at 18.

Second, many of the protections children need would benefit adults too.

Third, at the root of many problems of modern life is the misalignment between public and democratic interests and the profit-maximising incentives of technology companies.

Child safety is not separate from disinformation, addiction, social polarisation, the theft of creative work, job displacement, automated weapons or the online scam economy – it is connected to all of them. Looking at the problem of tech through the lens of children also reveals, with uncomfortable clarity, what we must also confront for ourselves.

I have been lucky to meet some of the most innovative minds in tech, and what those conversations revealed, again and again, is that many of the costs we are told to accept in the name of progress are not inherent to the technology itself, but flow from choices about who it is designed to benefit and how it is governed.

Users is the story of how the tech sector’s exemption from the laws, norms and obligations that govern the rest of society hurts children – and why that exemption is the reason that we feel out of control: as parents, partners, workers and citizens – even whole nations.

I have spent 15 years inside this fight – in Parliament, in courtrooms and occasionally inside Silicon Valley – learning how the digital world is really governed (and, too often, misgoverned), and trying, sometimes succeeding, to change it.

As you will discover, I have been on quite a journey: from the bedrooms of teenagers to addressing the Meta board (in a swimsuit); from filmmaker to founder of 5Rights Foundation, a charity that has grown into a global organisation fighting for children’s dignity and rights online; from a new peer who begged a bishop to distract officials while I negotiated with a minister, to being a lawmaker with a track record in tech regulation.

I don’t remember deciding to give up my career, but at some point I put down my camera and became a campaigner for children’s rights online.

There were times I wondered if it was worth it – the smears, the threats, the endless uphill battles. But the answer always came back the same. It was.

We are now at a critical juncture. Decisions being made in the next few years will shape the digital world – and our lives within it – for decades. Ignoring the power of tech is no longer a neutral act. We must choose whether to accept the world being built, or to help shape it.

Users is part investigation, part memoir, and part blueprint for what we do next.

Chapter 1 is a very swift history of the internet and an even swifter history of me. It explains why now we are at a tipping point – the tech sector’s ‘tobacco moment’.

Chapter 2 explains why – even when we know it’s bad for us – we keep returning for more, and how tech changes our behaviour – even sex.

Chapter 3 looks at harms to children and Chapter 4 the harms to the rest of us. Together they show how harm is engineered into the system – not as an unavoidable cost of beneficial technologies, but as a direct result of tech-sector business interests. Once you see clearly how behaviour is being shaped and manipulated for profit, it becomes hard to unsee.

Chapters 5, 6, 7 and 8 are about the guiding narratives of the tech sector. The first shows just how fiercely – and at times corruptly – the tech industry has protected its licence to act with impunity. Lobbying is not the reason that tech became unaccountable, but it is the reason it has remained so. The remainder examine the pervasive narratives that underpin tech power: that these companies are engines of freedom, progress and neutral infrastructure. These stories matter because they explain why despite the evidence of harm in plain sight, so little has been done, for so long. And they set us up for understanding that a different future is possible.

Chapter 9 looks to the future: at what kind of technology we might want, and how to get it. Five of the biggest companies in the world are in a fierce race to ‘win’ the future. But two things are clear: it is corporate ‘best interests’, not those of humanity, that are controlling the race, and the future is not yet fixed. If we are not careful, there are any number of possible dystopian futures, but the same tools used to extract, manipulate and control can be redesigned to serve people, society and democracy. Chapters 10 and 11 show both the struggle of resistance and the fightback. These chapters argue that what we have now is not inevitable: what is made can be made differently, and, I answer the question I am asked most often: ‘what can I do?’

The children on the sofa in 2012, silently poking at their phones, who started my journey, are symbols of us all. They are not using technology; technology is using them.

The digital world is engineered. It can be anything we choose to make it.

Users is my story.

But it also offers a roadmap for yours.




Part I




CHAPTER 1

Beginnings

How the digital world evolved and how I got involved

When computer scientist Tim Berners-Lee (now Sir) was inventing the internet in the late 1980s, I was a 28-year-old director making my first Hollywood film, Used People, starring Shirley MacClaine and Italian heartthrob Marcello Mastroianni.

My route to Hollywood had been unlikely. I had been born with a cleft palate and had an operation at 18 months to rebuild the roof of my mouth. By the age of ten, my restricted palate led to the development of nodules on my vocal cords, and my voice sounded like that of a grown woman with a 30-a-day smoking habit. A further operation was followed by nearly nine months being unable to speak or do any physical activity that would irritate my vocal cords.

This communication and exercise hiatus had unhelpfully fallen during my transition from primary to secondary school. On the first day, I arrived with a bulb horn (like Harpo Marx) to attract attention, and a pen and notebook hooked to my belt in case I wanted to communicate.

A photographer friend of my parents, Fay Godwin, took pity and lent me a camera, thinking photography might be a distraction. It worked. The leather-clad, twin-lens reflex Rolleiflex became my constant companion, transforming me from an awkward bystander into a purposeful observer, from a child isolated from friends, family and school community, into their chief witness.

My pictures captured the faces of my classmates excited to be at ‘big school’ as they clattered around classrooms and corridors in the noisy clogs that were fashionable at the time, and they provided a record of school life in the late seventies. But it was my ventures across London that proved most defining. Throughout my teens, I photographed everything I could.

Backstage at the Roundhouse Theatre, I took pictures of visiting actors in varying states of makeup and dress. On Brick Lane, I recorded the antics of skinheads attending meetings of the National Front whose hate-fuelled rhetoric terrified commuters at nearby Whitechapel tube station. In central London, I photographed women marching with candles to ‘reclaim the night’. While on holiday with my family coinciding with Portugal’s short-lived revolution, I captured Lisbon overrun by farmers with pitchforks and bonfires on street corners. My childhood was a broad canvas, seen primarily in black and white through a 6 × 6cm square.

I see it now as the single biggest influence on my political life. My pictures were not simply shapes, events or personalities: they were expressions of power. Who was seen and who was hidden, who spoke, who didn’t, who was heard, who wasn’t, who determined, who obeyed. That preoccupation – with who determines and who obeys – sits beneath everything that follows. But I didn’t realise that until much later.

At the time, in a period when my contemporaries were chatting and dancing, taking photographs gave me a purpose. After my voice was restored, it remained my passion. I left school to become assistant to photographer Eve Arnold and went from there to the National Film and TV School to train as a camerawoman. By the time I graduated four years later, I was a film director.

My early films and television were made in the UK – Carry Greenham Home and Oranges Are Not the Only Fruit among them. And then, at an improbably young age, I found myself in Hollywood directing a movie for Twentieth Century Fox, with my name on my own parking place and an office on its legendary backlot.

By the time I got to Hollywood, I had already spent two decades observing how people and power intersect: whether studio bosses and their movie stars, teachers and their pupils, pimps and their prostitutes.

All of which is to say, that when the internet was born, I was not watching.

In retrospect, I see that the breakthroughs in digital cameras, surround sound and video-assist were intimately connected to the technologies being developed in the world of computers and communication. But at that time, living between LA and New York, I was entirely focused, with the same open-hearted excitement as the early tech optimists, on the advances in technology that promised to deliver a more accessible film sector.

As Silicon Valley rapidly grew, I continued to make films. Used People was followed by To Wong Foo, Swept from the Sea (an unhappy experience that involved Harvey Weinstein being a bully) and the much happier Bridget Jones: The Edge of Reason. In between, I made documentaries – about sex work – Hookers, Hustlers, Pimps and Their Johns and Sex, Death and the Gods – and portraits of artists I revered including Eve Arnold and Antony Gormley.

By the time I returned to the UK in the mid-1990s, celluloid had given way to digital, editing was no longer splicing but a series of instructions made to a computer, the huge film cameras of my early filmmaking had been replaced by smaller, more mobile digital cameras. But the changes to the film and TV business were nothing compared to those of communication.

We were in the middle of a seismic shift. The tech sector was moving into every part of public and private life. It arrived with promises of openness, equality and freedom. In a flurry of products and services that felt like toys, but, as we were soon to find out, were built by adults for adults.

All of us together

The technology of the digital world had been born in military and academic labs of the Cold War era. Its primary purpose was to create a system that allowed Western scientists to communicate with one another and their (largely) military sponsors. In 1969, this vision became operational with ARPANET, an experimental network linking research computers to share scarce computing resources and access programs and data from distant machines.

Interconnected but not interdependent computers allowed information to flow across the network with no single point of failure. If nothing could control it, the thinking went, then the network would route around those who attempted to abuse, censor or attack it. No headquarters to bomb, no master switch to flip, no obvious hierarchy, no centre to attack. If one machine was destroyed or compromised, the network would simply route around the damage and keep going.

But its users quickly discovered something more powerful: the network was not just connecting computers; it was connecting people. This architecture – decentralised, resilient – helped seed the founding belief that the network itself would somehow act as its own safeguard. No state, domestic or foreign, would have a reliable point of control. No person or authority would have a single point of leverage. The assumption was that decentralisation would prevent concentration of power.

In inventing the web, Berners-Lee created a way for documents on different networks to be linked and accessed instantly – what we now know as hyperlinks. This was born, as he later put it, as an ‘act of desperation’ at how long it took one computer to speak to another.1 ARPANET had connected people and machines; the web connected knowledge itself, transforming the network from a specialised research tool into a shared information space.

This network, capable of real-time communication, was eagerly adopted by researchers and institutions who recognised its usefulness as a faster, more open way to share information and collaborate across distance. But as computers became affordable and could connect through ordinary telephone lines, it was released without ownership or licence fee and rapidly moved out of the lab into people’s homes.

As the internet burst into public life, John Perry Barlow, a poet, songwriter and founding figure of digital libertarianism, captured the excitement for this new world in his 1996 ‘Declaration of the Independence of Cyberspace’: ‘We are creating a world that all may enter without privilege or prejudice … a world where anyone, anywhere may express his or her beliefs, no matter how singular, without fear of being coerced into silence or conformity.’

The early founders imagined a world of equals – adult, literate, technically skilled users with similar power and similar needs. Their philosophy was conditioned by life in the lab, not by the realities of most people. Traditional gatekeepers of state, media and corporate control could be swept away, allowing this new world to be defined by the individual who could speak freely to his fellow man, say what he wished, and take personal responsibility for what he said.

Their excitement at unfettered freedom was not formed in isolation, but in response to real and escalating tensions between network users and governments seeking to regulate, monitor or restrict digital communication. For many early internet advocates, decentralisation was not just a technical feature but a form of political protection.

This utopian vision of the internet emerged in a small, self-contained community of academics and computer scientists, focused on making machines talk to one another, not on how people would live inside those systems.

What they did not anticipate was that what they had created would one day be inhabited by two thirds of humanity, with needs profoundly different from their own. Nor did they foresee that the system itself would be captured and re-engineered by commercial interests.

The problem wasn’t idealism itself, but the assumption that it would endure. The architecture made openness possible – but it did not guarantee it.

The guarantee failed in three decisive shifts.

Enclosure of the commons

The transformation of the internet did not happen all at once.

The first decisive break from the early internet’s utopian vision came when the digital commons – the shared infrastructure developed through public funding, academic collaboration and government research – began to be enclosed by commercial interests.

Microsoft provides the clearest early example. Rather than simply adopting open standards, the company pursued a strategy later described as ‘Embrace, Extend, Extinguish’: adopting widely used technologies that had been developed collaboratively, extending them with proprietary features, and then copyrighting them and promoting its own versions as the default way to access what had once been the open internet.

Microsoft did not need to control the network itself. It controlled the software through which people accessed it. Operating systems and browsers became points of leverage, allowing the company to shape how computers functioned, what software could run. What had once functioned as shared infrastructure was enclosed, mediated through software owned and controlled by commercial firms, and rented back to the public.

A new norm emerged: rentierism, in which things we once owned – from CDs and DVDs to our letters and financial records – were turned into services requiring constant payment in cash, attention or data. There were now chokepoints through which users had to pass, giving commercial companies significant control over digital life.

This moment provoked a fierce reaction from many early idealists. Engineers, academics and open-source advocates warned that enclosing shared digital resources would undermine the values of openness and collaboration on which the network had been built. But resistance was overwhelmed by investment, the promise of convenience and adoption at scale. The public were delighted with the new form of communication, and for now at least, sharing data and renting rather than owning seemed a small price to pay for access.

The second decisive break came with the monetisation of attention. When Google introduced targeted advertising in the early 2000s, it was presented as a simple trade-off: search would be free, but it would be funded by advertising.

What was less obvious was that this model rewired the internet’s economic logic. Information was no longer simply organised or accessed; it had to hold your attention – so that you looked at the advertising. Attention became something to sell.

Learning what held that attention became the means to predict, influence and monetise behaviour. Shaping what you see next became the way to make money. Google was, in effect, selling advertisers access to your attention. Search was no longer just a tool for finding information; it functioned as a reciprocal arrangement, in which the user got an answer, the advertiser got attention and Google got paid by both the advertiser and the user. The advertiser supplied cash, and the user provided behavioural data and their attention.

This was the beginning of the attention economy, in which access to services in return for personal data became fundamental to the tech business models.

The third decisive shift came with Facebook and the large-scale monetisation of social life itself. Facebook did not simply capture attention; it organised it into a system that could be measured and sold, turning relationships, identity, belonging and emotion into data.

By requiring users to maintain persistent profiles tied to real names, relationships and interactions over time, it created continuous records of identity and behaviour at unprecedented scale. Every message sent, photograph shared, connection formed and reaction expressed became part of a growing behavioural archive.

The message sent at midnight. The photograph hesitated over and deleted. The pause before replying. This data made it possible to shape what users saw next. The more intense the emotion, the longer the attention, the more valuable the user became.

Human connection itself – friendship, status, sexuality, politics, grief – was rendered measurable, optimisable and saleable at global scale. Users had become both participants and the raw material from which value was extracted. The result is a bitter irony. A sector built on publicly funded knowledge and shared creativity now makes money by turning ordinary human activity – messaging, searching, sharing – into something that can be traded.

The assumption that human data could be captured for free became the model on which the rest of the sector followed. Having monetised attention, that same logic now drives AI, as commercial systems have extended their reach into creative work itself, ingesting it at scale while treating permission, payment and accountability as optional.

The commercial upside flows to a handful of gatekeepers, while responsibility for the costs – economic and social – falls elsewhere.

Together, these shifts – enclosure, monetisation and extraction – changed the operating logic of the digital world. Open systems were replaced by private ones, users became products, and attention became the currency. Digital services were no longer rewarded for serving users well, but for keeping them engaged for as long as possible.

Product design that engineered habit formation, dependency and emotional response moved from the margins to the centre. By 2012 when I first wondered out loud what this arrangement meant for childhood, one in three people online were under 18 – children.

The world they were growing up in, designed for educated adult scientists – primarily men from the Global North – took no account of childhood.

Founding 5Rights

My journey from Filmclub to InRealLife had already involved speaking to many – many – children. I knew that labelling them ‘digital natives’ and letting them roam free on the internet was, in their eyes, a terrible error of judgement. They were less concerned about having rules imposed on their online lives than they were concerned that the adult world – politicians, teachers and parents – had little idea of what they were experiencing online.

The adult assertions that children were better at digital or did not care about their privacy were untrue. More importantly children agreed. Two fast thumbs did not denote lived experience or help a child understand the commercial incentives engineered into the system. Nor did being a good user of social media, games or digital tools give you maturity, wisdom or emotional competencies beyond your development stage – if anything, it did the opposite. They knew privacy mattered.

The children and young people that I spoke to felt abandoned, by parents diverted by their own phones, and by a curious lack of interest about what was going on with their kids online. As author, academic and campaigner Jonathan Haidt memorably suggests, ‘we have been too risk averse about children in the real world, while letting them free in a world of unimaginable danger’.

My first thought was to try and articulate how children’s existing rights under the United Nations Convention on the Rights of the Child (UNCRC) intersected with their lived experience. I am not sure how I landed on the idea of deliberative juries, used in conflict zones to help people with lived experience understand their rights, the responsibilities of others and the forces shaping their lives, but it seemed a perfect way to gather the experience of children dealing with a powerful technology that undermined the norms in other parts of their lives in ways that were not immediately obvious.

The result was fantastic. Researchers at Leeds and Nottingham universities developed scenarios about common functions of the technology children were using, and hired actors to play them out so they could see, discuss, learn and then offer their own thoughts. In one scenario, an actor went into shops, asked directions and talked to people, and with each interaction a Coke can representing a new company that was tracking them was attached to him until he was laden down with a trail of cans. It made visceral the level of surveillance – as one child said: ‘He was heavy with the weight of being followed.’

Each of the scenarios explored a pressing issue – commercial surveillance, bullying, adult content, unwanted contact – and had an open ending which the young people debated. The process helped them articulate their own idea of what the rules between them and the tech companies should be. For the record, they cared passionately about their privacy, their safety and above all – fairness.2

What they learned from the juries was that their ‘individual experience’ was in fact a ‘user journey’ largely dictated and nudged by the product design. They also learned that the journey, while difficult to resist, was often not in their best interests. What had been presented to them as inevitable was, in fact, a choice. A commercial choice.

Ultimately, the engagement with children led me to found 5Rights Foundation, dedicated to building the digital world children deserve. It has grown to be one of the most important organisations for drafting legislation, regulation and treaty language across the globe, with its small but expert team working in many languages with governments and other organisations who wish to protect children online. Crucially, from its earliest incarnation to its current practice, it engages deeply with children.

I stood down as chair in 2025, but still run workshops with 5Rights Youth Advisors. From the very beginning, and still now, it was the experience of children that taught me that if we wanted to change their experience, we would have to change the design of the products – and maybe even the business model.

But the tech sector was protected by some very powerful ideas.

Tech exceptionalism

I interviewed Nicholas Negroponte, founder and first director of the MIT Media Lab, in New York in 2013. Negroponte had been present at the very birth of the internet: ‘At that time I knew everybody on the internet by name – we all did.’

Often referred to as a ‘tech visionary’, he foresaw personal tablets, apps and the idea that someday there would be people who would work from anywhere – digital nomads. He understood before others that broadcasting would be replaced by personalised information, that news would be delivered on a personal device and that connectivity would soon become more important than geography. When I asked him if he had also anticipated the radical changes in human behaviour, he was circumspect: ‘I don’t think any of us did. We were excited and optimistic. It was part of a post-war progressive journey. Where we are now was unimaginable then.’

I had my eye to the camera as he described the holy grail of the internet: to rid us of gatekeepers, democratise society and treat everyone equally. His words caught me off guard. I had heard it before, read it in the books and biographies of other founders, but here now, his face filling the viewfinder, I understood why so many of the children I had been filming were restless and anxious.

Treating all users ‘equally’ means treating a child as if they are an adult.

And prefiguring the next question, I said, ‘But a child is a child until they mature – not until the moment they pick up a smartphone.’ It was a sentence I would go on to repeat countless times in Parliament, to tech leaders, prime ministers and presidents. But that day it arrived fully formed.

It was the birth of my understanding and, once I saw it, I couldn’t unsee it.

Children reveal the problem most clearly. The harms they experience are more visible, more immediate and more clearly unacceptable than harm to adults – a stark expression of a system misaligned with human needs. But once you begin trying to fix those harms, something else becomes clear. The damage does not stop at 18. The protections children need are the same ones adults are missing.

And beneath it all lies a deeper issue: the misalignment between the profit-maximising incentives of technology companies and the social conditions required for people to flourish. That misalignment connects what can otherwise feel like separate crises: child safety, disinformation, addiction, social polarisation, the theft of creative work, the online scam economy, job displacement, our deserted high streets, autonomous weapons and more.

Long after the utopian promise of everyone as an equal player had collapsed, the tech sector clung to the other half of the story: that each person on the web – not the companies that curated it – was responsible for the impact, activity and content generated by their services. Even as they actively shaped, ranked and determined their users’ journeys, they claimed they were not liable for the content nor consequences.

Backed by US law, Section 230 of the Communications Decency Act (1996) states that ‘no provider or user of an interactive computer service shall be treated as the publisher or speaker of any information provided by another information content provider’. Technology companies have used this protection to cast themselves as ‘mere conduits’, ‘platforms’ or vehicles by which third party content is delivered, without responsibility for it. In doing so, Section 230 has come to symbolise a wider doctrine of ‘tech exceptionalism’.3

The original purpose of Section 230 was to allow online services to host user speech without facing constant legal risk, making large-scale participation possible. Many of its defenders still argue that without such protections, the open web itself could not function. But that doesn’t fully account for a web that for decades has been enclosed.

Section 230 has been defended by appeals to the US Constitution’s First Amendment – the right to free speech.4 Originally intended to protect the individual from government interference, it has been increasingly cast as a corporate right to free speech, and further extended to categorise almost all digital activity as speech.

Despite rapid commercialisation, the old principles were not updated but instead were exploited. To the tune of hundreds of millions of lobbying dollars, and with laser-like purpose, the sector has done its utmost to maintain a state of ‘exceptionality’ and protects itself with the language of freedom and progress.

In effect, tech exceptionalism allowed companies to bypass the normal processes of governance; processes that would otherwise subject new technologies to agreed standards, business norms and regulatory oversight.

This outcome was not inevitable.

Compare with any other innovation or business sector and the same pattern repeats: invention, adoption, regulation, further invention, further regulation.

We would not have the seatbelt, the airbag or the heated rear-view mirror without the motor vehicle. Motor vehicles must meet agreed standards – not just safety standards but, environmental protections, consumer rights, liability regimes, labour agreements, competition law, data governance and more. The driver in charge must be trained and tested in relation to the power and size of the vehicle; and the environment in which they operate is designed, regulated and policed.

To optimise the benefit, we have carefully constructed systems in which everyone – from manufacturers and distributors to drivers, cyclists and pedestrians, and those responsible for street architecture and signposting – is expected to act in agreed ways; and we enforce the rules set for each party in recognition that failure by any one of them puts all the others at risk.

Similarly in nineteenth-century England, one of the greatest periods of innovation was matched by an equally intense period of regulation in the public interest. The invention of engines, looms, sewers and electricity radically reshaped the world of work and produced burgeoning cities. But those new industrial arrangements demanded new rules.

Battles over dangerous working conditions led to more than 17 Factory Acts, covering pay and working hours, and bringing in restrictions on child labour. As people lived cheek by jowl in newly industrialised cities, new civic rules also followed: food safety and public hygiene laws; streetlamps to protect women walking home from the mills after dark; building regulations. Even the invention of the weekend.

The food we eat, the transport we take, the water we drink, the entertainment, clothes, furniture, the buildings we live and work in are all regulated. Regulation’s purpose is not to suffocate enterprise but to allow it to flourish in ways mindful of its impact: to promote good practice, prevent harm, set minimum standards – a floor below which a business may not fall, not a ceiling on how far it may soar.

Tech could be regulated by the same rules but the sector has made a sustained case for exemption from them.

Operating across multiple markets, with shareholders, stock prices, industry associations and sector agreements, looking and behaving in every visible way like every other business – the tech sector ruthlessly asserts it is somehow different. The companies insist they are platforms, not publishers; infrastructure, not industry. Different enough, they argue, to escape the rules that apply to everyone else, allowing them to act in their own self-interest – with impunity. They have reframed a person as a user, a child as an adult. This disassociation is only possible in a system where they are formally exempt from responsibility.

One of the most pervasive arguments for tech’s regulatory avoidance is that it will inhibit innovation, but much of the tech sector is not innovation at all. While there are genuine breakthroughs in medicine, professional services and robotics – which we will come to later – many of the sector’s most visible ‘innovations’ are neither technological nor inventive in any traditional sense. They are just new ways of controlling markets.

Amazon Marketplace does not primarily make goods; it markets and distributes the goods of others – and takes a large cut.5 Uber does not train drivers or own cars; it positions itself between drivers and passengers – and takes a large cut. Social platforms such as Instagram, YouTube and Snap rely largely on unpaid labour to create the content, supply the data and provide the attention while the companies sit between users and advertisers – and take a large cut.

In these scenarios, they are not innovating or creating; they are charging for access to us, all while claiming an exceptional status that allows them to pay little tax, face limited regulation and disown responsibility for the harms that result from distancing consumer and citizen from provider and product.

Children are not the only issue, but they offer the clearest diagnostic tool. If we allow tech companies an exemption from the consensus of what the conditions of childhood should be, from product safety and consumer rights, from their duty of care to children – then what we allow them is to destroy childhood itself.

I have one colleague in the Lords, Baroness Floella Benjamin, who finishes every speech with the phrase ‘childhood lasts forever’. She puts in plain language what decades of research tell us: that the biggest indicator for a flourishing life is childhood experience.

But what begins as an effort to protect children quickly becomes something larger. As one early supporter put it: ‘Come to save the children, stay to save the world.’

The bishop and the Christmas party

The evidence of harm is no longer deniable, even if the system that produces it remains deeply entrenched.

In 1998, the US administration introduced the Children’s Online Privacy Protection Act (COPPA). Its purpose was to limit the collection of children’s personal data, but over time it became the de facto age of adulthood online: under 13, companies needed parental permission; over 13, users were treated as adults. Crucially, it applied only to services ‘directed at children’; everything else was a free-for-all.

Introduced long before Facebook, TikTok or even Amazon, COPPA was groundbreaking in recognising that children were being commercially targeted online. But by passing a law only for services ‘directed at children’, it had, 20 years later, left the places where children actually spent their time online – Facebook, Instagram and YouTube – largely unaccountable.

The result was absurd: Sesame Street or CBBC had more duties to children than Silicon Valley behemoths.

But a child of 13 is not an adult and I was determined to make the digital world recognise that.

One evening in December 2012, in the guestroom at the House of Lords, I was pressing my case – again – to a junior minister about my amendment to the Data Protection Bill. My exchanges with the government had been going on for weeks. I had been arguing that children needed, and had the right to, a higher bar of privacy online. After many rounds of debate in the chamber, and dozens of meetings with ministers, officials and the regulator, they had finally agreed ‘in principle’ to the amendment that would in time create the Age Appropriate Design Code (AADC). 6

It would apply to all children under 18, be developed to respect the UNCRC, and contain 15 agreed standards. These standards were grounded in learnings from dozens of workshops I had done with children, who had helped me understand not only that they needed protection, but the nature of the protection they needed.

The bill was nearing its final stage and that evening – in fact the next few minutes – was the last chance to agree to terms amicably, but the government was still trying to restrict the regulation to services ‘directed at children’, and I was still insisting it apply wherever children were online.

Their argument was that extending the scope to all services would impact too broadly on digital services; my argument was that the protections should go with the child ‘not where we want them to be, but where they actually spent their time’. The minister had a point: we did not want every ‘mom and pop’ website to have to check for children; but still, anything that was too narrow would be not worth having. In a final attempt to reach an agreement, I had suggested that the code apply to digital services likely to be accessed by children, ensuring it covered the most important products and services: social media and streamers in, pharmacies and academic institutions out.

The minister disappeared to phone the Secretary of State – who was at the department’s Christmas party – to put the suggestion to her. I looked around the guestroom to find somebody – anybody – who would keep the Public Bill Office open until he returned: it was nearly closing time.

Bishops don’t wear their long white smocks outside of the House of Lords chamber, so the man I was urgently speaking to in the corner of the Lords’ tearoom could only be identified by the dog collar peeping above his jumper. I asked the bishop to persuade the Public Bill Office not to close before I laid my amendment.

‘Put your foot in the door, tell them it’s God’s work – anything – until the minister returns.’

I will never know whether the bishop actually put his foot in the door – I rather suspect he had some more ameliorating moves – but the office did not close. Maybe the minister wanted to join the Christmas party, because just minutes later he returned, agreeing that the new AADC would apply to all products and services ‘likely to be accessed’ by children.

That decision brought millions of companies into scope and gave tens of millions of children a vastly higher standard of privacy and care online. It was huge.

Four simple words: ‘likely to be accessed’.

Political victories are rarely decided in grand moments; they are buried in detail, sometimes in terms of service – sometimes, as in this case, four simple words that mean finally someone, somewhere, has to answer for how their product impacts on children.

Politics is often a matter of timing and chance: a willing bishop, a Christmas party, a door that stays open just long enough.

It was not just symbolic; it was the beginning of real-world action that would change digital services not only in the UK, but in countries around the world. ‘Likely to be accessed’ is now, across much of the globe, a norm for child-focused regulation, and 18 is often the age.

It was the application of common sense against the barrier of political inertia. It was a small step that proved a larger truth: digital tech, like every technology before it, can be designed to reflect our values – in this case our commitment to children – when we insist.

In the months after as I worked with the regulator on the AADC, I thought I had done what I set out to do – protect children online – but it quickly became clear that was just the beginning.

Follow the money

Because even as regulation arrived, the scale and reach of the sector were accelerating.

At the time of writing, seven of the world’s ten most valuable companies are from the tech sector. Together, they employ nearly 2.4 million people, have offices in over 100 countries, and engage directly with up to three quarters of the world’s population.

They have ‘disrupted’ market after market of traditional industries and now reach deep into areas once considered public or governmental – education, health, welfare and media. They are a major determiner of what we buy and how much we pay. They shape culture as well as commerce, influencing our taste in music, humour and fashion, and calibrating the news and views we see. They mediate the most intimate arenas of private life, from sleep to sex. And they have set their sights firmly on the future: automated vehicles, cures for diseases, predicting disasters, colonising outer space, exploring the inner workings of the human body, and even the promise of immortality.

And the technology has transformed. Astonishing speeds of data processing allow vast swathes of information to be accessed in real time. Powerful computers that can search, calculate, recall and communicate in fractions of a second – once the size of a house – can be slipped into a back pocket, take the form of a watch, glasses or a tiny chip inserted under the skin. Large language models (LLMs) such as ChatGPT, Gemini or DeepSeek are now routinely available direct to billions of consumers and, along with agentic AI – that is, AI able to fulfil autonomous goals – are revolutionising the way that civic and personal life is conducted.

Already, digital technology has reshaped human life at scale. And anticipated developments in areas such as quantum computing, frontier AI and synthetic biology will likely transform society once again.

These technical advances and the rapid concentration of power in ever fewer hands have been accompanied by an equal and opposite set of impacts.

In one version of events, we can broadcast to millions, get anything delivered to our home, at a push of a button ask an LLM to write us wedding vows or design our fantasy house; and barely a week goes by without a tech-led scientific breakthrough that has the capacity to radically change medicine or longevity.

In a contrasting version, deep fakes undermine women, children and public figures, with the perpetrator manipulating images until they are indistinguishable from the real thing; maybe for fun, often with malign intent – one manifestation of an information ecosystem in which bait and spread rather than truth are king. High streets are hollowed out as the costs of a physical presence in a community – of hospitality, commerce and entertainment – soar, and services move online, leaving boarded-up windows and a disproportionate number of hairdressers and betting shops. And as power has concentrated in corporate hands, decisions about law, culture and commerce have been transferred to those who own and deploy the tech – we are now regulated by their terms of service.

But it is children – attached to their phones, anxious to be offline, anxious to be online – who are the canaries in the coalmine. Their lived experience is a manifestation of an economic logic that trades attention for riches and trains human behaviour for corporate control.

Astonishingly, it has taken 15 years from when I – and others – raised the alarm to reach a tipping point. There is widespread discontent at how tech has developed, dismay at the protections tech companies have been afforded, and a growing feeling that the sector’s future must depend on it being accountable for the harm it causes.

We are at tech’s tobacco moment.

To ban or not to ban

When Australia’s prime minister Anthony Albanese announced that his government would ban social media for under 16s, it set off a worldwide debate.

In broad terms, there were those who were against regulating social media at all, including many in the tech sector; an increasing number who believed tech companies must be held accountable across all their domains – from financial scams to disinformation, tax contributions to job displacement; and those who were worried about social media and its impact on children.

Albanese was in this last group, and on that issue two dominant viewpoints emerged.

The first said that we ban children from driving, alcohol, sex and military service, that this was simply the latest in a long line of age-appropriate protections. The same people often stated that a ban offered clarity for parents and children, and pointed at the failure of previous regulation to make the necessary scale of change.

The other view was that banning was short-term firefighting and did not fix the system itself, putting the pressure on parents to police and children to obey rather than mandating accountability and safety-by-design from the companies. This group also asked, fairly, what was the definition of social media? What about gaming, chatbots and even EdTech? These were all designed on the same principles (or worse). And, what about children getting past the bans by using a false account or VPN (a tool that obscures both the identity and the location of whomever is using it)?

It’s fair to say between these two positions was a myriad of subtleties and nuance. It is also fair to say there was a certain amount of animosity, some of which hit the headlines, giving both governments and tech companies the opportunity to highlight that even those who want to protect children are divided on how, giving them another opportunity for inaction.

What both groups did agree on, however, was that whatever the outcome, it must be mandatory. The era of tech exceptionalism must end. We needed to set the rules and make sure that the tech companies obeyed.

Announcing the policy at the end of 2024, and following it coming into force in December 2025, Albanese remained unapologetic in the face of the criticism, telling children to ‘make the most of the school holidays coming up rather than spending it scrolling on your phone. Start a new sport, learn a new instrument, or read that book that has been sitting there on your shelf for some time.’7 The Australians simultaneously pushed the ban forward, and gave licence to change its scope and review its impact, making it iterative rather than absolute. The tech sector was undertaking an experiment on children with little care, and admirably, unlike most political leaders, Albanese decided to act. As the tech sector rolled out its ‘minimum viable products’ (MVPs) – that is a product that is just developed enough to work but will be upgraded over time – he rolled out a ‘minimum viable policy’ to protect children.

Within six months two things then happened that changed the landscape.

Court cases that had been navigating the slow processes of the US justice system started to come to court, and unlike an earlier generation of legal action, they were looking at the companies’ design features.8 Disclosure – the process by which a plaintive can demand internal documents from a tech company – revealed the knowledge of harm inside the companies, and the intentionality of many of the design features built to exploit attention. Some of the cases were settled ahead of open court hearings, but the information was explosive, and each settlement was another indication of a company with something to hide.

The other thing that happened was country after country announced a ban.9

In the spring of 2026 I bumped into a senior executive from one of the biggest tech companies in the world; she had had six months off work and had returned to find the political landscape completely changed. Before her absence the conversation was all about the implementation of the UK’s 2023 Online Safety Act; when she had returned, the majority – including many people who would not previously have tolerated the idea – were calling for a ban.

‘What happened?’ she asked.

‘You lobbied too well and did not move far enough, fast enough,’ I replied.

‘But banning does not solve it.’

‘But it has not been solved any other way, and parents are desperate – truly desperate. If you can’t offer age-appropriate products then they’d rather have none at all’.

I have sat with parents who are rarely ideological, but exhausted, angry and often despairing – trying to hold the line in their own homes against systems designed to bypass them. I have sat with parents who are frightened of what is happening or might happen as their child becomes a stranger and their online world takes precedence over everything else. And I have sat with bereaved parents, their children’s lives sacrificed to a machine built with so little regard for its users that the deaths mount up year after year, and still the tech sector resists change.

If the products that children were using were fridges or washing machines they would have been recalled long ago, but tech products, shrouded in legal and political protection, continue to be available – even as they harm at scale. It is this inequity that drives those who want to see a ban.

I first met Jonathan Haidt in New York in the spring of 2020, when he was still researching and writing The Anxious Generation, which would set out the case for a phone ban for under 16s and go on to capture worldwide attention. We had agreed to meet at his home in Manhattan, since he had childcare duties and I was in town very briefly. On my arrival, he sent his children, still in their tweens and teens, to the local Chinese takeaway. Two young kids, in the streets of New York, crossing roads, avoiding traffic and navigating the expansive mix of people that crowd its streets. Jon’s last book had been The Coddling of the American Mind, in which he and his co-author Greg Lukianoff had written about the increasing fear of children gaining experience in the physical world; he was an advocate for childhood risk and free play – his emergence as a leader in the fight for children’s safety online had nothing to do with being an overbearing parent and even less about an overbearing state. As we talked we ate the takeaway that his children, unscathed by their outing, had brought back.

When it was published in 2024 The Anxious Generation exploded, laying the groundwork for the movement that followed, with parents and teachers organising and creating a political storm by demanding a ban – they had found the answer in his work and they became advocates for its conclusion. Jon recognised – and supported – the regulatory work we were doing in Europe. Indeed, more than many US-based advocates he has taken a keen interest in the detail of the UK’s AADC, the Online Safety Act, the EU’s Digital Services Act, which came into force in 2022, and all the associated campaigns and demands. But he also knew that in the US, a Congress stuck between lobbying interests and a divided political class was unlikely to pass legislation, and that unlike the rest of the world which had ratified the UNCRC, the US did not see children as rights holders, but saw them through the filter of parents rights.

Treating social media as a dangerous product to which children should not have access therefore made sense in a US context, and as he explained that evening, he and his academic colleague Jean Twenge had looked at 20 years of global evidence on children’s mental health, and saw a significant shift in 2012, at the very point that social media became ubiquitous in their lives, with teenagers increasingly struggling: they felt the evidence was clear.10 Social media had a negative impact on under 16s, particularly girls.

Albanese’s political leadership and Jon’s book and his subsequent advocacy lit a fuse around the world, which was quickly taken up by parents and teachers. Together they changed the political weather. Across the world politicians’ postbags and inboxes filled up with letters and emails from constituents who now had an answer – you clearly can’t (or won’t) contain tech, so ban it for under 16s. The idea was to find a way of giving children back their childhood, and getting rid of social media seemed part of the plan. And in the onslaught of demand and in the absence of anything better, politicians started to listen.

In the background the court cases kept coming, but for the first time, both complainants and judges were looking beyond the framing of free speech, and into how companies designed their products and what they knew, and when they knew, about the negative impact on children.

This was tech’s tobacco moment.

Thousands more lawsuits followed, from parents, school districts, Attorneys General and some from children themselves.

Slow, arduous and expensive, but if the wins were upheld, appeal after appeal, until the companies had nowhere to hide, it would mean a fundamental reordering of the tech business model. Either they would have to raise the age limit and be adult only, leaving a market for age-appropriate products designed and deployed with the development of children in mind. Or, they would have to find new ways to design their products.

The problem for the sector was that the same system that was hurting children was hurting vulnerable adults, amplifying violence to women, spreading scams and fostering untruths. If the court cases kept going the kids’ way, it was only a question of time before the next wave of court cases was filed, on behalf of adults – and if that happened it would challenge the fundamentals of the attention economy model upon which the tech sector is built.

Not only did the court cases begin to consolidate the political and parental view that tech was hurting children, but it came at a time when a new generation of AI products was emerging – toys, companions and chatbots deliberately personalised, persistent and responsive in real time. Now a public and press more alert to the dangers were keen not to make the same mistake again by leaving protections that really need to be designed in from the start until later.

Early evidence suggests that children form emotional attachments to these systems, and can be manipulated: nudged, persuaded or influenced in ways that are difficult to see and harder to resist. The risk is no longer just exposure to human harm, but interaction with an avowedly powerful, automated non-human system – built to engage and extract at any cost. We have already seen the danger with 31 per cent of children considering a chatbot a friend; and among AI companion users, 33 per cent have chosen to discuss important or serious matters with them instead of real people. Even the most innocent interactions can quickly become sexualised or coercive.

Some within the tech sector are reading the room. In a recent op-ed, the CEO of Pinterest Bill Ready warned that the ‘cost of inaction is a generation of young people overwhelmed by anxiety and depression’, describing social media as a vast, uncontrolled social experiment and calling on his fellow tech leaders to start over, to build a better online world for children.11

I don’t like the word ‘ban’, not because it sounds illiberal, but because it almost always goes in a sentence that in some form or other suggests we ban children. I prefer to think of it the other way around: any product or service that does not have the requisite privacy, safety and respectful and responsive design should be banned from accessing children. Their access that is made conditional, their behaviour under question – not the child’s. That may seem like a detail, but it is fundamental.

Of course it would be better for all digital products to be well designed, age appropriate and have a formal duty of care to their child users. I have been fighting for that for the last decade and a half. But in the absence of that better solution, why on earth would we keep giving our kids over to a sector that at best depresses a large number of them, and at worst is a threat to their lives? Some companies, content or features should not have access to our children.

And if one in three people online are under 18, then it follows that a significant proportion of the eye-watering wealth of the tech sector comes from children’s data, behaviour and spending. Banning may indeed bring tech to the table.

But we are on the cusp of having technology that is more immersive, more intimate and more powerful than what has come before. In that context, unless we think more comprehensively about childhood, the circumstances in which children can flourish and the role of technology in that, we will miss this urgent moment. Banning toxic products from hurting children is fine by me – but it will not be enough.

Restrictions may offer temporary relief, and in some cases they are necessary, but they do not address the underlying system that produces the harm. The question is not simply whether individuals should opt in or out or at what age it is okay to exploit a child, but what kind of environment we are asking them to provide. What do we demand for human flourishing?

Focusing only on bans leaves the deeper architecture untouched, just as it is becoming more sophisticated. And once we work out how technology must be designed for children to flourish, then we will be a giant step closer to understanding how technology can be designed to align with human flourishing overall. And that will be the beginning of a new settlement.

Let the magic begin!

In May 2015, I was invited to a dinner at Google’s London headquarters in King’s Cross to honour Sir Tim Berners-Lee on the twenty-fifth anniversary of the World Wide Web.

A buttonless elevator whisked me up to the invite-only celebration. Amid the speeches and celebrations, we were promised a ‘reveal’ from Demis Hassabis, the wunderkind behind DeepMind, the AI company Google had recently acquired for a reported half-billion dollars. The room was dominated by the great and the good of UK tech – some I knew, many I recognised: how I made it onto the guest list remains a mystery to me.

As we took our seats around a long table, I noticed chef Yotam Ottolenghi presiding over the kitchen, the smell of the food from his Middle Eastern childhood filling the room. The wine was excellent, the company stimulating, and though I can’t recall the view at night from what was, by day, Google’s staff canteen, I remember clearly the prevailing mood: confidence, optimism, a sense that we were insiders – on top of the world.

When the speeches and toasts concluded, Demis (now a Nobel laureate), young, confident and endearingly excited, took his position beside a tall stand, its screen veiled in black cloth. After a brief introduction, whisking away the covering with a flourish, he cried, ‘Let the magic begin!’

For the uninitiated – of which I was one – it took a few moments to grasp the nature of the ‘magic’ we were witnessing. DeepMind’s AI was playing a simple video game, Breakout, in which a virtual ball repeatedly struck a virtual wall, chipping it away brick by brick. At first, nothing remarkable happened. But then something shifted. Unexpectedly, the AI manoeuvred the ball behind the wall, where it demolished the remaining bricks with ferocious accuracy and speed. It didn’t just play the game – it changed the game. No one had programmed this tactic or shown it how to do it.

Demis explained that the team had spent months trying to get the AI to ‘understand’ the game. On one particular day several months earlier, they set it to work and left the office to go to the pub. Returning the next morning, they found that it had discovered a strategy entirely by itself.

At first, the system had simply learned to keep the ball in play. Over time, through trial and error, it discovered how to carve a tunnel through the wall, allowing the ball to pass above the bricks and clear them with extraordinary efficiency. It had not been taught this tactic. It had found it.

The AI had been given only the screen and the score. It could move the paddle left, move it right or do nothing. Each action produced a result, visible only in whether the score rose or fell. When the score improved, the system adjusted itself, making similar moves more likely in future and unsuccessful ones less so. Through repetition and reward it arrived at a strategy no one had anticipated.

The game no longer mattered. What mattered was that the machine demonstrated the emergence of sophisticated strategy from reward maximisation alone. It was not following instructions. It was learning from experience.

The AI eventually surpassed human-level performance on Breakout and several other Atari games, demonstrating that a single architecture and learning algorithm could work across diverse tasks.

The team were stunned. But the implications, even for those who had built it, made them a little afraid.

In the room people were both euphoric and chilled. A few guests had seen it before. Many needed no explanation. Some asked questions. But by the time we left that room everyone understood the same thing: we had seen a machine act without being taught how. It was another step forwards in AI – a step towards a world in which machines could develop strategies we did not design, predict or fully understand. We had caught a glimpse of the future.

The enclosure of the open internet was already history. Products were designed to optimise for commercial outcomes. The concentration of power was no longer theoretical; it was visible, embodied, seated around the table. The powerful figures around that room already wielded disproportionate control and were perfectly positioned to ensure that the next great convulsion of digital technology, AI, would supercharge their empires and deepen their power.

Despite the spectacle’s magnificence and academic worries about what it might mean, there was no political questioning – in 2015 AI was barely discussed in Parliament. In fact, the Chinese artist named Ai Weiwei, forced to leave China in 2015, was mentioned in Parliament more often than AI, meaning artificial intelligence.  Only a handful of inquisitive parliamentarians were asking questions: what is it for? Who will benefit? What will it break? And who, if anyone, should decide the rules of engagement?

To question the direction of travel was to stand unfashionably in the way of ‘progress’ – to be a downer.
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