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Foreword

We are delighted to see this new book on multiple imputation by three accomplished statisticians, He, Zhang, and Hsu (HZH). The authors have substantial experience conducting research on multiple imputation and applying it in a variety of settings, and they are thus eminently qualified to write a book in this area. The book covers a large number of important topics relevant for any applied researcher. Many books in this area have been published, yet there are still unmet needs. This is a sign of growth in interest and continued advances through research and applications. We certainly welcome this book, which discusses many recent developments. 

When we started working on multiple imputation in the early 1980s, there was a lot of skepticism and even hostility concerning the approach, which was seen as impractical and problematic. This was understandable given the computational limitations of those days as well as the fact that multiple imputation deviates from the traditional and still somewhat prevalent notion of obtaining the single “best” value to substitute for each missing datum. Over the years, however, the idea of simulating multiple values from the posterior predictive distribution of the missing data given the observed data, to create multiple plausible complete data sets, has gained wide acceptance. The main goal of multiple imputation is to use all available information in the best possible manner, while fully reflecting the inherent uncertainty in doing so. Fortunately, computational technology supporting the approach has also improved greatly over the years, as is evidenced by the many software packages for creating and analyzing multiply imputed data sets. 

The topics covered in this book are bread and butter for any applied researcher. HZH have made life easy by including necessary statistical background in Chapter 2, and this should be read first, as a brush-up, by anybody using the book. Chapter 3 provides a very nice basic heuristic and technical background on multiple imputation. Many of the remaining chapters discuss multiple imputation in a wide variety of scenarios, including complicated situations such as longitudinal data, measurement error, sample surveys, combining information from multiple data sets, and nonignorable missing data. Of special general importance is the chapter on diagnostics for multiple imputation, for which there have been many recent developments. Just as with any statistical method, using diagnostic methods is very important for ensuring appropriateness. We have seen in applications of imputation that diagnostics are sometimes given short shrift, so we are very happy to see this chapter. 

Throughout the book, HZH have included important pointers for applied researchers, alternatives to consider, checks for pitfalls, and potential remedies. The book is loaded with real-life examples and simulation studies to help reinforce the points being made. Although no particular software is emphasized in the book, many important hints are provided using, for example, WinBUGS. Those hints will be useful regardless of which software is employed by the reader. HZH have also included over four hundred references to work in the field, including many publications from the past decade. It is great to have this new contribution to the theory and practice of multiple imputation. 

Finally, our delight at the publication of this book is also personal. As mentioned in the preface, the authors consider us to be among their mentors. One of the greatest satisfactions for mentors occurs when their mentees write a book on a particular topic to which the mentors have devoted a large amount of work, not to mention when the mentors are asked to write the foreword! We are simply beaming with pride to see the publication of this book as an important contribution by HZH and as an indication of many more contributions to come!! 

Trivellore Raghunathan and Nathaniel Schenker




Preface

Missing data problems are common and difficult to handle in data analysis. Ad hoc methods such as simply removing cases with missing values can lead to invalid analysis results. This book focuses on the multiple imputation analysis approach that is a principled missing data strategy. Under this approach, missing values in a dataset are imputed (i.e., filled in) by multiple sets of plausible values. These imputed values are random numbers generated from predictive distributions of missing values conditional on observed data and relevant information, which can be formulated by statistical models. This process results in multiple completed datasets, each of which includes a set of imputed values and original observed values. Each completed dataset is then analyzed separately using established complete-data analysis procedures to generate statistics of interest (e.g., regression coefficients and standard errors, test statistics, p-values, etc). Finally, the multiple sets of statistics are combined to form a single statistical inference based on simple rules. 

Multiple imputation started in the 1970s as a proposal to handle nonresponse problems in large surveys produced by organizations so that data users could analyze completed datasets released by these organizations. In the past 40 years or so, there exists vibrant research that advances both the theory and application of multiple imputation. Nowadays multiple imputation is arguably the most popular and versatile statistical approach to missing data problems and is widely used across different disciplines. Although there exists a large volume of literature on multiple imputation, the demand of learning about this strategy and using it appropriately and effectively for a wide variety of missing data problems, both routine and new ones, continues to be strong. 

The purpose of this book is to describe general structures of missing data problems, present the motivation of multiple imputation analysis and its methodological reasoning, and elaborate upon its applications to a wide class of problems via examples. Illustrative datasets and sample programming are either included in the book or available at a github site (https:/​/​github.com/​he-zhang-hsu/​multiple_imputation_book). In the following we summarize some of the main features included in the book. 


	Multiple imputation sits at the intersection of two fundamental statistical frameworks, frequentist and Bayesian statistics. To make the book more self-contained, we include necessary material (e.g., Chapter 2) on basic statistical concepts and analysis methods that can be helpful for understanding technical components of multiple imputation. 


	We believe that it is important that researchers and practitioners not only know “how” to use certain imputation methods, but also know “why” these methods work. In addition, provided that there often exist multiple modeling options for an imputation analysis, multiple imputation users need to know which method to choose. This book includes examples on assessing and comparing the performance of alternative methods using simulation studies, thus providing some insights for understanding these issues and making appropriate decisions. Some simulation studies are also used to demonstrate the basic theory of multiple imputation. 


	Many multiple imputation methods are implemented in popular statistical software packages (e.g., SAS and R). We do not focus on one particular package in the book, as programs in different packages can be used to implement the same method in many cases. In some examples, we demonstrate the use of Bayesian analysis software for carrying out the joint modeling imputation (e.g., Chapter 7). The software package and sample code used in these examples are from WinBUGS. Applying this strategy can sometimes save users from deriving and coding complicated posterior predictive distributions needed in imputation. WinBUGS (and its more recent variants such as OpenBUGS and R NIMBLE) has been a popular programming language for learning and researching in applied Bayesian statistics. In other examples, we mainly mention the name of the software package used. As as supplement of this book, sample code for most of the examples, written in SAS or R, can be found in (https:/​/​github.com/​he-zhang-hsu/​multiple_imputation_book). 


	There exists a wide range of modeling and analysis techniques used in multiple imputation. This book includes material on some common parametric methods (Chapter 4) and robust imputation techniques (Chapter 5) for typical univariate missing data problems. It also includes imputation strategies targeted to multivariate missing data problems and those embedded within special types of data and study designs (e.g., Chapters 6–11). 


	Both survival data analysis and longitudinal data analysis are important fields in biostatistics. This book includes some methods in the application of multiple imputation for survival data (Chapter 8) and longitudinal data (Chapter 9). 


	This book also contains material on applying multiple imputation to survey data (Chapter 10). Topics discussed include not only modeling and analysis techniques, but also issues related to data editing, processing, and release from the organizations' perspective. The latter is especially relevant if the goal of the project is to produce completed datasets for public use, which goes back to the original motivation of multiple imputation when it was first proposed. 


	Many statistical problems can be framed and approached from the perspective of missing data. In this book we choose to present the topic on handling measurement error problems using multiple imputation (Chapter 11). This topic can also be connected with the general idea of combining information from multiple data sources. 


	Besides modeling techniques, we believe that it is crucial and beneficial to include all the necessary information (i.e., variables) from observed data and sometimes those from extra data sources for imputation. That is, it is preferable to have a general imputation model. This principle is the so called “inclusive imputation strategy” and is emphasized throughout the book. 


	“All models are wrong, but some are useful” (George E. P. Box). Some techniques targeted to imputation diagnostics and checking are discussed in Chapter 12. The demand of conducting imputation diagnostics is increasing given the popularity of multiple imputation nowadays. We believe the purpose of imputation diagnostics is not to identify the perfect method per se, but to improve the imputation from some baseline models and produce reasonably good analysis results. 


	The field of multiple imputation analysis is evolving fast in the era of big data and data science, which pose new and challenging missing data problems as well as analysis needs. In Chapter 14 we briefly touch upon several advanced research topics. We hope this book can stimulate more related research! 




Readers are recommended to have entry-level graduate statistical or biostatistical training including regression analysis, mathematical statistics, applied Bayesian statistics, and basic statistical programming. The primary audience consists of researchers and practitioners who have to deal with missing data problems in data analysis. We hope they will enjoy handling missing data using multiple imputation after reading this book! We also hope some of the material can motivate readers to develop new multiple imputation ideas and methods. As a companion to existing literature, this book can be used as a reference for both research and teaching. 

Our interests in multiple imputation stemmed from the missing data analysis course (taught by Rod Little and Trivellore Raghunathan) that we took as graduate students in biostatistics at the University of Michigan (Go Blue!). In the past 20 years or so, we have researched and applied multiple imputation analysis in a wide range of projects. We will certainly keep doing this in the future! We have also in the past taught the topics of missing data and multiple imputation, as well as related topics such as longitudinal and survival data analysis. 

We thank our employers, the National Center for Health Statistics in the U.S. Centers for Disease Control and Prevention (for Yulei He and Guangyu Zhang) and the University of Arizona (for Chiu-Hsieh Hsu), and our colleagues for supporting the writing of the book. Many of the ideas and examples in the book are stimulated from our working projects. The findings and conclusions in this book are those of the authors and do not necessarily represent the official position of our employers. The book inevitably contains errors and shortcomings, for which we take full responsibility. 
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1.1 A Motivating Example

Missing (or incomplete) data problems often occur in studies that involve collecting and analyzing data. How to handle missing data appropriately in statistical analysis is a major challenge for researchers and practitioners. For example, income (personal or family) is an important socioeconomic variable and frequently used in economic, social, and health research. Information about income is collected in many studies, yet income data are frequently subject to missing values or nonresponses. A real-world example is given below. 


Example 1.1. Survey nonresponse of family income from the National Health Interview Survey

The National Health Interview Survey (NHIS) is an annual multi-purpose survey that is the principal source of information on the health of the civilian, noninstitutionalized household population of the United States (U.S.). NHIS has monitored the health of the U.S. since 1957. It is administered by the National Center for Health Statistics (NCHS) at the U.S. Centers for Disease Control and Prevention (CDC). NCHS contracts with the U.S. Bureau of the Census to conduct the survey fieldwork. NHIS has gone through periodic changes of the questionnaire and sampling designs over time. In this example and throughout the book, we focus on survey questionnaire and sampling design used from 1997 to 2018. During that period, the base sample of the survey included about 35000 households with 87500 persons each year, with some additional samples being added in different years. Detailed information about NHIS can be found in (https:/​/​www.cdc.gov/​nchs/​nhis/​index.htm). 

Besides many other objectives, NHIS provides a rich source of data for studying relationships between income and health and for monitoring health and health care for persons at different income levels. The survey collects a wide array of variables of survey participants' economic and wealth status. We look at one of the key income items, total combined family income for all family members including children. For illustration, we use the family component of NHIS 2016 public-use data (https:/​/​www.cdc.gov/​nchs/​nhis/​nhis_2016_data_release.htm) which contains information collected from the survey at the family level. The question in the survey is, “What is your best estimate of your total income/the total income of all family members from all sources, before taxes, in last calendar year?” Survey participants are expected to answer it in dollars, and this variable is labeled as FAMINCI2 in the public-use data. For participants who choose “don't know” or “refused”, their FAMINCI2 values are treated as missing. 

In NHIS 2016, the nonresponse rate of FAMINCI2 is 20.6%. Fig. 1.1, which includes the histogram and normal quantile-quantile (QQ) plot, shows the distribution of the observed income values, which is highly skewed to the right. The spike at the right end of the distribution is due to the top-coding of the public-use data. 

[image: Figure 1.1]
FIGURE 1.1 Example 1.1. Left: the histogram of FAMINCI2 in NHIS 2016; right: the QQ plot.





How do we deal with the missing data problem in this variable? “Obviously the best way to treat missing data is not to have them” (Orchard and Woodbury 1972, Page 697). Some attempts can be made in terms of data collection to obtain the ranges of the income. In NHIS 2016, for example, if the participant did not provide the amount, then a series of income bracketing questions were asked starting with, “Was your total family income from all sources less than 250% of poverty threshold or 250% of poverty threshold or more?” Additional follow up questions of income ranges were asked based on the respondent's answer, with the goal of placing the income into several other detailed income categories. The poverty threshold used in these questions are based on the size of their family, the number of children, and the presence of a person aged 66 years or over. The poverty threshold dollar amounts are adjusted each year. Variables for these bracketed income questions are useful in recovering some of the information lost in the nonresponses of FAMINCI2 because they provide possible ranges of income values for nonrespondents. However, an exact dollar amount, not the range of income, is still preferred in many statistical analyses. And bracketed income variables are still subject to nonresponse in the survey. 

In terms of analyzing the incomplete income variable, one quick method is to remove cases with missing FAMINCI2 values and proceed with the analysis. This strategy, often referred to as the complete-case analysis or case-wise/list-wise deletion, can be problematic. For example, there is some evidence suggesting that survey participants from different groups might have different nonresponse rates (Example 1.10). Suppose participants with lower actual income are more likely to have missing income data; then the mean estimate by simply removing these missing cases would overestimate the true mean of the income for the target population, resulting in a positive nonresponse bias. 

An appealing analytic strategy is to impute, that is, to fill in, all the missing values, so that FAMINCI2 is completed. Routine complete-data analysis procedures can then be easily applied to the completed income variable. This is how the issue is approached within the NHIS. However and very importantly, the imputation is done multiple times using the multiple imputation analysis approach (Rubin 1987). 


Example 1.2. Multiply imputed family income from the National Health Interview Survey

Continuing with Example 1.1, NCHS multiply imputes the family total income variable of NHIS starting from 1997 and releases five (sets of) completed income variables annually to external data users for carrying out analyses. Table 1.1 shows a small subset of multiply imputed FAMINCI2 for illustration. Across the five imputations, the observed values are identical, and the imputed values (italic) are varying. For NHIS 2016, more relevant information on the multiple imputation can be found in (https:/​/​www.cdc.gov/​nchs/​data/​nhis/​tecdoc16.pdf). Schenker et al. (2006) provided technical details of the methodology. See also Example 10.4. 


TABLE 1.1 Example 1.2. Multiply imputed FAMINCI2 from an illustrative subset of NHIS 2016


	
Imputation 1


	
Imputation 2


	
Imputation 3


	
Imputation 4


	
Imputation 5





	
…


	
…


	
…


	
…


	
…





	
14000


	
14000


	
14000


	
14000


	
14000





	
50000


	
50000


	
50000


	
50000


	
50000





	
30000


	
30000


	
30000


	
30000


	
30000





	
35058


	
37258


	
33829


	
33308


	
38651





	
47000


	
47000


	
47000


	
47000


	
47000





	
140000


	
140000


	
140000


	
140000


	
140000





	
4000


	
4000


	
4000


	
4000


	
4000





	
8000


	
8000


	
8000


	
8000


	
8000





	
5000


	
5000


	
5000


	
5000


	
5000





	
3000


	
3000


	
3000


	
3000


	
3000





	
206000


	
206000


	
206000


	
206000


	
206000





	
59729


	
62608


	
66525


	
52792


	
73603





	
50000


	
50000


	
50000


	
50000


	
50000





	
77000


	
77000


	
77000


	
77000


	
77000





	
100000


	
100000


	
100000


	
100000


	
100000





	
45000


	
45000


	
45000


	
45000


	
45000





	
89908


	
87911


	
80668


	
82118


	
97226





	
42339


	
14292


	
40298


	
20121


	
5211





	
21730


	
20105


	
55292


	
9536


	
13236





	
…


	
…


	
…


	
…


	
…







	Note: Imputed values are in italics.








Why is the imputation done multiple times? How are the imputed values generated? How should we analyze these five (or multiple) completed datasets? How do we know whether these imputed values are good enough? Is multiple imputation a good missing data analysis method in general? Can we apply this strategy to other types of missing data problems, and if so, how do we do it? Researchers and practitioners might have many relevant questions. In this book we aim to provide an overview of the multiple imputation analysis approach and offer answers and discussions for these questions. 

Before we dive into more details (starting from Chapter 2), we first go through some general background about missing data problems. Section 1.2 defines missing data. Section 1.3 classifies missing data patterns. Section 1.4 introduces the missing data mechanism, one of the most important concepts in missing data analysis. Section 1.5 summarizes the structure of the book. 





1.2 Definition of Missing Data

We follow the definition of missing data provided by Little and Rubin (2020, Page 4): “Missing data are unobserved values that would be meaningful for analysis if observed; in other words, a missing value hides a meaningful value.” This general definition is connected with both the scientific question posed and analyses applied for the data, and may have different implications within different contexts. The survey nonresponse problem for the family income question in NHIS (Example 1.1) is a classic example of missing data: every eligible survey participant should have an exact family income value. Typical analyses for the income variable (e.g., to obtain the mean or median of the family income) would need to involve the actual income value of each participant. In the following we provide a few other examples of missing data.


Example 1.3. Partial missingness: grouped or censored data

Continuing with Example 1.1, some income nonrespondents provide their income categories for the bracketed income questions in NHIS. This situation is an example of grouped data. For these cases, although their specific income values are unknown, we have some ideas about their ranges or income groups defined by the bracketed income questions. These ranges provide partial information about the income distribution. For example, if we know that the family income from an income nonrespondent is greater than $75000, then a reasonable imputation for the missing FAMINCI2 value should be greater than $75000. 

A somewhat similar scenario is the problem of censored data often encountered in survival data analysis. The outcome of a survival analysis is typically a time-to-event type of variable. For example in many medical studies, a participant is followed until an event (e.g., death) occurs or he/she exits the study. The latter situation is termed as “right censoring”, and the individual is still free of event (e.g., being alive) at the censoring time when he/she leaves the study. For a subject with right censoring, his/her time-to-event is unknown (i.e., missing) but if it is imputed, the value shall be greater than the censoring time. Such survival data are often referred to as right-censored data. Further discussion about the multiple imputation for survival data analysis can be found in Chapter 8. 



Example 1.4. Variables subject to measurement or reporting error

Many health studies involve variables recorded with measurement or reporting error. A useful analysis strategy is to treat true values of variables subject to measurement error as missing data (Carroll et al. 2006, Page 30), especially when some validation data are available. For instance, in surveys or administrative databases, variables on the receipt of health services can be subject to misreporting or incompleteness. We consider a specific example here. The Cancer Care Outcomes Research and Surveillance (CanCORS) Consortium is a multi-site and multi-wave study of the quality and patterns of care delivered to population-based cohorts of newly diagnosed patients with lung and colorectal cancer (Ayanian et al. 2004). For stage II/III colorectal cancer patients in the CanCORS study, their receipts of adjuvant cancer treatments were collected from cancer registries. However, there existed evidence that these variables might be subject to underreporting at the time of study. That is, for a patient who had received the treatment, it is possible that the registry system did not capture it yet when data were collected for the study. Therefore, the true treatment status of patients can be treated as missing data. More information about the multiple imputation approach to handling measurement error problems can be found in Chapter 11. 



Example 1.5. Not applicable

Studies for human subjects frequently include “not applicable”. Values of “not applicable” could result from skip patterns in survey data. For instance, survey questions about tobacco use of participants often start by asking, “Have you smoked at least 100 cigarettes in your entire life?” (the gateway question). For participants who answer “No” to this question (i.e., never smokers), they would be skipped from a series of follow-up questions such as, “How often do you now smoke cigarettes? Every day, some days, or not at all?” For an analysis that is only targeted to current and former smokers, excluding these skips (never smokers) generally make sense. However, missing values in the gateway question variable impose some uncertainty: If the true answer for the participant had been “No”, then his/her answers to the follow-up questions would need to be skipped; if “Yes”, then his/her answers to the follow-up questions would not be skipped in principle and would need to be included in the analysis. More discussions about handling skip patterns in multiple imputation can be found in Chapters 7 and 10. 


In certain cases the definition of missing values is not clear-cut. Sometimes the missingness, the status of being missing, might be a legitimate analysis category, as can be seen from the following example. 


Example 1.6. “Don't know/refused” for questions soliciting opinions towards end-of-life cancer care

For the CanCORS study, a patient survey was used to collect information on the cancer care received by the patients. Some questions were aimed to solicit patients' opinions and preferences towards cancer treatment options including end-of-life care. An example is, “Do you prefer receiving treatment that would improve your symptoms but not necessarily prolong your life?” Possible answers include “Yes”, “No”, and “Don't know/refused”. For patients choosing the “Don't know/refused” category, can we simply treat them as missing values in a similar way to that for the income nonresponse problem? Not necessarily. Some participants might have a clear preference, yes or no, but do not want reveal it, and this scenario is similar to the income nonresponse problem. For others, choosing this category reflects their realistic attitude (i.e., not sure or undecided) towards this difficult question. In the latter situation, “Don't know/refused” might constitute a separate group besides “Yes” and “No.” In general, nonresponses in questions soliciting opinions have complicated implications. See also Little and Rubin (2020, Example 1.3) for a discussion. 


As a useful summary, Raghunathan (2016, Section 1.2) suggested that a practical way to define the (imputable) missing values for a variable in a specific analysis is to consider whether or not one should replace these missing items with observed values. In this book we focus on imputable missing data problems such as those in Examples 1.1, 1.3, and 1.4. In addition, many statistical problems that do not appear to have missing data can be approached from the incomplete data perspective using the multiple imputation strategy. Examples include the counterfactual model of causal inference and data synthesis for minimizing data disclosure risks. These topics are not covered in this book. See Gelman and Meng (2004) for a related discussion. 





1.3 Missing Data Patterns

For a single variable, “missing data” generally means multiple missing values. Missing data often occur for multiple variables. Although the missingness may occur in some random fashion, the pattern of missing data, which describes the locations of the missing values relative to observed ones, can provide some useful insights into the process leading to missing data and therefore help us better formulate missing data problems. This section describes several common missing data patterns based on established mathematical notations. 

We follow the scheme established by Little and Rubin (2020, Section 1.2). A typical population study includes subjects (units) for whom some variables (measurements or items) are taken. Thus a dataset usually consists of a sample collection of subjects, each of which provides information on a collection of variables. In a cross-sectional questionnaire survey (e.g., NHIS), the subjects are individuals participating in the survey, and the variables are their answers to the survey questions. Sometimes more complex data structure might arise, for example, in studies with multilevel nested structure (Chapter 9). Yet for simplicity, it is often straightforward to describe the structure of a dataset as a rectangular matrix, in which the rows correspond to the subjects, and the columns correspond to the variables. 

To mathematically describe the pattern of missing data, let Y={yij}, i=1,…,n, j=1,…p denote a n×p rectangular dataset without missing values (i.e., complete or fully observed dataset). Its ith row yi=(yi1,yi2,…,yip) where yij is the value of variable Yj ( j=1,…,p) for subject i. When missing data occur, some of the yij's are not observed. To describe this, we can define the response indicator matrix R={rij}, where rij=1 if yij is observed and rij=0 if yij is missing. Note that the observed information from the dataset includes both the observed elements of the Y-matrix and the fully known R-matrix. 

Among possible missing data patterns, a fundamental one is the so-called “univariate missingness”. In univariate missing data problems, one variable is incomplete and all other variables are fully observed in the dataset. For simplicity, we can assume that Y1 has some missing values and Yj ( j=2,…p) are fully observed, as illustrated in Table 1.2. This pattern is well suited for scenarios where we have a main variable of analytical interests yet subject to missing values. In this book, many basic ideas and methods of multiple imputation are illustrated in the setup of univariate missing data problems (e.g., Chapters 4 and 5). In addition, methods for univariate missing data problems are often the starting point for developing methods applicable to more complicated, multivariate missing data problems (e.g., Chapters 6 and 7). 


TABLE 1.2 A schematic table of a univariate missingness pattern


	
Y1


	
Y2


	
Y3


	
Y4


	
…







	
…


	
…


	
…


	
…


	
…





	
O


	
O


	
O


	
O


	
…





	
O


	
O


	
O


	
O


	
…





	
O


	
O


	
O


	
O


	
…





	
M


	
O


	
O


	
O


	
…





	
M


	
O


	
O


	
O


	
…





	
M


	
O


	
O


	
O


	
…





	
…


	
…


	
…


	
…


	
…







	Note: “O” symbolizes observed values; “M” symbolizes missing values. 







In typical univariate missing data problems, some cases have observed Y1-values. However, Y1 can be fully unobserved in some measurement error problems (Table 1.3). For instance, in Example 1.4, Y1 can be set as the true treatment status which is unknown and subject to reporting error. Its reported version might be recorded as one of the fully observed Yj's (say Y2). 


TABLE 1.3 A schematic table of a univariate missingness pattern where the missing variable is
fully unobserved
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	Note: “O” symbolizes observed values; “M” symbolizes missing values; Y1 is the variable of true values; Y2 is the reported version of Y1 subject to measurement error. 






A multivariate missing data problem occurs if at least two variables have missing values. In surveys, unit nonresponses occur when a subset of sampled subjects does not complete the survey questionnaire because of non-contact, refusal, or some other reasons. This would result in a pattern in which survey design variables (e.g., list or frame information) are available for both respondents and nonrespondents (e.g., Y1 and Y2 in Table 1.4), and all or most of the variables in the survey questionnaire are missing (e.g., Y3, Y4, etc.) for unit nonrespondents. Survey unit nonresponse problems are often handled by weighting (Chapter 10). 


TABLE 1.4 A schematic table of survey unit nonresponse
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	Note: “O” symbolizes observed values; “M” symbolizes missing values; Y1 and Y2 are variables of survey sampling frame information; Y3, Y4, etc. are survey questionnaire variables, and they are all missing for unit nonrespondents. 







Another type of survey nonresponse is item nonresponse. For item nonresponse, a sampled subject fills out the survey questionnaire yet does not provide information for all the survey variables. (e.g., the income nonresponse problem in Example 1.1) 

One of the special multivariate missingness patterns is called the monotone pattern (Table 1.5). That is, Yj+1,…,Yp are all missing for cases where Yj is missing, j=1,…p−1. The monotone missingness pattern occurs a lot in longitudinal studies, in which Yj denotes the subject's measurements at wave/time j. Subjects might have fully observed data at the baseline (e.g., Y1), and yet some of them might gradually drop out from the study at later waves and therefore produce missing data (e.g., for Y2-Y4). These attritional subjects usually do not return once they exit the study. Additional discussion about the multiple imputation for longitudinal missing data can be found in Chapter 9. 


TABLE 1.5 A schematic table of monotone missingness pattern
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	Note: “O” symbolizes observed values; “M” symbolizes missing values. 







In some cases, a single construct is measured by two different instruments in two datasets. This can be viewed as a measurement error problem as in Table 1.3. However, the analytic interest might not be to recover the unknown true values. Instead, the goal might be to enhance the comparability of the two datasets by converting one instrument to the other and vice versa. In Table 1.6, Y1 and Y2 can be viewed as the two different instruments measuring the same construct. In dataset 1 ( S=1), only Y1 is used (observed), and the corresponding Y2 is missing; in dataset 2 ( S=2), only Y2 is observed and the corresponding Y1 is missing. Can we compare the same construct between the two datasets despite that this construct is measured by different instruments? Studies like that often have a bridge datasest ( S=B) in which both Y1 and Y2 are observed. In other cases, there might exist no bridge study, which would result in a pattern called statistical file matching (Table 1.7). Applications of multiple imputation to these problems can be found in Chapter 11. 


TABLE 1.6 A schematic table of bridge study used to link two instruments for the same construct
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	Note: “O” symbolizes observed values; “M” symbolizes missing values; S=1 and S=2 symbolize two datasets; Y1 is the instrument used in S=1; Y2 is the instrument used in S=2; S=B symbolizes a bridge dataset where both Y1 and Y2 are included. 








TABLE 1.7 A schematic table of statistical file matching
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	Note: “O” symbolizes observed values; “M” symbolizes missing values; S=1 and S=2 symbolize two datasets; Y1 is the instrument used in S=1; Y2 is the instrument used in S=2; there exists no bridge data where both Y1 and Y2 are observed. 







It is often easier to develop imputation strategies for missing data problems with somewhat structured patterns such as the monotone missing data. In practice, however, most of multivariate missing data problems do not have structured missing data patterns, and we usually refer to them as the general missing data pattern, as illustrated in Table 1.8. 


TABLE 1.8 A schematic table of general missingness pattern
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	Note: “O” symbolizes observed values; “M” symbolizes missing values. 








Example 1.7. The nonresponse pattern for four variables in NHIS 2016

Besides the family income variable, other variables in NHIS also have nonresponses. For illustration, Table 1.9 lists the missingness pattern for four variables in the family file of NHIS 2016. In addition to FAMINCI2, the other three variables include, “Does the family have working phone inside home?” (CURWRKN), “Any family member receiving dividends from stocks, etc.?” (FDIVDYN), and “Education of adult with highest education in family” (FM_EDU1), where the variable labels for the public-use data are inside the parentheses. The whole dataset can be divided into 14 groups according to the distribution of response indicators of the four variables. The missingness pattern of the four selected variables is a general pattern. Inclusion of other variables will also lead to a general missingness pattern. 


TABLE 1.9 Example 1.7. The missingess pattern of four variables from the family file of NHIS 2016


	
Group


	
FAMINCI2
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FDIVDYN
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	Note: “O” symbolizes observed values; “M” symbolizes missing values. 












1.4 Missing Data Mechanisms

Missing data mechanisms concern why missing data occur. In the case of income nonresponse (Example 1.1), it is possible that some nonrespondents might not be able to recollect the exact income amount and thus just answer “Don't know” even if they would like to respond. In addition, the income status is always a sensitive issue so that some nonrespondents might not want to disclose their information and thus choose to answer “Refused.” There might exist other reasons that prompt nonrespondents not to provide their income values. 

In general, there could be many reasons leading to missing data. Some of them might occur in a random fashion. In longitudinal studies, for example, subjects may have missed a visit for a practical reason, or data may not have been collected on a particular time because of equipment failure. Missing data can also arise from study designs (i.e. planned missingness), which purposefully do not collect data at certain scenarios. For example, matrix sampling applies different versions of the same survey instruments to different subgroups (e.g., Raghunathan and Grizzle 1995; Graham 2012). 

Although in many cases we are not able to pinpoint exact reasons behind missing data, the notion of missing data mechanisms can be used to formulate the possible probability process that leads to missing data. As pointed out by Rubin (1976), every data point has some probability to be missing. Therefore the missingness of a variable is perceived as a random variable. The missingness mechanism can be formulated as a statistical model for the response (or missingness) indicator matrix, R={rij}, given data. In this book, the terms “missing data mechanism”, “missingness mechanism”, “missingness model”, “response/nonresponse mechanism”, and “response/nonresponse model” have the same meaning and are used interchangeably. 

In practical terms, the missingness model states the relationship between the missingness indicator R and data Y. Let Y=(Yobs,Ymis), where Yobs and Ymis are the observed and missing parts of Y. Let ϕ denote the parameter for the missingness model; then a general expression of the missing data mechanism is f(R|Yobs,Ymis,ϕ), where f(·|·) denotes a probability distribution (or density) function. 

To illustrate the idea, we consider a univariate missing data problem (Table 1.2). With a little abuse of notations, here Ymis are confined to a single incomplete variable (say Y1), and R is the response indicator (vector) of Y1; Yobs includes the fully observed variables in the data matrix (say Y2 to Yp). Also note that modeling f(R=0) is no different from modeling f(R=1) because f(R=1|Yobs,Ymis,ϕ)=1−f(R=0|Yobs,Ymis,ϕ). In addition, we drop the subject-level index i in describing the mechanisms assuming independent and identical distributions across subjects. 

First, the missing data are said to be missing completely at random (MCAR) if f(R=0|Yobs,Ymis,ϕ)=f(R=0|ϕ). That is, the probability of being missing is not related to the data and is only dependent on some parameter ϕ. Suppose Y1 is complete in the first place; a simple example of MCAR would be drawing a simple random sample from Y1 and then deleting the nonsampled cases. While simple to understand, MCAR is often unrealistic for actual data. 

Second, the missing data are said to be missing at random (MAR) if f(R=0|Yobs,Ymis,ϕ)=f(R=0|Yobs,ϕ). That is, the missingness probability is only related to the observed variables in the data. A generally exchangeable term for MAR is ignorable missingness. MAR also implies that the missingness probability is not related to the missing variable in the data after conditioning on the observed variables. Note that MCAR is a special case of MAR. On the other hand, if Ymis is MCAR within groups defined Yobs, then Ymis is MAR conditional on Yobs. That is, in certain cases, MAR can be viewed as a collection of MCARs among groups defined by the observed data. 


Example 1.8. An algebraic illustration of the connection between MCAR and MAR

Consider a dataset with two variables: an incomplete Y1 and a fully observed, binary Y2. Suppose f(R=0|Y2=1)=ϕ1 and f(R=0|Y2=0)=ϕ0, where ϕ0 and ϕ1 are proportions ∈(0,1). This indicates that the missingness mechanism of Y1 is MCAR within each group of Y2. The missingness mechanism can also be expressed as f(R=0|Y2)=ϕ0+(ϕ1−ϕ0)×I(Y2=1), where I(·) is the identity function. It is an MAR mechanism because the missingness is related to Y2 in general. When ϕ0≠ϕ1, the missingness mechanism is MAR but not MCAR. When ϕ0=ϕ1, this MAR is reduced to MCAR since the missingness of Y1 is then independent of Y2. 


Lastly, the missing data are said to be missing not at random (MNAR) if f(R|Yobs,Ymis,ϕ) cannot be simplified as either MCAR or MAR. MNAR means that the missingness probability is related to missing values of the incomplete variable, which are unknown to us, even after conditioning on observed information. “Missing not at random” is also often termed as “not missing at random” (NMAR) or nonignorable missingness in literature. 


Example 1.9. A simulated example to illustrate MCAR, MAR, and MNAR

We use a simulated example to contrast between different missingness mechanisms. We consider two variables X and Y. Let X~N(1,1), and Y=−2+X+ϵ, where ϵ~N(0,1). The joint distribution for X and Y follows a bivariate normal model. We generate 1000 pairs of random numbers of X and Y. We then let X be fully observed and randomly delete Y by generating R from random Bernoulli distributions as follows: 


	MCAR: f(R=0|X,Y)=0.4, that is, randomly set Y as missing with a 40% chance; 


	MAR: f(R=0|X,Y)=exp(−1.4+X)1+exp(−1.4+X): a larger X has a higher probability of having its corresponding Y to be missing. The missingness model can also be expressed as logit(f(R=0|X,Y))=−1.4+X, where logit(a)=log(a/(1−a)). A logit function is also referred to as logistic function or log-odds; the inverse of a logit function is logit−1(a)=exp(a)/(1+exp(a)). 


	MNAR: logit(f(R=0|X,Y))=0.2+0.2X+Y: a larger X or Y has a higher probability of missing Y. 




To make the scenarios comparable, the coefficients in the logit function in (b) and (c) are chosen to generate around 40% missing cases. Fig. 1.2 presents Box plots of Y before-deletion (BD) (i.e., complete Y) and Yobs generated under different missingness mechanisms. Under MCAR, the distribution of observed Y-values is similar to that of the complete data, with similar mean and variance. However, this is not the case for MAR and MNAR. In both scenarios, since X and Y are positively correlated, missing cases are more likely to have larger unobserved Y-values, leading to a lower sample average from only observed Y-values. To assess the relationship between X and Y, Fig. 1.3 shows the scatter plots of two variables before and after deletion. A fitted line between Y and X is also imposed as a summary of the relationship. In both MCAR and MAR, the fitted lines are similar to that of complete data. However in MNAR, the fitted line is somewhat different, as the slope is attenuated (i.e., moving close to 0). These patterns are confirmed with actual estimates of means and regressions shown in Table 1.10. 

[image: Figure 1.2]
FIGURE 1.2 Example 1.9. Box plots of Y before and after deletion. y: complete data;
y_mcar:
Yobs under MCAR;
y_mar:
Yobs under MAR;
y_mnar:
Yobs under MNAR.




[image: Figure 1.3]
FIGURE 1.3 Example 1.9. Scatter plots of X and Y and their fitted lines. Top left: before deletion; top right: MCAR; bottom left:
MAR; bottom right: MNAR.





TABLE 1.10 Example 1.9. Mean and regression estimates


	
Scenario


	
 Y¯ 


	
 β0^ 


	
 β1^ 


	
 α1^ 







	
BD


	
 −1.02 (0.05) 


	
 −2.04 (0.04) 


	
1.02 (0.03)


	



	
MCAR


	
 −1.05 (0.06) 


	
 −2.03 (0.05) 


	
1.04 (0.04)


	
0.12 (0.06)





	
MAR


	
 −1.38 (0.05) 


	
 −2.01 (0.05) 


	
0.97 (0.04)


	
1.02 (0.08)





	
MNAR


	
 −1.60 (0.05) 


	
 −2.18 (0.04) 


	
0.82 (0.04)


	
0.96 (0.08)







	Note: A linear regression of E(Y)=β0+β1X is fitted; the estimates and standard errors (in parentheses) for β0and β1 are shown. A logistic regression of logit(f(R=0))=α0+α1X is fitted; the estimates and standard errors (in parentheses) for α1 are shown. 








The fact that the relationship between Y and X is well retained for observed cases in (a) and (b) implies a very important feature of missing data under MAR (and MCAR): the relationship between Y and X can be characterized as a statistical model using observed cases, and this model can then be used to impute the missing Y-values. However, this is not the case under MNAR. This idea will be further discussed in the book. 

If Y is the incomplete variable and X contains fully observed covariates, MAR for the missingness of Y can also be expressed as Y⊥R|X in some literature. This states that the missing variable, Y, and its missingness indicator, R, are conditionally independent given observed covariates, X. A review of this notation system can be found in Dawid (2006). 

For multivariate missing data problems with a general missingness pattern, it can be difficult to state and express the missingness mechanism in simple functional forms as in univariate missing data problems such as in Examples 1.8 and 1.9. The concept of MAR can be understood as: f(R|Yobs,Ymis)=g(R,Yobs), a conditional distribution that is not a function of Ymis. Little and Rubin (2020, Chapter 1) provided a more technical discussion and some examples. 

Having a plausible MAR assumption is important because principled missing data methods, including multiple imputation, often start with the MAR assumption. For the purpose of making statistical inference on the distribution of Y, there is no need to consider the missingness model, f(R=0|Yobs,Ymis,ϕ), under MAR. This would presumably make the inferential task simpler. However under MNAR, we usually need to account for the missingness model in the estimation. As expected, doing this is often very difficult and requires lots of speculation because we do not observe missing values in the first place! More detailed discussions relating missingness mechanisms to statistical inference can be found in Section 2.4. 

It might be of practical interest to test these assumptions and determine the possible missingness mechanism for data at hand. One simple strategy to assess whether the missingness is MCAR is to compare nonresponse rates of the missing variable across groups formed by observed variables, as implied in Example 1.8. We can also regress the missingness indicator R on observed covariates, typically through a binary logistic regression. If coefficients for some covariates are significantly different from 0, then MCAR is unlikely to hold. For simulated data in Example 1.9, Table 1.10 shows the logistic regression coefficient on X. For (a), the coefficient is not significant at .05 level, yet for (b) and (c), the coefficients are highly significant (p-values not shown), suggesting that MCAR is unlikely to hold in both cases. 

However, results from such tests can only help assess whether the missingness is MCAR. Unlike in Example 1.9, where we know the complete data before the missingness is applied using simulation, in practice we are not able to distinguish between MAR and MNAR based only on the information from observed data. Imagine in Fig. 1.3 or Table 1.10, how do we know whether (b) or (c) is MAR without knowing results from the before-deletion data ? Therefore, arguments that missing data are likely MNAR need evidence from external information, prior knowledge, or subject-matter input, all of which can be speculative. For instance, some literature (e.g., Gelman and Hill 2007, Section 25.1) suggested an MNAR assumption for income nonresponse problems: people with higher income are less likely to reveal their income in surveys. It would be interesting to see whether this is the case for some real data.


Example 1.10. Illustrative analyses of nonresponse mechanisms of family income in NHIS 2016

In the NHIS family file, responses from bracketed-income variables might help us gauge the relation between the missingness of income and its actual values. We focus on one income category variable, labeled as INCGRP5 in the NHIS 2016 public-use data. Table 1.11 lists nonresponse rates of total family income in different categories of INCGRP5. This bracketed income variable is also incomplete, resulting in approximately 12% of participants who failed to respond to the value of FAMINCI2 and INCGRP5 at the same time. Despite that, the results appear to show that the nonresponse rate of family income is not evenly distributed across the income groups: the lower-income group appears to have a considerably higher nonresponse rate. For example, nonresponse rate is 13.7% for participants whose family income is less than $35000, and decreases to around 9% for the rest of the income groups. These results appear to suggest that the nonresponse of FAMINCI2 is not MCAR and a likely MNAR: participants with lower income are less likely to respond to the family income question. 


TABLE 1.11 Example 1.10. Nonresponse rates of family income across income brackets in NHIS 2016


	
INCGRP5


	
Percentage (%)


	
Nonresponse of FAMINCI2 (%)







	
$0 - $34999


	
31.7


	
13.7





	
$35000 - $74999


	
25.9


	
9.3





	
$75000 - $99999


	
10.0


	
9.5





	
≥ $100000 


	
20.6


	
9.2





	
Missing


	
11.8


	
100







What will happen if we consider other variables in the nonresponse mechanism? Recall that in Example 1.9 the missingness mechanism for MNAR is related to both missing Y and other covariates X. We first consider a variable measuring the highest family education level (i.e., educational attainment), which is labeled as FM_EDUC1 and almost fully observed in NHIS 2016. For simplicity, we create a new education variable (FM_EDUC1_RECODE) by collapsing some of the original categories. We examine its association with the nonresponse rate of FAMINCI2 after dropping around 0.5% of cases with the missing education variable. Table 1.12 lists the missingness rates of the family income on different levels of education. The results show that the missingness rate of income is also related to the educational level. For participants whose education level is high school or less, the corresponding nonresponse rate for income is higher than the rest of participants (24.7% vs. 19.7%). 


TABLE 1.12 Example 1.10. Nonresponse rates of family income across education level in NHIS 2016


	
FM_EDUC1_RECODE


	
Percentage (%)


	
Nonresponse of FAMINCI2 (%)







	
High school or less


	
27.1


	
24.7





	
Some college


	
32.2


	
19.7





	
College or graduate school


	
40.2


	
19.7







We then stratify the sample by the education level and calculate the nonresponse rate of family income across the bracketed income groups. For simplicity, we exclude cases with missing bracketed income. Table 1.13 shows the results. The dependency of the income nonresponse on bracketed income still appears to exist on the two education groups (high school or less and some college). However, such dependency is considerably reduced for the group with college or graduate school education, ranging between around 9% and 10%. That is, within this group, the nonresponse of family income is closer to being MCAR. The reduction of this dependency can also be reflected by running a logistic regression of the nonresponse indicator using both the bracketed income groups and education level as predictors. Table 1.14 shows that, after adding the education variable, the odds ratio of the nonresponse probability in the lowest income group is reduced from 1.566 to 1.394, although still significant at the 0.05 level (p-values not shown). The odds ratios for the other two groups are little changed and remain nonsignificant. 


TABLE 1.13 Example 1.10. Nonresponse rates (%) of family income across income groups and education
level in NHIS 2016


	
	
High school or less


	
Some college


	
College or graduate school







	
$0 - $34999


	
15.7


	
12.1


	
10.3





	
$35000 - $74999


	
11.6


	
8.1


	
8.9





	
$75000 - $99999


	
10.4


	
9.2


	
9.4





	
≥ $100000


	
8.0


	
7.3


	
9.7







Exploratory analysis results so far seem to show that lower-income and lower-education survey participants were less likely to respond to the income question in NHIS 2016. It is consistent with the results from the multiple imputation: the mean estimate of imputed family income is lower than that of observed cases after accounting for the information from these nonrespondents (Example 3.3). 

More importantly, by including (or adjusting for) more observed variables, the dependency of the income nonresponse on the actual income values is likely to get further reduced as parts of the dependency might be explained through additional variables. That is, the nonresponse probabilities would become more homogeneous in groups defined by more observed variables, allowing the MAR assumption of income to be more plausible. To see this pattern, we add another variable with little missing data, FSALYN (does any family member receive income from wages or salary: Yes/No). After including this variable to the logistic regression predicting the nonresponse, the odds ratio in the lowest income group gets further reduced (from 1.394 to 1.237). The odds ratios in the other two income groups are still not significantly different from 1. Results are included in Table 1.14. 


TABLE 1.14 Example 1.10. Nonresponse logistic regression analysis for family income using selected variables
in NHIS 2016


	
Income group


	
No extra covariate


	
Plus education


	
Plus education and wage







	
$0-$34999


	
1.566*


	
1.394*


	
1.237*





	
$35000-$74999


	
1.015


	
0.967


	
0.933





	
$75000-$99999


	
1.035


	
1.022


	
0.989







	Note: The table shows odds ratio estimates associated with income groups from running a logistic regression for the nonresponse indicator of family income; the reference group is ≥ $100000. “No extra covariate” only includes income groups as the predictor; “Plus education” includes both income groups and education level as predictors; “Plus education and wage” includes income groups, education level, and receipt of wage/salary as predictors. 





	* significant at the 0.05 level.







All analysis results in Example 1.10 account for the survey design of NHIS. This example shows that by including more observed variables, the missingness of family income is likely to move closer to being MAR, which is desired for the purpose of multiple imputation and other principled missing data methods. This is because some, if not all, of these variables might also be related to the income nonresponse and therefore by adjusting for them, the association between the nonresponse probability and missing values would be attenuated. In addition, including more observed variables, some of which can be also predictive of the missing income value, has the potential to improve imputations for better statistical inference. In Example 1.10, both education and receipt of wage/salary are associated with the family income: participants with higher education or receiving wage/salary are more likely to have higher income. In the actual NHIS income imputation project, many more variables are used to impute the missing income variable. This general idea of including many variables in the imputation is termed as “inclusive strategy” (Collins et al. 2001), which will be discussed further in later chapters. 






1.5 Structure of the Book

Missing data problems are common for data analysis across different types of research and studies. They can also take a variety of forms and patterns, depending on the scientific interests and analytic goals. Missingness mechanisms are assumptions describing the relation between the nonresponse probability and variables in the data. 

We use the income nonresponse problem in NHIS 2016 as a motivating example to start the book. More generally, a main goal of this book is to present multiple imputation as both a principled and applied missing data strategy for researchers and practitioners. We aim to explain fundamental ideas behind multiple imputation and discuss how to use it in practice. Illustrations will be based on both actual and simulated data, as well as examples from past literature. Some of the discussed topics might also stimulate more research ideas to further expand the utility of multiple imputation. 

There exists abundant literature for missing data analysis and multiple imputation. To name a few here, a classic book by Little and Rubin (1987; 2002; 2020) is the first to provide a systematic treatment of analysis of missing data. Molenberghs et al. (2015) includes a wide variety of advanced research topics on missing data methodology. Raghunathan (2016) provides an excellent summary of missing data methods for practitioners. Raghunathan et al. (2018) can be viewed as a companion of Raghunathan (2016), using IVEware (https:/​/​www.src.isr.umich.edu/​software/​) to illustate the multiple imputation approach. Rubin (1987) lays the foundation of the multiple imputation approach. Van Buuren (2012; 2018) provides a vivid description and review of various multiple imputation methods and illustrates them using R mice, which is a library from R software (https:/​/​www.r-project.org/​). Carpenter and Kenward (2013) illustrated multiple imputation using numerous examples from health and clinical research. A very recent book on multiple imputation for researchers in social and behavioral sciences can be found in Kleinke et al. (2020). We hope that our book can add to the growing literature to advance the methods and practice of multiple imputation analysis. 

The rest of the book is organized as follows. Chapter 2 provides some statistical background and briefly reviews alternative missing data methods. Chapter 3 reviews the basic theory and procedure of multiple imputation analysis. Chapters 4 and 5 introduce some commonly used imputation methods for univariate missing data problems: Chapter 4 focuses on parametric models, and Chapter 5 focuses on robust techniques. Chapters 6 and 7 tackle multivariate missing data problems: Chapter 6 focuses on the joint modeling approach, and Chapter 7 focuses on the fully conditional specification approach. Chapters 8–11 discuss imputation methods applied in a variety of settings: Chapter 8 is for survival analysis, Chapter 9 is for longitudinal data, Chapter 10 is for sample survey data, and Chapter 11 is for data subject to measurement error. Chapter 12 presents ideas for imputation diagnostics. Chapter 13 discusses strategies for dealing with nonignorable missing data. Chapter 14 concludes this book by listing several advanced research topics. 






2Statistical Background

DOI: 10.1201/9780429156397-2





2.1 Introduction

Chapter 2 presents some statistical background for multiple imputation analysis. We briefly discuss two main frameworks for drawing statistical inference: frequentist (Section 2.2) and Bayesian (Section 2.3). Multiple imputation sits at the intersection of the frequentist and Bayesian frameworks. Section 2.4 introduces the likelihood-based approach to missing data problems under different assumptions of missingness mechanisms. Section 2.5 recommends generally avoiding ad hoc approaches to missing data problems. Section 2.6 describes some basic principles of conducting simulation studies. Section 2.7 provides a summary. 





2.2 Frequentist Theory


2.2.1 Sampling Experiment

We start the discussion by considering a concrete scientific question. For example, suppose we are interested in the health insurance coverage of an (infinite) target population during a specified period and assume that everyone has the identical probability of being covered. We can imagine a theoretical experiment that consists of randomly selecting n independent subjects from the population and asking every participant whether he/she has been covered by any health insurance. The data would consist of ones (Yes) and zeros (No). For simplicity, we assume that all sampled subjects respond (i.e., no missing data). Suppose the dataset has Y (Y is the sum of all ones) subjects having insurance and n−Y subjects not having it. Here Y is a random variable: its possible values are {0,1,2,…,n}, which is called the sample space, namely a collection of all possible results from the experiment. 

In general, the frequentist method is an approach to statistical inference that draws conclusions from sample data by emphasizing the frequency or proportion of the data. Frequentist inference has been associated with the frequentist interpretation of probability, specifically that any given experiment can be considered as one of an infinite sequence of possible repetitions of the same experiment, each capable of producing statistically independent results. 

In the context of our example, we can imagine that this experiment is to be conducted many times, each time sampling n individuals from the population and collecting their responses to the question on health insurance coverage. It is expected that the corresponding Y-value can vary from experiment to experiment and this variability constitutes the randomness of Y. 



2.2.2 Model, Parameter, and Estimation

Once the data are available, the next step in statistical inference is to parameterize the estimand of interest and posit a statistical model for the data. An estimand is a quantity of scientific interest that can be calculated if the entire population is known. For example, we use θ, the parameter of interest, to denote the proportion of population having health insurance coverage. Basically, a statistical model describes the probability of observing the experimental data based on certain distributional assumptions. With a little abuse of notation, we use f(·|·) to denote the distribution function for a random variable throughout this book: for a continuous/discrete random variable, f(·|·) is the density/probability distribution function. In addition, we do not distinguish between the random variable Y and its observed value y in these expressions unless we note it otherwise. 

In the example, the event of observing Y subjects with health insurance in the sample of size n can be described by a binomial distribution f(Y|θ): 

f(Y|θ)=n!Y!(n−Y)!θY(1−θ)n−Y.(2.1)

Obviously the range of θ is between 0 and 1 (i.e., θ∈[0,1]), which is referred to as the parameter space. Under the frequentist framework, the true value θ is unknown yet assumed to be a fixed quantity; that is, θ should not change across the conducted experiments. Based on the sample data, what we can infer about the value of θ is a point estimator or estimate of θ, denoted as θ^. Generally speaking, the term “estimator” emphasizes the mathematical functional form, and the term “estimate” emphasizes the actual values calculated. From our introductory statistical course, a natural point estimator θ^ based on Model (2.1) is θ^=Y/n, the proportion of having health insurance in the sample. 

Note that, in general, the value of θ^ estimate can vary across repeated experiments due to the random variability associated with Y. The collection of θ^'s across all of the possible experiments constitutes a distribution of θ^. This is termed as the sampling distribution of θ^ and can be denoted as f(θ^|θ). Statistical properties of the estimator, θ^, can be displayed from its sampling distributions, f(θ^|θ). In general, a good estimator θ^ would possess several desirable properties. One is unbiasedness. We can define Bias(θ^)=E(θ^|θ)−θ, where E(θ^|θ) denotes the expectation of θ^ over its sampling distribution. The estimator is called unbiased if the average of its sampling distribution is equal to θ. This can be stated as 

E(θ^|θ)=θ,(2.2)

or Bias(θ^)=0. 

The second property is the minimum variance and can be described as follows. Suppose that θ˜ is any other unbiased estimator for estimating θ. The variance of θ˜ across repeated experiments (or its sampling distribution) is no less than that of θ^. This can be stated as 

Var(θ^|θ)<=Var(θ˜|θ).(2.3)

In the example of the binomial random experiment, it can be verified that θ^=Y/n is both unbiased and with the minimum variance. 

However, except in rare situations, the variance of an θ^ is unknown and has to be estimated as well because it often involves the unknown θ. The sampling variance estimate (or simply the sampling variance) of θ^ is defined as an estimator of Var(θ^|θ), here denoted by Var^(θ^|θ). The standard error estimate is the square root of the sampling variance estimate, Var^(θ^|θ). In the binomial random experiment, the variance of θ^=Y/n is θ(1−θ)/n based on the property of the binomial distribution. However, since θ is unknown, we can replace it by the estimate θ^=Y/n. Therefore a variance estimator for θ^ is Var^(θ^|θ)=θ^(1−θ^)/n=Y/n(1−Y/n)n, which can be calculated from the data. 

A variance estimator also has its sampling distribution. If a variance estimator is unbiased, it means 

E(Var^(θ^|θ))=Var(θ^|θ).(2.4)

In many cases we might not get strictly unbiased estimators for either point or variance estimation. However for some estimators, when the sample size increases, the corresponding bias might decrease and approach zero when the sample size approaches infinity. Loosely speaking, we call these estimators consistent (or unbiased in the asymptotic sense), which can be expressed as 

E(θ^|θ)→θ,(2.5)

E(Var^(θ^|θ))→Var(θ^|θ),(2.6)

as n→∞. 

For simplicity from now on we use E(θ^) and Var(θ^) to denote the mean and variance of the estimator for θ with respect to its sampling distribution, respectively. 

Variance estimation further allows us to construct an interval estimate that is deemed to cover the true value θ. This is termed as the confidence interval in the frequentist framework. The confidence interval can be formulated as a range defined by (θ^L,θ^U) so that θ^L<θ^<θ^U, where L denotes the lower bound and U denotes the upper bound. The use of the sampling distribution of θ^ is the most common way to construct a confidence interval. In many real scenarios, we would use θ^L=θ^−tn−1,1−α/2Var^(θ^), and θ^U=θ^+tn−1,1−α/2Var^(θ^), where 0<α<1 and tn−1,1−α/2 denotes the 100(1−α/2) percentile of the t distribution with n−1 degrees of freedom. 

When the random experiment is carried over and over, the frequency that θ is covered by the confidence intervals constructed from data of experiments is probability 1−α. In an equation it can be expressed as 

∑Y=0nI(θ∈(θ^L,θ^U))f(Y|θ)=1−α,(2.7)

where I(·) is the identity function. 

For example, if α=0.05, then the interval is called a 95% confidence interval, and the coverage is called a nominal coverage. In general, it is also a nice property for θ^ to have at least a coverage probability (or coverage rate) of 1−α with a prespecified α, that is, Pr(θ^L≤θ≤θ^U)≥1−α. 

In summary, for estimating θ, we aim to establish a point, variance, and interval estimation procedure with good frequentist properties that are unbiased or consistent with desirable coverage probabilities. 

Finally, we briefly introduce a very useful statistical technique, often referred to as the delta method, to calculate the variance of a smooth function of a random variable Y, say f(Y). Suppose E(Y)=μ and applying Taylor linear approximation to f(Y) around μ, we have 

f(Y)≈f(μ)+(Y−μ)f′(μ),(2.8)

where f′(μ) is the first-order derivative of f(·) evaluated at μ. Based on Eq. (2.8), we have 

Var(f(Y))≈Var(Y)[f′(μ)]2.(2.9)

Therefore we can conveniently calculate the variance of f(Y) using Eq. (2.9) once we know the mean and variance of Y. The delta method is very useful when we apply transformation to variables in statistical analysis. In addition, since estimator θ^ is also a random variable, the delta method can be used to calculate the variance for functions of parameter estimates. 



2.2.3 Hypothesis Testing

In addition to parameter estimation, another major inferential task in the frequentist framework is hypothesis testing. That is, we test a preconceived hypothesis about the possible values of the target quantity of interest. Following the health insurance coverage example, we might formulate a null hypothesis, H0: θ<θ0 against the alternative hypothesis, HA: θ≥θ0, where θ0 is a preset number such as 0.90. Through hypothesis testing, we aim to make a decision: either reject or fail to reject the null hypothesis. The common procedure in hypothesis testing is to calculate the test statistics and obtain the p-value, which can be understood as the probability of obtaining a result as extreme as or more extreme than the testing statistics obtained given that the null hypothesis is true. A smaller p-value typically suggests that the evidence is stronger for rejecting the null hypothesis. 

However, there always exists a probability (i.e., error) that our conclusion from the testing procedure deviates from the underlying truth. This is because the test statistics we use in hypothesis testing are subject to random variation. To quantify the error, Pr(Reject H0|H0 istrue) is defined as a type-I error, and Pr(FailtoReject H0|HA istrue) is defined as a type-II error. In many contexts the question of hypothesis testing is equivalent to checking whether the preconceived value (e.g., θ0) is included in the interval estimate by the duality of a 100(1−α)% confidence interval and a significance test at level (i.e., type-I error) α. 



2.2.4 Resampling Methods: The Bootstrap Approach

In many cases an estimator, θ^, can be nonlinear forms of statistics, and its variance estimator might not have closed algebraic forms. Resampling methods can be applied to compute the variance estimate numerically. One of the commonly used resampling approaches is the bootstrap method. To describe the basic idea, let θ^ be a consistent estimate of a parameter θ based on a sample data S which consists of n independent observations. Let S(b) be a sample size n obtained from the original sample S by simple random sampling with replacement, and let θ^(b) be the estimate of θ obtained by applying the original estimation method to S(b), where b indexes the b-th bootstrap sample of S. Let (θ^(1),…,θ^(B)) be the set of estimates obtained by repeating this procedure B times. A simple nonparametric bootstrap estimate of θ is then the average of the bootstrap estimates: 

θ^BOOT=1B∑b=1Bθ^(b).

Large-sample variance estimates can be obtained from the bootstrap distribution of θ^(b)'s. In particular, the bootstrap estimate of the variance of θ^BOOT is 

V^BOOT=1B−1∑b=1B(θ^(b)−θ^BOOT)2.

Under quite general conditions, both θ^BOOT and V^BOOT are consistent estimates for θ and Var(θ^BOOT) as n and B increase to infinity. Moreover, if the bootstrap distribution is approximately normal, a 100(1−α)% bootstrap confidence interval for θ can be computed as θ^+/−z1−α/2V^BOOT, where z1−α/2 is the 100(1−α/2) percentile of the standard normal distribution. Alternatively if the bootstrap distribution is nonnormal, then a 100(1−α)% bootstrap confidence interval for θ can be computed as (θ^BOOTL,θ^BOOTU), where θ^BOOTL and θ^BOOTU are the empirical 100α/2 and 100(1−α/2) percentile of the bootstrap distribution of θ^(b)'s. 

The bootstrap method can be used as a brute forth, computationally intensive approach to variance estimation, avoiding sometimes complex or intractable formulas. The required number of bootstrap replicates, B, is often on the scale of hundreds or thousands. Given the affordable computational resources nowadays, this strategy is widely applied in practice. There exists a large body of literature for the bootstrap method. More information can be found, for example, in Efron and Tibshirani (1993) and Davison and Hinkley (1997). 

In the context of this book, the main usage of the bootstrap method is to approximate the posterior distribution of model parameters in Bayesian estimation, as will be shown in Example 2.2. 


Example 2.1. Estimating the proportion of health insurance coverage from a web survey

Traditional survey data collection methods include in-person interviews, telephone interviews, and mail surveys. For example, the first two methods have been the primary data collection methods for NHIS. Nowadays, the increasing access to the internet in the U.S. households has led to new opportunities to conduct online or web surveys. Some survey organizations manage probability-based subject panels that can be used to conduct web surveys as well as telephone surveys. Through the Research and Development Survey (RANDS), which consists of a series of studies using survey data being collected from these panels, NCHS has been investigating the utility of using commercial probability panel-based web surveys to measure and estimate health outcomes. Additional information about RANDS can be found in (https:/​/​www.cdc.gov/​nchs/​rands). 

RANDS I (e.g., He et al. 2020) was conducted in the third quarter of 2015 and composed of exclusively web survey data from 2304 participants. In RANDS I there was a question, “Are you covered by any kind of health insurance or some kind of health plans?” The actual survey design of RANDS I is complicated and includes sampling with unequal probabilities (estimation for complex probability survey data will be deferred to Chapter 10). Survey nonresponses also occur. The survey weighted estimate for the insurance coverage variable is 0.934. However for illustration, here we treat the RANDS I data as a random sample from an infinite population to match with the theoretical binomial experiment. In this setup, n=2304 (the denominator) and Y=2304×0.934≈2152 (the numerator). Using the aforementioned formulas, we obtain: 

Mean estimate: θ^=Y/n=2152/2304=0.934 

Variance (standard error) estimate: Var^(θ^)=θ^(1−θ^)/n=Y/n(1−Y/n)n=2.676×10−5. The standard error estimate is 2.676×10−5=0.00517. 

95% confidence interval estimate: we use the normal approximation of the binomial distribution so that θ^L=0.934−Z.975*0.00517=0.924 and θ^U=0.934+Z.975*0.00517=0.944. 

We also try the bootstrap method with B=10000 bootstrap replications. The mean, standard error, and confidence interval estimates based on bootstrap samples are almost identical to the above estimates, with no difference for three digits after the decimal point. Results are omitted here. 

To illustrate hypothesis testing, we set the null and alternative hypothesis as H0: θ<0.90 vs. HA: θ≥0.90. Note that this is a one-side test. The p-value is calculated as p=1−Φ(0.934−0.900.00517)<0.0001, which is significant at the 0.05 level. Therefore we reject H0. 







2.3 Bayesian Analysis


2.3.1 Rudiments

An alternative inferential framework is the Bayesian analysis. Like the frequentist approach, the Bayesian analysis is also based on the idea of probability and accepts that there is a true, unknown value θ. However, from the Bayesian perspective, since θ is unknown, there is a priori uncertainty about its value. This uncertainty should be expressed in a form of a prior distribution for θ, with density π(θ) defined on the parameter space. This viewpoint also implies that θ can be treated as a random variable rather than a fixed quantity as in the frequentist analysis. 

It is often straightforward to illustrate the Bayesian analysis based on statistical models. Still using the binomial experiment example, the distribution of the random variable Y given θ is expressed as f(Y|θ); then the joint distribution of Y and θ can be expressed as f(Y,θ)=f(Y|θ)π(θ), where π(θ) is the prior distribution for θ. From the joint distribution, we are able to obtain two more distributions. One is the marginal distribution of Y, f(Y)=∫01f(Y,θ)dθ. The other is the conditional distribution of θ given Y, f(θ|Y). By the famous Bayes rule, 

f(θ|Y)=f(Y,θ)f(Y)=f(Y|θ)π(θ)f(Y)∝f(Y|θ)π(θ).(2.10)

In Eq. (2.10), f(θ|Y) is called the posterior distribution of θ given data Y, which is proportional to the product of π(θ) and f(Y|θ). In Bayesian analysis, the posterior distribution essentially contains all the information that can be inferred on θ. For estimating θ, we can use the posterior mean, 

E(θ|Y)=∫01θf(θ|Y)dθ,(2.11)

which is the average value of θ over its posterior distribution. The mode of the posterior distribution can also be used to estimate θ. 

For the variance estimation, we can use the posterior variance, 

Var(θ|Y)=∫01(θ−E(θ|Y))2f(θ|Y)dθ,(2.12)

to express the uncertainty of the posterior mean estimate.

There are several approaches to constructing the Bayesian interval estimate. For example, suppose that (a,b) is such that Pr(a≤θ≤b)=∫abf(θ|Y)dθ=1−α, and for any value of θ in the interval (a,b) and θ* outside the interval (a,b), f(θ|Y)>f(θ*|Y). That is, the values of θ inside the interval have higher values of the posterior distribution than those outside the interval. The interval (a,b) is called the 100(1−α)% highest posterior credible interval. Its interpretation is that the probability of having θ being between a and b is 1−α. 



2.3.2 Prior Distribution

In general, prior distributions in Bayesian analysis can be constructed from pilot data, data from similar studies, or some subject-matter knowledge. Continuing with the binomial experiment example, it is natural to assume all values of θ are equally possible before the experiment. In an algebraic form, this assumption can be translated to a uniform prior distribution: π(θ)=1 if θ∈[0,1] and π(θ)=0 otherwise. Under the uniform prior, the posterior distribution of θ can be shown as 

f(θ|Y)=Γ(Y+1+n−Y+1)Γ(Y+1)Γ(n−Y+1)θY+1−1(1−θ)n−Y+1−1,(2.13)

where Γ(·) is the Gamma function ( Γ(z)=∫0∞xz−1e−xdx). Eq. (2.13) shows that the posterior distribution of θ is a Beta distribution with parameter Y+1 and n−Y+1. After some algebra, we can show that the posterior mean, E(θ|Y)=θ˜(Y)=Y+1n+2≈Yn, and the posterior variance, Var(θ|Y)=θ˜(Y)(1−θ˜(Y))n+3≈Y/n(1−Y/n)n. Note that here both the posterior mean and variance estimates are very close to their counterparts in the frequentist analysis (Section 2.2.2), especially when the sample size n is large. 

The uniform prior distribution is a so-called noninformative prior distribution because π(θ)∝1, essentially contributing no information to the posterior distribution. In many cases, suppose there exists little or vague prior knowledge about the behavior of model parameters; then it is often recommended to assign noninformative or diffuse prior distributions. As can be seen in Eq. (2.10), having a diffuse prior distribution is almost equivalent to working directly with f(Y|θ). 



2.3.3 Bayesian Computation

Although the idea of Bayesian analysis is straightforward by focusing on the posterior distribution, f(θ|Y), the actual implementation might not always be straightforward. In many complicated problems, f(θ|Y) does not have tractable algebraic forms, and the use of Bayesian methods could have been constrained. This is especially the case when θ contains multiple elements. For example, suppose θ=(θ1,θ2,…,θp); then the posterior distribution of θ1 is f(θ1|Y)=∫f(θ|Y)dθ2,…,dθp, which would involve a multivariate integration. 

These problems now have been readily addressed by stochastic simulation methods that aim at taking numerical draws/samples (i.e., random numbers) from f(θ|Y), rather than at trying to compute it analytically. These posterior samples of θ can be used to estimate the characteristics of the posterior distribution in a numerical way. In many cases, numerically drawing θ from f(θ|Y) can be achieved by using a technique known as Markov Chain Monte Carlo (MCMC) (e.g., Gilks et al. 1996). By using MCMC, we can set up an iterative sampling algorithm to draw a sequence (chain) of parameter values θ(0), θ(1), …, θ(t), …, whose stationary distribution is the posterior distribution, f(θ|Y). Thus, running this algorithm from initial values, after discarding early values of the chain, which is known as the “burn in” period, we end up with a posterior sample of the target distribution. However, successive draws of θ often suffer from autocorrelations. A practical procedure to handle the within-sequence correlation is to thin the sequence by keeping every kth simulation draw and discarding the rest after approximate convergence of the chain is reached, where k is a large number (e.g., on the scale of hundreds or thousands). For the ease of notation, after thinning we denote the posterior sample as ( θ(t), t=1,…T). Therefore, the mean and variance of the posterior distribution of scalar θ can be estimated as the sample mean and variance of the T draws. In addition, the 95% posterior credible interval for θ can be estimated as the 2.5th and 97.5th percentiles of the empirical distribution of θ(t)'s. 

There are many established MCMC posterior sampling algorithms. One of the commonly used algorithms in applied Bayesian statistics is the Gibbs sampler (Gelfand et al. 1990). Suppose θ=(θ1,…,θp), a vector of p components. The Gibbs sampler is rather effective if directly drawing θ from f(θ|Y) is hard to implement, but draws from each univariate conditional distribution, f(θj|θ1,…,θj−1,θj+1,…,θj,Y), j=1,…,p, are relatively easy to compute. First, initial values for these parameters θ1(0), …, θp(0) are chosen following some practical guidelines. Then given values θ1(t), …, θp(t) at iteration t, new draws of θ can be obtained by drawing from the following sequence of p conditional distributions: 

θ1(t+1)~f(θ1|θ2(t),θ3(t),…,θp(t),Y),θ2(t+1)~f(θ2|θ1(t+1),θ3(t),…,θp(t),Y),⋮θj(t+1)~f(θj|θ1(t+1),θ2(t+1),…,θj−1(t+1),θj+1(t),…,θp(t),Y),⋮θp(t+1)~f(θp|θ1(t+1),θ2(t+1),…,θp−1(t+1),Y).(2.14)

It can be shown that, under quite general conditions, the sequence of iterates θ(t)=(θ1(t),…,θp(t)) converges to a draw from the joint distribution of f(θ|Y). 

Note that in the Gibbs sampler, an individual component, θj, can also be a multi-parameter vector, not necessarily a scalar quantity. In Eqs. (2.14), if one of the univariate conditional distributions is not simple to draw, then we can use other Bayesian sampling algorithms such as the Metropolis-Hastings algorithm (e.g., Hastings 1970; Chib and Greenberg 1995). 

From a practical point of view, nowadays applied statisticians often do not have to code these Bayesian sampling steps from scratch, which can be rather sophisticated when the model is complicated. Instead they can rely on well developed Bayesian software packages such as WinBUGS (Lunn et al. 2000), which provide user-friendly coding environments to execute complicated MCMC sampling steps under many established Bayesian analysis models. In this book we will show that multiple imputation can be conducted using some of these packages. 

Finally, the general idea behind the Gibbs sampler, that is, to divide a p-dimensional problem into p one-dimensional problems and approach them sequentially, can also be applied in the multiple imputation for multivariate missing data. See Chapter 7 for more details. 



2.3.4 Asymptotic Equivalence between Frequentist and Bayesian Estimates

Aside from the philosophical distinctions between the frequentist and Bayesian analyses, their connections are also obvious as both rely on the likelihood function of the observed data. In general, it is well accepted that the likelihood function is the best “summary” of information in the data about the parameters (Section 2.4). As a matter of fact, with a large sample size, there is little difference between the two types of estimates when we use diffuse prior distributions for the Bayesian analysis. More specifically, let θ^ denote a maximum likelihood estimate of θ based on data Y, or the posterior mode in a corresponding Bayesian analysis, and suppose that the model is correctly specified. The most important practical property of θ^ is that, in many cases, especially with large samples and under some regularity conditions as listed in Gelman et al. (2013, Chapter 4), the following approximation can be applied: 

(θ−θ^)  or  (θ^−θ)~N(0,C),(2.15)

where C is the covariance matrix for (θ−θ^) (or ( θ^−θ)). 

Eq. (2.15) has both a frequentist and Bayesian interpretation. The Bayesian interpretation treats θ as a random variable and θ^ as the mode of the posterior distribution, fixed by the observed data. Likewise, C=I−1(θ^|Y) is the inverse of the observed information evaluated at θ^, also statistics fixed at their observed values. The interpretation is that, conditional on f(·|·) and data, the posterior distribution of θ is normal with mean θ^ and covariance matrix C, where θ^ and C are both statistics fixed at their observed values. 

On the other hand, the frequentist interpretation of Eq. (2.15) is that, under f(·|·) in repeated samples with fixed θ, θ^ will be approximately normally distributed with mean equal to the true value of θ and covariance matrix C, which has lower order variability than θ^. Here the lower order variability can be understood as that the covariance matrix estimate is assumed to be roughly equal to the true value. 

Thus, the asymptotic equivalence of the two types of estimates implies that the Bayesian approach generally yields methods that have desirable frequentist properties in a broad definition of “good” procedures, as argued by Rubin (1984). This fact provides a key justification for multiple imputation analysis (Chapter 3). Additional discussions can be found in Little and Rubin (2020, Section 6.1.3). 


Example 2.2. Bayesian estimation of the proportion of health insurance coverage from a web survey

Continuing with Example 2.1, we first estimate the posterior mean and variance using Eq. (2.13). By plugging in Y=2152 and n=2304, we obtain the posterior mean: θ˜=2152+12304+2=0.934, and posterior variance: Var^(θ˜)=0.934×(1−0.934)/(2304+2)=2.686×10−5. We also simulate 10000 samples from the posterior distribution of θ (a Beta distribution with parameters a=2153 and b=153). Based on these posterior draws, the posterior mean and variance estimates are 0.934 and 2.749×10−5, and the 95% posterior credible interval for θ is (0.923, 0.944). 

For Bayesian estimation, numerical estimates using actual posterior samples are very close to those calculated using formulas. In fact, the former can be made as close as possible to the latter by taking sufficiently large posterior samples. In addition, these Bayesian estimates are nearly identical to their frequentist counterparts in Example 2.1, illustrating the asymptotic equivalence between the two types of estimates. 

Fig. 2.1 shows the histogram and QQ plots of the 10000 posterior samples of f(θ|Y). It also includes corresponding plots for 10000 bootstrap samples of θ^ from Example 2.1. The former is very close to a normal distribution, and the latter seems to be slightly less smooth. However, the two distributions are similar. This is not a coincidence. In many cases the bootstrap distribution represents an (approximate) nonparametric, noninformative posterior distribution of model parameters (Hastie et al. 2008, Section 8.4). By perturbing the data, the bootstrap procedure approximates the Bayesian effect of perturbing the parameters. Yet the bootstrap resampling can be sometimes simpler to carry out if the posterior distribution of the parameter is rather complicated. This nice property of the bootstrap resampling can be useful for devising less complex multiple imputation algorithms (Section 3.4.3). 

[image: Figure 2.1]
FIGURE 2.1 Example 2.2. Top left: the histogram of 10000 posterior samples of θ; top right: the QQ plot of the posterior samples; bottom left: the histogram of 10000
bootstrap samples of
θ^; bottom right: the QQ plot of the bootstrap samples.










2.4 Likelihood-based Approaches to Missing Data Analysis

In general, for complete data Y and parameter θ, we can define a likelihood function L(θ|Y), which is any function of θ in the parameter space that is proportional to f(Y|θ), the distribution function under a posited statistical model. Note that L(θ|Y) is a function of the parameter θ for fixed Y, whereas f(Y|θ) is a function of Y for fixed θ. Little and Rubin (2020, Chapter 6) summarized the likelihood-based strategy as a principled estimation approach to missing data analysis. From the frequentist perspective, the estimation can be conducted using the maximum likelihood method, which identifies the θ^ that maximizes L(θ|Y). From the Bayesian perspective, the estimation can be conducted via the posterior distribution, f(θ|Y)∝L(θ|Y)π(θ), after incorporating the information from a prior distribution of θ. 

In Chapter 1 we introduced different missingness mechanisms including MCAR, MAR, and MNAR. Here we examine their implications to the likelihood-based approach based on some heuristic arguments. As before, let Y=(Yobs,Ymis), where Yobs and Ymis are the observed and missing components of Y, respectively. Let R be the response indicator. Let θ
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