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To my mom and dad, who taught me to dream






INTRODUCTION


This is the story of how one man’s quest to build a truth machine—a computer program that can provide a complete, 100 percent guarantee that a chain of logic is correct—is transforming the field of mathematics.

The truths Leo de Moura initially sought to establish had to do with pieces of software: he was looking for guarantees that programs like Microsoft Word or Windows did not contain programming bugs or security vulnerabilities, and that they always behaved the way they were intended to.

At least that was the idea. De Moura started building the program called Lean in 2013; despite its effectiveness, however, few people used Lean to verify the correctness of software code. Yet even as the program struggled to gain traction among software engineers, a very different community of users recognized its potential and began to adopt it with almost messianic zeal.

Professional mathematicians were far from the users de Moura had in mind for Lean. But the jump from software to math was not as big as it might seem. Unlike classroom math, which is mostly about calculations—find the product of two numbers, solve for x, calculate the derivative of a function—research math is all about proofs.

Proofs are logical arguments that demonstrate how, given facts we already know to be true, other facts must also be true. As a body of knowledge, math expands when mathematicians discover new proofs, which establish new facts, which then become the building blocks of yet newer proofs.

In this way, math proofs and computer programs have a lot in common. Both are written in exact syntax as a series of logical steps, each one leading to the next. When the logic of a computer program is constructed correctly, the program runs as intended and always produces the desired output. When the logic of a math proof works correctly, a new fact or theorem falls out at the end. The mathematicians viewed Lean as a kind of dream tool—a program that could provide absolute guarantees about mathematical truth.

Scientific fields are famously hidebound, and people are slow to adopt new habits. This book is about the efforts of a small, unlikely crew of mathematicians who set out to attempt arguably the biggest shift in how proofs are written in the multi-thousand-year history of the field.

They came to the work for different reasons. Jeremy Avigad saw in Lean the chance to realize a decades-long vision and build a truth machine tailor-made for mathematicians. Kevin Buzzard, in a midlife professional crisis, had begun to doubt the correctness of results in his corner of mathematics. Patrick Massot needed help checking a calculation by one of his students. Johan Commelin wanted to give himself over to the thrill of watching a proof click into place with total certainty, though he worried that doing so might derail his young career. Mario Carneiro dreamed of building a digital, crowdsourced math library.

Together, and alongside many others, they undertook a longshot effort to remake the way mathematicians work, collaborate, and assess truth itself. To succeed, their project would require building a mathematical library of the future, its shelves filled through the painstaking translation of textbook mathematics into digital form—one definition, theorem, and proof at a time.

And they would have to convince their peers and the influential luminaries of their field to adopt a completely different way of working. They pressed on through the nearly ceaseless exchange of messages in online discussion forums, a bootstrapped pandemic-era conference that it wasn’t clear anyone would attend, and a bold yearlong campaign aimed at grabbing the attention of a single person—the most talented mathematician to come along in half a century.

Along the way, the world changed, bringing new urgency to their work. The rise of artificial intelligence dramatically expanded the potential of digital mathematics; suddenly, it became possible to imagine Lean working in concert with AI to help mathematicians tackle deeper problems and discover new mathematics. At the same time, software engineers at companies like Google DeepMind and Meta began to see the guarantees of truth Lean could provide as a foundation for training next-generation AI—systems capable of reasoning more reliably, free from the hallucinations that plagued earlier models.

In the end, the mathematicians’ goal wasn’t only to build better tools: it was to convince their peers that there might be a faster and more rigorous way to find and verify mathematical truth itself. The time had come to design a new relationship between math—the ultimate expression of human reasoning—and the gathering force of machine intelligence.







Part I
VISIONARIES









1
TOM HALES’S LAST RESORT



In January 1999 at the Institute for Advanced Study in Princeton, New Jersey, Tom Hales appeared before a jury of his peers. He was not in a courtroom, and he was not on trial. But the stakes felt as high as if he were. He needed to convince his audience that what he considered his life’s greatest accomplishment was correct.

By any measure it was a rare situation. Hales was a mathematician, and until that point a successful, if fairly traditional, one. He was born in San Antonio, Texas, in 1958, and as with many professional mathematicians, his family told stories about his precocity with numbers. His mother liked to recall how when Hales was a toddler, he told her, “Two 2s and two 3s makes 10.” It was the first of many mathematical statements he would get right.

Hales had gone to college at Stanford and graduate school at Princeton, two citadels of modern mathematics. His research interests led him to the Langlands program, one of the most important and widely respected areas of the field. There he accumulated enough breakthroughs to become a tenured professor at the University of Michigan, which has one of the top math departments in the world. As he began to address the two dozen mathematicians seated in front of him at the Institute for Advanced Study, his upright bearing, deep voice, and thoughtful way of speaking gave him the air of a distinguished scholar who had little to prove.

But the reason Hales was addressing the crowd was unusual. The simplest explanation is that he had become obsessed. Obsessed with a math problem. And like all obsessions, Hales’s had consequences.

It all started on October 22, 1982, while he was at Cambridge University for a one-year master’s program. That day he attended a lecture by John Conway, a gregarious and colorful mathematician known for his love of mathematical games and riddles. Conway mentioned a math problem that was, essentially, about the best way to stack oranges at a fruit stand.

It was an old problem, dreamed up more than three and a half centuries earlier by the astronomer Johannes Kepler as he walked over the Charles Bridge in Prague one night. It was the winter of 1611, and it was snowing. As Kepler gazed up at the falling flakes, he observed that each one had six sides. He wanted to know why. The real answer relied on understanding the structure of the atom, and atoms wouldn’t be discovered for another two hundred years. Kepler, however, had remarkable scientific intuition, and he imagined that snowflakes were made up of microscopic balls. They could have been made up of any number of balls in any arrangement, but nature had chosen six in a hexagonal shape. Kepler understood that natural phenomena happened the way they did for a reason, which made him suppose that the six-sided snowflake was somehow the best way of situating these imagined balls alongside each other. But best in what way?

Kepler codified his initial observations about the snowflake into a formal mathematical problem. Take some balls and arrange them on the table in the shape of a pyramid. The pyramid can have either a square or a hexagonal base. In both arrangements, the spheres occupy approximately 74 percent of the available volume, a number that expresses the “density” of the spheres. The remaining 26 percent is open space between them. Kepler believed that these were the most efficient arrangements for stacking balls, but he couldn’t prove it. The problem came to be known as the Kepler conjecture.

Had Conway known how the problem would take over Hales’s life—leaving him fighting for nearly two decades to assert the truth of his work to a perplexed math community—well, then, Conway might have kept the Kepler conjecture to himself.

On that morning in Princeton, though, the struggle and the frustration were still in the future. Because the feeling Hales had as he strode to the front of the room was one of triumph. A few months earlier, he had achieved what no other mathematician had been able to accomplish over more than three hundred years of effort: He had proved the Kepler conjecture was true. Now he just had to explain to the rest of the math world how he had done it.

Four months earlier, Hales had submitted the proof to the most prestigious journal in the field: Annals of Mathematics. The proof, found in collaboration with a graduate student named Sam Ferguson, had an unusual composition. It consisted of three hundred pages of theoretical arguments, which laid the groundwork for three gigabytes’ worth of computer calculations. Through these calculations, Hales painstakingly analyzed different ways of stacking balls and showed that each was less optimal than the ones identified by Kepler.

Not every mathematician would have tried to solve the Kepler conjecture with computers. Most probably wouldn’t have tried to solve it at all, noting centuries of failed effort and considering the problem a lost cause. But mathematicians can’t help being attracted to certain problems. The path they choose is determined in part by happenstance, like Hales meeting John Conway at Cambridge, as well as by their skills and interests. Hales had never had a chance.

He had always been a visual thinker. Some mathematicians like to do geometry using formal machinery that removes them from the shapes they’re thinking about. They know the shapes only as equations or other abstractions. Hales did geometry the way a child would, imagining bubbles floating around in his mind. In the years after he learned about the Kepler conjecture, he tried to solve it as a hobby. By day, he pursued his research in the Langlands program, but at night he took up his pencil and retreated to his notebook, sketching how spheres move around in relation to each other.

Once he secured tenure at Michigan and no longer had to worry about losing his job, Hales vowed that, after years of treating the Kepler conjecture as a side pursuit, he would devote one year to trying to solve it. If in that period he didn’t get anywhere, he would give it up. At least then he would know he had tried his best.

The clock started in late 1993. Hales recognized that the odds were against him. As a student of mathematical history, he knew that in the 1830s, Carl Friedrich Gauss, one of the great math minds of all time, had made limited progress on the problem. Gauss had solved a version of the Kepler conjecture in which all the balls are positioned at the intersection points in a square lattice. Restricting the movement of spheres to specific locations made the problem a lot easier. However, the methods Gauss used to solve this simplified version of the Kepler conjecture had no hope of addressing the real thing.

Half a century later, in 1900, the eminent David Hilbert included the Kepler conjecture on his list of the twenty-three most important open problems in mathematics. He placed it at number eighteen, along with two other closely related questions. The prestige of Hilbert’s list motivated huge amounts of mathematical research, and by the time Hales started full-time work on the Kepler conjecture, most of Hilbert’s problems had been resolved.

But not Kepler. There, mathematicians had only managed to hem in the problem. In 1958, Claude Ambrose Rogers proved that there was no way of arranging balls so that they occupied more than 78 percent of space, but that was still 4 percent short of the goal—the 74 percent of space occupied by balls in a pyramidal arrangement. Though other mathematicians had later made incremental progress toward that objective, lowering the bound toward 74 percent, none had come close to reaching it.

The reason the Kepler conjecture defied solution was simple: it wasn’t compatible with the techniques mathematicians used to solve similar problems. To understand why, imagine filling a shopping cart with a big bucket of tennis balls. As you pour the tennis balls into the cart, they bounce all over the place. Then they eventually settle down. At that point, though far from Kepler’s orderly pyramidal arrangement, they will be in an optimal configuration of some sort. It will be optimal in the sense that there will be no way to slide any one ball into a more efficient, space-filling position, as its movement will be completely blocked by the other balls around it. To create a more efficient packing, you would have to rearrange the whole cart.

An arrangement like this, when there’s no way to move even one ball into a better position, is called a local optimum. It’s an optimum because it’s the best in a sense, but it’s local because it’s worse than you could do if you were starting from scratch. On average, randomly arranged tennis balls will fill around 65 percent of the available space. By contrast, the pyramidal arrangements Kepler had imagined, the ones that occupied 74 percent of space, were conjectured to be a global optimum—that is, the best you can do, period.

The Kepler conjecture is an example of an optimization problem—finding the optimal, or best, solution for the equations that describe the positions and density of the balls. Mathematicians typically try to solve these problems using calculus. As they do, they have in their favor the fact that every global optimum is also a local optimum. If you fill a shopping cart with tennis balls enough times, eventually you’ll get a pyramidal stack. That means that one way to identify the global optimum—the best arrangement—is to study all the local optima, compare them, and identify the best one of all.

That’s how mathematicians would have liked to attack the Kepler conjecture, but they couldn’t. And if you think again about tennis balls being dumped into a shopping cart, you can see why. Every time you dump them in, you’re identifying another local optimum. But how many are there? A lot. You could dump tennis balls into shopping carts every minute, on the minute, for the rest of your life, and you wouldn’t come close to creating all the possible local optima. That was the root challenge of the Kepler conjecture: mathematicians wanted to hunt for the best arrangement by searching within the universe of all locally optimal arrangements—but that universe was too vast for any of the search techniques mathematicians had at their disposal.



In the face of these challenges, Hales entered his Kepler year with a plan. It was inspired by László Fejes Tóth, a Hungarian mathematician who had been one of the most active researchers on the Kepler conjecture through the middle decades of the twentieth century. In 1964, Fejes Tóth published Regular Figures, a book that sketched a strategy for solving the Kepler conjecture by using computers to calculate the density of a large but finite number of arrangements. Fejes Tóth did not know how to prove that such a strategy would work, and even if he had, he would have lacked the computing power to pull it off.

Hales thought he could do it. Beginning in late 1993, he worked with Ferguson to devise a plan for improving on and implementing Fejes Tóth’s approach. By November 1994, his allotted year nearly up, he had assembled a mental map for how the proof would go, and he had made enough progress to convince himself to press on.

Hales’s primary goal was to reduce the Kepler conjecture to a finite number of configurations that he could check on a computer. To do so, he sorted pairs of balls into two groups: one where the distance between balls was greater than a cutoff, and another where it was less. He threw out configurations where the distance was greater, knowing they couldn’t possibly challenge the pyramidal configurations—the more distance between balls, the less dense the arrangement. Then he focused on arrangements where the distance was less than the cutoff—he had used an algorithm to generate 1,762 of them. At that point he began trying to eliminate them one by one.

His approach required some programming ingenuity because the equations describing configurations of balls were nonlinear, meaning that they contained terms raised to powers greater than 1. Nonlinear equations are hard, even impossible, to solve on a computer when they contain many terms, and Hales’s equations did: three terms for each ball specifying its x, y, and z coordinates in three-dimensional space times dozens of balls. If Hales had simply fed these equations into a computer program, it would have run indefinitely without returning an answer. He had to find a way to simplify the calculations without losing so much information that they became worthless.

So Hales tried to approximate each nonlinear equation with a linear one—replacing the equation for a curve with the equation for a straight line that approximates the curve. It was like measuring a person’s height. He could do that by searching for the global maximum solution to the hard, nonlinear equation that describes the curvature of the head. Or he could put a flat ceiling—described by simple, linear mathematics—with a known height above the person’s head. Using the ceiling wouldn’t allow Hales to measure the person’s height exactly, but it would allow him to begin making estimates; if the ceiling was six feet high, and the person’s head was below it, he would know the person’s height was less than six feet.

That’s what Hales did for each of the 1,760 cases of ball arrangements he needed to rule out in order to guarantee that the two optimal arrangements (a pyramid with either a square or a hexagonal base) were the best. For each one he would first simplify the equations as much as he dared to, then ask a set of computers to try to solve them, thereby providing an upper limit on the density of the arrangement. He had a cluster of networked Sun Microsystems workstations to play with. Sometimes he would set the machines to work and they would return an answer quickly; these were the easy cases, the ones whose density wasn’t close to 74 percent. Other times, the computers would chug away for a week without coming back with a result; these were the hard cases, the ones closest to 74 percent. When that happened, Hales would simplify his equations a little more, working interactively with the computers and trying for a cruder approximation that he hoped they could handle. That’s how he spent 1997. He slept less than five hours most nights and spent seventeen hours a day—what he deemed as his physical limit for research—adjusting his equations to see if the computers could solve them; if not, he adjusted them some more.

By early 1998 Hales had eliminated all but fifty potential arrangements. These were the toughest ones, the configurations that came closest to approaching (or possibly surpassing) the density of the pyramidal arrangements. Hales printed images of the arrangements and hung them on the walls around his office, like a series of wanted posters. Every time he completed a calculation proving that an arrangement had a density less than 74 percent, he would tear its corresponding poster down. One less configuration of balls to worry about. By spring 1998 he had thirty posters left. At the end of June he was down to nineteen. By the Fourth of July he was down to just one, and then, after five days of calculations, his computers returned an answer: the last remaining arrangement had a density less than 74 percent. Hales removed the poster from his wall; he had proved the Kepler conjecture was true.

Or so it seemed to him.



When Hales completed his proof and submitted it for publication in the Annals, he was worried other mathematicians would declare it trivially easy. Important math proofs often depend on a big insight or an elaborate new theoretical framework. Hales’s proof, by contrast, was simple, in a way. Although long and computationally intensive, the proof’s underlying mathematics were fairly elementary. After more than four years of nonstop work, Hales had internalized every aspect of the proof and, as with someone who has solved a riddle, the answer now seemed obvious to him. Surely it would seem obvious to everyone else, too.

The first sign that obviousness was not the proof’s main problem emerged in late 1998. Typically a journal will ask two or three mathematicians to review a proof, but the Annals assigned twelve to Hales’s—a clear indication that they viewed the task as formidable. Then there was the January 1999 conference at the Institute for Advanced Study, which the editors of the Annals organized to provide Hales with an opportunity to explain what he had done. It was a highly irregular move. Normally proofs are left to speak for themselves.

At the conference, Hales gave long, multipart presentations each day for a week, walking the audience step by step through the three hundred written pages of his proof. A couple dozen mathematicians attended, and Hales figured that among them were his twelve reviewers—the experts in his field who would have to read through his proof and agree it was valid before it could be accepted for publication and admitted into the canon of mathematical facts. He didn’t know for sure because the peer review process is anonymous, to keep it candid and fair. Still, the lectures seemed to go well. The atmosphere was friendly and warm, a gathering of colleagues. At dinner afterward each night, people came up to him and offered encouraging words.

Yet one moment unnerved him. On the fourth day, Hales gave a brief demo of the computer calculations he had done. This was a critical part of the proof, as well as the part most unfamiliar to the audience, which consisted of mathematicians who had been trained in classical math techniques. Computer-assisted proofs were not really part of their tool kit. Given that, Hales assumed they would use the demo to ask questions. Instead they listened quietly. Hales wasn’t sure if it was because they understood everything he showed them, or if it was all so foreign to them that they didn’t know where to start.

Then the conference was over—and the wait began. The peer review process is rarely fast in math, and Hales knew it could easily take a year for his reviewers to return a verdict. But after the year was up all Hales received was a short note from the editors saying that they needed more time. Another year later, in early 2001, and again the year after that, he received roughly the same feedback: all is well, the review is making progress, we need more time. Conversations with colleagues confirmed the message. Every part of the proof that the reviewers looked at seemed correct, but the proof as a whole was such a sprawling edifice of calculations, buried deep in computer code, that it was hard to determine how they all hung together, and whether in the end they yielded the proof Hales claimed they did.



When Hales had finished the proof in the summer of 1998, he had imagined he would use the methods he had developed for Kepler to attack other similar problems. That’s how it goes in math. Methods that solve one hard problem are generally good for solving others. Yet as the review process dragged on without resolution, Hales changed his mind. If he couldn’t get the math community to verify his proof of the Kepler conjecture, why would he court frustration by applying the same methods to other problems?

Two events in particular drove Hales to a breaking point. In June 2002, one of the referees wrote to the editors of the Annals with an update. The review team had broken the proof into three phases, and this reviewer had been assigned to review phase 1. In his letter he said he would rather not start checking his part until he had received confirmation that the other parts worked: “With all this in mind one would prefer to have Phase 2 and Phase 3 checked prior to start working on Phase 1 (and minimize the chance that the essential work of careful reading of the manuscript might prove useless).” In other words, Why waste the effort if the proof is going to fail anyway? When the editors of the Annals shared this note with Hales, he was stunned. Almost four years after he submitted his proof, it seemed the review process had barely gotten started.

The other event had occurred some months earlier. Hales was reading a book called Mathematics, Form and Function by an influential mathematician named Saunders Mac Lane. The book was as much philosophy as math, focusing on the nature of mathematical proofs and the social process by which the math community determines what’s correct. Most math proofs are initially incomplete, Mac Lane observed, either because they’re missing details or because they contain errors. He then remarked that those issues tend to be resolved through dialogue, in which other mathematicians read the proof, call out the omissions or mistakes, and the proof author fixes them—or realizes they can’t, and the proof fails.

Reading Mac Lane made Hales realize how broken the process was for his Kepler proof. He thought about all the years of work he had put into the proof, and the years that had elapsed since he had submitted it for review. In that time, what had he heard back from the math community? Basically nothing. He realized he could end up waiting his whole life for the process Mac Lane described to run its course. It seemed exhausting and futile. But Hales wasn’t the kind of person to leave a loose end dangling. He wanted credit for solving one of the oldest, hardest problems in math. He wanted his methods verified so he could use them on other problems. And most of all, he wanted to know with high assurance that his proof was right and that the Kepler conjecture was true. If the math community wasn’t up to the task of checking his proof, he would have to find another way.



Merely insisting that his proof was right wouldn’t get him anywhere, and his best efforts to explain his work had failed to clarify the picture. Hales needed a way to establish the truth of what he had done outside of the social process by which truth is typically established in math. To do that he landed on a strategy that had circulated on the fringes of the field for decades. It involved turning his entire proof into a type of computer code and trying to run it as if it were a program. If the proof ran, Hales hoped, he would have generated incontrovertible, objective evidence that it was correct.

In principle, it was a reasonable approach. Like computer code, math proofs involve basic objects, like numbers or strings, and rules for how those objects can be manipulated. If you apply the right rules to the right objects in the right order, a logical proof is the result. If you apply the rules in the wrong way or skip a step in the process, however, the proof fails in a manner akin to a computer program crashing. A gap in the logic of a proof is like a bug in software code.

Starting in the 1970s computer scientists began to create software programs that made it possible to implement this math-proof-as-computer-code approach. These programs, known as interactive theorem provers (ITPs) or proof assistants, made it possible to dispense with chalkboards and scratch paper and instead write math proofs in formal programming languages—creating the possibility of obtaining complete confidence that a human-generated proof was correct, independent of any additional human verification.

Despite their promise, ITPs did not catch on with working mathematicians. They were cumbersome pieces of software with a steep learning curve that included learning a whole new language for writing math. If mathematics had been riddled with errors and mathematicians had routinely had a hard time determining what was true, that startup cost might have been worth it. In almost all cases, however, the standard peer review process worked fine for checking new results.

ITPs also required a fundamental shift in the level of detail at which mathematicians wrote proofs. In principle, proofs are logical arguments in which each step follows from the previous one until you arrive at some necessary conclusion. In practice, mathematicians never actually write out all the steps. Instead, they write proofs as sketches of arguments, indicating key steps and providing additional detail at the most important points, but not bothering to write out every single minuscule direction—these are the missing details Mac Lane had called attention to in his book.

Mathematicians write math like this because experts in the field generally understand what works, so there’s no need to go through all the detail of reestablishing facts and techniques that everyone in the community already understands. Actually specifying every step in a proof would be like giving someone directions to the bathroom by saying: “First put your right foot in front of your left, then your left foot in front of your right. Repeat the procedure 84.5 times. Stop. Pivot 90 degrees clockwise.” And so on. And to say all that only after you’ve defined what you mean by “right,” “left,” “foot,” “degrees,” and so on. It’s a lot of effort when saying “It’s down the hall on your right” works just as well. By tapping into a body of common knowledge, you effectively allow yourself to convey the same procedure far more efficiently.

Human beings bring experience and intuition to the process of writing and reading a math proof. They don’t need to be told what a natural number is, nor do they need to have the foundations of calculus reestablished every time a proof involves an integral. Writing a math proof in a formal language a computer can understand, by contrast, requires defining every term and writing out every step. Computers are exact and literal. If you don’t tell them to turn 90 degrees, they won’t notice on their own that the bathroom is right there at their side. And if a mathematician skips a step in a formal proof, the computer doesn’t know where to go next. This need for specificity means writing a proof using the formal language of an ITP takes orders of magnitude longer than writing the same proof by hand. For most mathematicians in most cases, it wasn’t worth the effort. As a result, through the 1980s and 1990s, ITPs remained a sideshow in math, with no meaningful adoption among practicing mathematicians.

But by 2002 Hales found himself in a unique situation. He had poured years of his life into a novel and complex proof of an important problem that he was almost entirely sure was correct. Yet the mathematical community had been unable to validate his result. Year after year he received the same dreary update from the editors of the Annals. He was caught in seemingly inescapable purgatory.

On January 16, 2003, Hales announced in a speech at the Joint Mathematics Meetings in Baltimore that he intended to create a formally verifiable version of his proof of the Kepler conjecture. It was ostensibly an acceptance speech—Hales was being awarded the Chauvenet Prize, given annually by the Mathematical Association of America for excellence in expository writing about math, for an article he had written called “Cannonballs and Honeycombs,” on the history of the Kepler conjecture and his long effort to find a proof. But Hales was in no mood to celebrate. He opened his talk by quoting from an email he had received from the editor of the Annals:


The honor I am receiving today is offset by bad news. Robert MacPherson at the Annals wrote to me last month. I quote from his letter: “The news from the referees is bad, from my perspective. They have not been able to certify the correctness of the proof, and will not be able to certify it in the future, because they have run out of energy to devote to the problem.”



In essence, the most prestigious journal in the field was telling Hales there was nothing more they could do for him—it was simply beyond their capacity to determine if his proof was correct. Hales told the audience that this failure was a harbinger of things to come, as computers seeped into more of mathematics and existing refereeing procedures couldn’t keep up:


Our system of refereeing was designed in an age before computers. Our system is poorly adapted for a proof that relies on 40,000 lines of computer code. There is a better way, and this prize today fills me with a new level of energy and enthusiasm. I am channeling that energy into a system that offers greater reliability than a human referee. Computer proofs should be checked by computers.



Finally, Hales announced that he intended to rewrite his proof of the Kepler conjecture in “mechanically checkable form,” estimating it would take twenty “work years” to do so. He asked the audience if some among them might be willing to contribute to this formalization effort. Later, he dubbed the effort the “Flyspeck project.” “Flyspeck” is a slang term that means “to examine closely or in minute detail” and also a quasi acronym for an endeavor whose goal was to create a Formal Proof of the Kepler Conjecture to erase what Hales called “lingering doubt” about his proof’s correctness. At the time, he had no experience using ITPs—they were as much a curiosity to him as they were to almost every other mathematician. They also seemed like his last best option for validating his life’s most important piece of work.

Hales’s first step was to create a blueprint for the formalization process, an extensive document that he later published as a book, Dense Sphere Packings: A Blueprint for Formal Proofs. At 286 pages, the blueprint ended up being nearly as long as the written part of his original proof—an indication of how long the work would take. Just like a blueprint for a building, Hales’s document laid out all the parts of his proof and how they fit together: a door goes here, a hallway there. It would keep him organized through the extensive work that lay ahead and allow him to assign parts of the proof to be formalized by other mathematicians.

Next, he chose an ITP. Only a handful existed at that time, and Hales decided he would split the work between two of them: Isabelle and HOL Light (for “higher-order logic”). Hales chose HOL Light because it already contained a well-developed library of techniques from real analysis, an advanced form of calculus that featured heavily in his proof. This helped cut down on the number of elements of the formal proof he and others would have to write themselves.

In nearly every other way, Hales was starting from scratch. Neither ITP even contained the formula for calculating the volume of a sphere, practically the single most basic mathematical tool Hales needed to begin stating the Kepler conjecture. As he stared at his newly created blueprint, Hales considered the twenty work years he and his collaborators would need to complete the formal proof. It was a lot of time against the scale of a human life, but Hales was ready to commit it. He had no other choice.







2
TRUTH SEEKER



When Tom Hales decided to create a formal, computer-verifiable version of his proof of the Kepler conjecture, he was setting off on a quixotic quest using methods that were alien to his peers. He had always been a mainstream mathematician, but now he was heading out on his own, uncertain if anyone else in his field would be willing to follow.

While Hales was in the early years of Flyspeck, a software engineer across the country at Microsoft Research was starting down his own consequential path, one that would lead him to create a computer program that would normalize the idea of computer-verified mathematics—and forever change the field.

It would have been hard to pick Leo de Moura out of a lineup of the thousands of engineers at Microsoft as a scientific revolutionary. He was five foot nine and balding, with broad wire-rimmed glasses. At thirty-four, he had been married for more than a decade, had three young children, and lived on a quiet street in Sammamish, Washington, an easy twenty-minute drive from the Microsoft campus where he had been recruited to work in 2006. Yet you wouldn’t have to talk with de Moura for long to learn that he was fiercely driven, animated by a conviction that had taken hold of him as a child: a need to know with complete certainty whether something was correct.

It was a conviction that de Moura had felt for nearly as long as he could remember. He was born in 1971 in Rio de Janeiro into a middle-class family; his father was a pulmonologist, and his mother was a professor of medicine. As a child, he immersed himself in his own world, playing with blocks and creating scenes with Playmobil figurines. Occasionally, he would hear his parents, their friends, or other children describe something as beautiful—a painting, a story, a tower of blocks he had constructed. Yet as he heard these statements, he had an intuitive sense that it was difficult to define what “beautiful” meant. Was that painting really beautiful? And if so, how could one know for sure? These kinds of subjective claims made him uncomfortable.

Then, in 1983, his parents gave him a computer for his twelfth birthday. It was a TRS-80 Color, a silver, typewriter-shaped device with a chiclet keyboard that hooked up to a home television. De Moura taught himself how to program in BASIC and began coding games. His very first game featured a crude ship that the player could move around a few boxes while shooting attackers at the top of the screen.

Compared to the vagueness of aesthetics, de Moura liked the objective rigor of coding: a program either ran or it didn’t. When it failed to run, it meant there was an error in the code that he had to find and fix. His programming skills improved quickly, and he soon created a video game that scrolled, with a ship that moved from side to side at the bottom of the screen, shooting at enemies advancing from the top. When he showed the game to his friends, they didn’t believe he had written it. He watched them become engrossed in it, rebooting the program to start a new game as soon as the last one finished.

At the time, he would have described the sensation of observing his friends play a game he had built as akin to the satisfaction a magician experiences when an audience gasps at their best illusion. It was the seed of a feeling that would grow and mature over time. Alongside the desire for correctness, that feeling would become the second pole of his professional life. He enjoyed the solitary work of writing code and the clear standards of accuracy required to create a program that compiled, but he would feel like he had found purpose in life only when other people used that program to do something that was meaningful to them.

In March 1989, de Moura enrolled at the Pontifical Catholic University of Rio de Janeiro. When choosing a major, he reflected on the successes of his home programming experiments and concluded that he already knew everything there was to know about computer science. He decided to focus on math and physics instead. It was one of several times in his life, de Moura would later recognize, when he was completely and totally wrong about something. Within a year, a different reality asserted itself: a math degree in Brazil no longer seemed like a promising basis for making a living. De Moura switched to computer engineering and went on to receive both his undergraduate degree and doctorate in computer science at the university.

Within computer science, de Moura could have focused on any number of areas, but through an internship at Semantic Designs in Austin, Texas, he discovered a part of the field that suited his interests and temperament.

When software engineers write a program, there’s frequently a gap between what they intend the program to do and how it performs. This gap manifests as a program glitching, freezing, or crashing, and it often opens up security vulnerabilities. For instance, an engineer might intend that, while a user is operating a piece of software, an integer in the backend code never take a value greater than 10. If it does, the program might behave unpredictably, potentially triggering a crash or creating vulnerabilities that bad actors can exploit. This intention—that an integer in the code never exceed 10—is known as a specification of the program. Through pre-release testing, engineers can gain confidence that the specification holds, but often they don’t know for sure until the program is live in the world, in routine use. Glitches then emerge, which engineers fix with software updates. However, a lot of frustration and economic damage can accrue before these updates are in place.

As a graduate student, de Moura was drawn to the area of computer science called model checking, which provides a way of preemptively catching software bugs and, in some cases, even guaranteeing that bugs don’t exist. This possibility of guaranteed correctness appealed to de Moura’s preference for objectivity. He also liked that the standards of progress in the field were clear.

Even in math, seemingly as objective a pursuit as exists, taste determines what kinds of problems are considered important to solve. Mathematicians might talk about the proof of a new theorem as beautiful without being able to define, exactly, what beautiful means. In model checking, by contrast, progress is measured by speed. If you find efficiencies that allow your model checker to run ten times faster and catch ten times more software bugs in the process, you know you’ve achieved something. Different model checkers could be pitted against each other like race cars, where the first one to cross the finish line—defined as finding a bug or establishing that none existed—was the winner.

After graduate school, De Moura had his first big opportunity to apply his model-checking skills at SRI (initially called the Stanford Research Institute), a nonprofit science institute founded in 1946 by trustees of Stanford University. SRI’s mission was to support important technological ideas that didn’t yet have clear commercial value. Over the years, SRI scientists had helped develop everything from synthetic substitutes for tallow and coconut oil in soap production to the first computer mouse to a mobile robot with the capacity to take action based on reasoning about its surroundings (dubbed the world’s first “electronic person” in 1970 by Life magazine). In the next decade an SRI scientist named Leslie Lamport developed LaTeX, a specialized word processing program for writing mathematics that eventually became standard in the field. More recently, teams at SRI had invented Siri, the voice-activated personal assistant later acquired by Apple.

SRI hired de Moura to help build out a new project called the Symbolic Analysis Laboratory (SAL), an environment for creating better tools for verifying software code. De Moura moved to the Bay Area in January 2001 with his wife and daughter on a starting salary of $82,500, which he thought would make him rich—until he started looking for a place to live in the Bay Area. Eventually they settled down in more affordable Fremont, across San Francisco Bay from the SRI offices in Menlo Park.

At SRI, de Moura focused on building a type of software verification tool that hunts for bugs by solving mathematical problems. When someone uses a software program, they’re essentially performing a series of steps called an execution trace, after which the program arrives at a given state. To the user, those steps might look like typing into a word processing program, but to the computer, the steps are expressed through manipulations of variables in the program’s code. The engineers who write the program might know that the program fails if one of those variables ever exceeds 10 or takes on a negative value. Given that, they seek assurance that there exists no way of using the program—no execution trace—where the variables take on unintended values.

A trace is like a diary of everything a program does while it runs. It contains the steps the program takes—like function calls, the values of variables at each step, and the conditions under which different operations are triggered. For example, if the value of a variable is greater than 5, the program might perform one operation; otherwise, it does something else. All these steps can be represented in mathematical notation, which means a trace can be expressed as a formula. Now, if an engineer is worried about a particular variable taking on a negative value, they can add that condition as the last term in the formula. That expression then contains all the conditions that must hold true for the bad state to occur.

The next part of the process is determining whether there exists any set of conditions—a sequence of steps through the program—that makes the formula true. If an engineer finds one, it means they’ve identified a trace that causes the program to arrive at the bad state, revealing a bug in the code that allows the program to do something unintended. Engineers then go back, analyze the trace, identify the conditions in the code that enabled the bad state, and fix them. This process converts testing a program for vulnerabilities into determining whether it is possible to make a mathematical formula true. But searching for solutions to a formula is no easy task. A trace might be one thousand steps long, meaning it’s represented by a formula with one thousand variables, sometimes more. Searching through all the different combinations of one thousand variables would take, in practical terms, forever.

To make this approach work, engineers find efficient ways of searching through these combinations so that they don’t have to try them all. This was the problem de Moura sought to address when he arrived at SRI: finding fast ways of searching among combinations of variables to determine whether a formula could be made true—which would mean that a bug existed. To do this, he created a tool called Yices (pronounced “yikes”).

De Moura equipped Yices with all sorts of shortcuts that allowed it to quickly search among many combinations of variables. These included heuristics to eliminate unlikely solutions and a graduated approach in which Yices would start by solving the easiest parts of the formula, then employ specialized algorithms to address increasingly hard parts.

Yices was an example of an automated theorem prover (ATP)—automated in the sense that it searched for solutions to a formula on its own, and a theorem prover in the sense that, in the end, the program would either find a way of making a formula true or prove (through exhaustive search) that no such combination of variables was possible.

De Moura’s goal was to enable Yices to solve formulas faster so that it could evaluate longer traces and provide more sweeping guarantees of software correctness. It’s like the way gearheads soup up cars by upgrading the engine or installing a turbocharger. For de Moura, that meant tweaking Yices’s search algorithms and adding new heuristics that allowed it to address particular kinds of problems more efficiently.

After nearly six years at SRI, he had built Yices and turned it into one of the highest-performing ATPs in the world. Then, in 2006, a Microsoft researcher named Tom Ball came to visit SRI, and de Moura had an opportunity to show off his work.

Ball was a manager at the tech giant’s in-house lab, Microsoft Research, where some of the world’s leading computer scientists were given free rein to invent solutions to hard and important technical problems.
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