Oxford Studies in Experimental Philosophy
Oxford Studies in Experimental Philosophy

Volume 2

EDITED BY
Tania Lombrozo, Joshua Knobe, and Shaun Nichols
Contents

Introduction 1
Tania Lomrozo, Joshua Knobe, and Shaun Nichols

Part I. Epistemology
1. Subtle Syntactic Cues Affect Intuitions about Knowledge: Methodological and Theoretical Implications for Epistemology 7
Zachary Horne and Andrei Cimpian
2. Epistemic Closure in Folk Epistemology 38
James R. Beebe and Jake Monaghan
3. Folk Epistemology and Epistemic Closure 71
Tim Kraft and Alex Wiegmann
4. The Ordinary Concept of Knowledge-How 104
Chad Gonnerman, Kaija Mortensen, and Jacob Robbins

Part II. Moral and Political Philosophy
5. The Fact and Function of Meta-Ethical Pluralism: Exploring the Evidence 119
Jennifer Cole Wright
6. In Defense of ‘Ought Implies Can’ 151
Derek Leben
7. Decisions Behind the Veil: An Experimental Approach 167
Justin P. Bruner

Part III. Metaphysics and Mind
8. The Object : Substance :: Event : Process Analogy 183
Alexis Wellwood, Susan J. Hespos, and Lance J. Rips
9. Personal Identity and Persisting as Many 213
Sara Weaver and John Turri
10. Statutes of Limitations and Personal Identity 243
   Christian Mott

11. On the Matter of Robot Minds 270
    Brian P. McLaughlin and David Rose

Index 313
Introduction

Tania Lombrozo, University of California, Berkeley
Joshua Knobe, Yale University
Shaun Nichols, University of Arizona

In the two years since the publication of our first issue, the field of experimental philosophy has expanded in numerous directions, taking up a variety of new topics that had not previously been explored experimentally. This second issue reflects that heterogeneity. The majority of the chapters are about topics that had not been discussed at all in the experimental philosophy literature at the time of our previous issue. These topics span epistemology, moral and political philosophy, and metaphysics and mind.

1. Epistemology

Zachary Horne and Andrei Cimpian take up a question about people’s knowledge ascriptions. People can ascribe knowledge using either the verb ‘know’ or the noun ‘knowledge,’ but in previous research, philosophers had generally assumed that there were no philosophically important differences between ascriptions using these two lexical categories. Strikingly, Horne and Cimpian find that the requirements for ‘knowledge’ are stronger than those for ‘know.’ They suggest that we might therefore need to take up these two topics separately, developing somewhat different accounts of the concepts picked out by these different expressions.

Two chapters in the volume explore aspects of epistemic closure. Suppose you know that p. Now suppose you also know that p implies q,
and you therefore come to believe q. Do you know that q? This is the core question at the heart of debates about epistemic closure. Broadly speaking, epistemic closure is a principle according to which we always acquire knowledge when we infer new propositions through known entailments from propositions we already know. James Beebe and Jake Monaghan provide evidence that the tendency ordinary people sometimes show to reject applications of this principle stems from a performance error. Thus, even if people sometimes reject applications of this principle, there may be a deeper sense in which they actually accept the principle itself. Tim Kraft and Alex Wiegmann offer a different approach to investigating whether people ascribe knowledge in a way that respects epistemic closure. They find that the stronger the entailment relation between p and q, the less likely people are to violate closure, again suggesting some sensitivity to the principle.

The previous work focuses on how people think about knowledge-that. Chad Gonnerman, Kaija Mortensen, and Jacob Robbins investigate an apparently different epistemic notion—knowledge-how. Philosophers have been divided on the nature of knowledge-how. Some maintain that to know how to perform some action is to have propositional knowledge, e.g. that one ought to do such and such to perform that action. In contrast to this intellectualist view, other philosophers maintain that know-how requires a practical ability rather than propositional knowledge. Extant work in experimental philosophy has produced conflicting results, some of which supports the intellectualist view and others of which support the practical-ability view. Gonnerman et al. argue that the explanation for the conflicting results is that the lay notion of know-how is a hybrid concept that contains both practical and propositional factors.

2. Moral and Political Philosophy

People not only have beliefs about the moral status of particular acts; they also have beliefs about the nature of morality itself. These ‘meta-ethical commitments’ include beliefs about whether particular moral claims can be said to be true objectively, in some non-relativistic sense, and so on. Prior work has found that people can make such judgments in a way that appears to be systematic, but that does not align with a single meta-ethical perspective. Jennifer Cole Wright argues that this reflects genuine meta-ethical pluralism. She demonstrates this pluralism through
a new set of studies, and argues that pluralism serves an important pragmatic function in allowing people to navigate moral disagreements.

Derek Leben explores another aspect of people’s normative judgments. If we know that an agent ought to perform an action, does it immediately follow that the agent can perform this action? The traditional philosophical view was that it clearly does, i.e. that ought implies can. However, in recent years, a number of experimental philosophy papers have called that traditional view into question. Leben reports a series of new experimental studies that shed light on this issue. He argues that these studies provide evidence for a modified version of the traditional view. Once we correctly understand the context-sensitivity of ought claims, we can see that a certain specific type of ought claim does indeed imply can.

Justin Bruner offers an empirical investigation of topics in political philosophy. On his influential treatment of justice, Rawls promotes the difference principle, which holds that inequalities in material goods are permissible insofar as they benefit the least well off. This contrasts with a utilitarian account on which inequalities are permissible so long as they produce the most overall good, regardless of whether they benefit the least well off. Previous work found that lay participants tend not to make judgments that conform to the difference principle but instead prefer utilitarian distributions. Bruner notes that the difference principle is just one of Rawls’ principles of justice. Another key principle concerns fair equality of opportunity. Bruner reports studies that show that participants’ rankings of income distributions largely flout the difference principle, but do take into account both fair equality of opportunity and ‘average utilitarian’ outcomes (i.e., those that maximize average welfare in society). However, utilitarian considerations outrank those of equality of opportunity.

3. Metaphysics and Mind

Alexis Wellwood, Susan Hespos, and Lance Rips investigate linguistic judgments as a window onto an aspect of intuitive metaphysics. They suggest that objects and events form one ontological kind characterized by atomaticity (some way of counting), and that substances and processes form a distinct ontological kind. These kinds, in turn, are represented with distinct formats that are reflected in the use of count versus mass syntax. To empirically evaluate whether and how the substance/object distinction
maps onto the process/event distinction, they present participants with images or animations that have natural versus unnatural breaks, and that therefore encourage versus discourage representations with atomaticity. For both images and animations they find that a preference for count syntax increases when breaks are natural, suggesting important commonalities across object/event representations versus substance/process representations.

Sara Weaver and John Turri explore intuitions about personal identity. Suppose that in a particular future year, there will be a person alive who is you. One obvious assumption would be that there could not possibly also be another person alive at that same time who was also you. (After all, if they were both you, wouldn’t that mean that they were the same person?) Weaver and Turri refer to this assumption as the ‘one-person-one-place rule.’ They then report a series of studies indicating that people’s intuitions do not actually conform to this rule. On the contrary, people appear to think that there can be cases in which two different individuals at a particular time both stand in a relationship of personal identity to a single individual at an earlier time.

Christian Mott explores another aspect of personal identity. On prominent views of personal identity, as people change their psychological traits, this literally changes who they are. Does this make people less responsible for past actions? Mott explores this question in a novel way, inspired by statutes of limitations. In criminal law, statutes of limitations specify how long after a crime was committed a person can be charged with the crime. In a series of experiments, Mott finds that people have an intuitive statute of limitations, and that these judgments are in fact influenced by judgments about psychological change. People are regarded as less deserving of punishment as time passes, and this judgment is mediated by judgments of the degree of psychological change.

Finally, as Brian McLaughlin and David Rose emphasize, robots are becoming a familiar presence in our lives, and they will only become more pervasive. This makes the question of how people think about whether robots enjoy phenomenal consciousness a matter of considerable social and moral significance. McLaughlin and Rose explore whether the material composition of an entity matters for the attribution of consciousness. They find that it has a strong effect. People are much more inclined to attribute consciousness to organic entities than to a metallic robot with the same behavioral dispositions.
PART I
Epistemology
Epistemology is a central topic in philosophy concerned with the nature and limits of knowledge. Epistemologists seek to answer questions about what knowledge is and whether knowledge is possible at all, as well as examine the implications of these questions for ethics, the law, and philosophy of science. Epistemologists often approach these questions by analyzing whether a given epistemic theory leads to intuitive answers on various thought experiments—hypothetical situations taken to reveal underlying facts about knowledge.

A core assumption shared by most epistemologists is that the inferences licensed by statements regarding a subject’s knowledge (noun form) and a subject’s knowing (verb form) are interchangeable—these syntactic forms are assumed to yield identical intuitions and thus to bear in identical ways on a given epistemic theory (e.g., BonJour, 1985; DeRose, 1992; Gettier, 1963; Hawthorne, 2004; Lewis, 1996; Stanley, 2005; Williamson, 2002). We denote this the epistemic interchangeability assumption. While philosophers have questioned many other fundamental epistemic assumptions—for instance, the assumption that belief is required for knowledge (e.g., Murray, Sytsma, & Livengood, 2013), or that justification, truth, and belief are jointly sufficient to account for our
intuitions about knowledge (Gettier, 1963)—the epistemic interchangeability assumption has gone unchallenged.

The psychological literature, however, suggests some reasons to be suspicious of this assumption. Many studies have found that subtle syntactic differences analogous to those between “know” (a verb) and “knowledge” (a noun) are accompanied by often substantial differences in inferences and behavior (e.g., Gelman & Heyman, 1999; Markman, 1991; Walton & Banaji, 2004). In other words, intuitions about what people “know” may be subtly but reliably different from intuitions about the “knowledge” that people have, with obvious consequences for epistemological arguments that use these syntactic frames interchangeably. Consistent with this possibility, here we present the results of six studies that raise questions about the epistemic interchangeability thesis. Our findings suggest that the epistemic state denoted by “knowledge” (noun) has stronger evidential requirements than the epistemic state denoted by “know” (verb) and its variants; the intuitions elicited via these two syntactic frames appear to diverge. Since many epistemic theories are built on linguistic examples that do not take this syntactic dimension into account, the empirical evidence presented here has significant implications for methods and theory in epistemology.

The chapter will proceed as follows: First, we illustrate the claim that linguistic intuitions about “knowing” and “knowledge” are used interchangeably in philosophical theorizing. Second, we motivate the worry that “knowing” and “knowledge” lead to different epistemic inferences by turning to psychological research on the influence of syntactic cues on people’s judgments and behavior. Third, we consider how our argument fits into the recent movement within experimental philosophy that seeks to examine critically the reliability of philosophical intuitions. Finally, we show the effects of syntactic cues on epistemic inferences in six studies that examined both philosophers’ intuitions (as reflected in their writings; Study 1) and non-philosophers’ judgments (Studies 2–6) about these matters.

1. Sample Cases of the Epistemic Interchangeability Assumption

As mentioned above, epistemologists consider hypothetical cases to determine the parameters that affect the attribution of knowledge.
This approach to understanding knowledge proceeds by considering whether a subject “knows” that P or has “knowledge” that P in such a hypothetical case, without attention to the differences in the epistemic intuitions elicited by these syntactic frames (i.e., the epistemic interchangeability assumption). We illustrate this approach with two well-known examples.

1.1. Example #1: knowledge is sensitive to stakes

Ongoing research in epistemology suggests that factors besides justification, truth, and belief may affect people’s attributions of knowledge (see Buckwalter, 2012, for a review). Consider, for example, the thesis that knowledge in high-stakes situations—situations in which the practical consequences of being wrong are high—is more difficult to attain than knowledge in low-stakes situations—situations in which the practical consequences of error are slight (see Pinillos, 2011, for a review). This thesis is partially motivated by a linguistic intuition about the application of the verb “know.” For example, intuitively, we are less likely to say that Hannah “knows” that her car insurance is current if she is about to get into a car accident than if she rarely drives her car at all. Thus, on the basis of a linguistic intuition about the application of the verb “know,” philosophers have argued that the concept denoted by “knowledge” is sensitive to the stakes of a situation (illustrating the epistemic interchangeability assumption).

1.2. Example #2: knowledge requires certainty

The claim that knowledge sometimes requires certainty is similarly motivated by a linguistic intuition about “know” (Hawthorne, 2004). For example, imagine that Emma has a 1 in 10 million chance of winning the lottery. Although her chances are extremely low, intuitively we cannot say that Emma “knows” she will not win the lottery until the winning numbers are announced (and they’re not hers). This is so even though it is extremely unlikely she will win. Contrast this with a situation in which Emma does not enter the lottery at all—in this case, it is obvious Emma “knows” that she will not win before the winning numbers are announced. On the basis of these and similar ordinary-language intuitions, philosophers have argued that the epistemic state denoted by “knowledge” sometimes requires certainty. Here, too, the assumption is that the epistemic inferences licensed by the verb “know” apply automatically to the concept denoted by “knowledge.”
These examples illustrate the common practice of arguing for or against epistemic theories on the basis of linguistic evidence that treats intuitions about “knowing” and “knowledge” as interchangeable. Next, we call this assumption into question by describing psychological evidence that subtle syntactic cues can affect our judgments.

2. Syntactic Cues Affect Inferences and Behavior

Research in developmental, cognitive, and social psychology provides substantial evidence for the claim that subtle syntactic differences can affect people’s inferences and behavior. In a classic study, Gelman and Heyman (1999) investigated how linguistic labels affect children’s inferences about unfamiliar agents. In their study, they either described an agent to young children using a novel category label, for instance as a “carrot-eater,” or they described the same agent as someone who “eats carrots whenever she can.” After describing an agent in one of these two ways, they measured children’s beliefs about the stability of the agent’s carrot-eating tendencies. They found that children were more likely to think that the agent in the story had an enduring and stable trait when the agent was described as a carrot-eater (i.e., the noun form) than when the agent was described as eating carrots all the time (i.e., the verb form). This result was consistent with earlier research suggesting that, relative to other syntactic categories such as verbs or adjectives, nouns tend to license stronger inferences. As further illustration of this point, consider a study by Markman and Smith (reported in Markman, 1991) in which they asked participants to compare nouns (e.g., “John is an intellectual”) and matched adjectives (e.g., “John is intellectual”). Participants in this study judged that the nouns described a stronger trait than the otherwise-identical adjectives (also see Reynaert & Gelman, 2007; Semin & Fiedler, 1988; Walton & Banaji, 2004).

A cue as seemingly insignificant as a word or a phrase can also influence people’s behavior. For example, Cimpian, Arce, Markman, and Dweck (2007) have shown that praising children’s successes on a drawing task with statements as similar as “You are a good drawer” and “You did a good job drawing” led 4-year-old children to make different inferences about the source of their success and, as a result, to behave
differently when they subsequently encountered a setback. When they heard “You are a good drawer” (which uses a noun to describe children’s skill), children were more likely to infer that they had succeeded because of a talent they possess, which then made subsequent mistakes more difficult to overcome (because such mistakes reflected negatively on this supposed talent) and made children less likely to take on challenges (because they feared they would make more mistakes).

These results demonstrate that subtle syntactic differences are accompanied by differences in people’s intuitions. Our hypothesis is that the syntactic differences between “knowledge” and “know” will likewise give rise to diverging intuitions. When “knowledge” is used instead of “know,” a listener may infer that a speaker is intending to make an epistemically stronger statement. (We use the term “epistemic strength” to denote a cluster of related dimensions such as reliability, certainty, and evidential support.) And since these syntax-dependent intuitions are present even in 4-year-olds, it is plausible to suppose that they are pervasive and implicit—the sort of basic, introspectively opaque inferences that laypeople and professional philosophers are equally likely to make (for a similar argument, see Leslie, 2013).

We are, however, agnostic as to whether the predicted effect of syntactic form-class on epistemic intuitions is due to an accompanying difference in the semantics of the terms “know” and “knowledge” or, alternatively, to a difference in the pragmatics of these terms (e.g., perhaps “knowledge” is more formal-sounding than “know”). The psychological literature seems to suggest that syntactic differences similar to that between “know” and “knowledge” have their effects via semantics, but a pragmatics-mediated effect is congenial to our present claim as well. If we found that the syntactic distinction between “know” and “knowledge” reliably affects people’s intuitions about what is being denoted, in and of itself that would cast doubt on a foundational methodological assumption in epistemology. Whether these divergent intuitions have a semantic or pragmatic source is a separate matter.

---

1 We aggregate across these distinct dimensions because we suspect that laypeople’s concept of knowledge is not fine-grained enough to draw reliable distinctions between, say, being more certain vs. having more evidence. To foreshadow our results, this suspicion was empirically supported as well, insofar as participants’ judgments about reliability, certainty, etc. were nearly indistinguishable.
3. The Reliability of Intuition

We are arguing that epistemic intuitions may be affected by the subtle syntactic differences between “knowledge” and “know.” The thrust of this argument fits with a recent wave of research at the intersection of cognitive science and philosophy, research that is aimed at questioning the reliability of the intuitions (e.g., Alexander, Mallon, & Weinberg, 2010; Knobe, 2015). This work, inspired by pioneering work in judgment and decision-making (see Kahneman, 2011, for a review), has suggested that intuitive judgments—even the intuitions of professional philosophers (Schwitzgebel & Cushman, 2012, 2015)—are influenced by factors that should in principle be truth-irrelevant. For example, intuitive judgments in several branches of philosophy (including ethics, epistemology, metaphysics, philosophy of mind, and philosophy of language) may be swayed by demographic and contextual factors such as socio-economic status (e.g., Haidt, Koller, & Dias, 1993), cultural background (e.g., Machery, Mallon, Nichols, & Stich, 2004; Sytsma, Livengood, Sato, & Oguchi, 2015), or whether one is reading a concrete or abstract vignette (e.g., Nichols & Knobe, 2007). Consequently, several philosophers have argued that intuitions should not be the final arbiters of the truth of a philosophical theory. The skepticism concerning the reliability of intuition is consistent with our claim that intuitions about “knowing” and “knowledge” may diverge in ways that have significant epistemic implications.2

4. The Present Studies: Syntactic Cues Affect Epistemic Inferences

As reviewed above, extant research speaks to the pervasive influence of syntactic categories on people’s intuitions. Moreover, ongoing research in experimental philosophy suggests that reliance on intuitive judgments—at least under certain conditions—may lead philosophers to make problematic claims. On the basis of this work, we hypothesized that the syntactic...

---

2 We do not take any of these results to be definitive evidence that intuitive judgments are unreliable. Indeed, some philosophers have raised compelling concerns about these arguments (e.g., Bengson, 2013). We are merely suggesting that our line of reasoning is consistent with this growing body of research in experimental philosophy.
differences between the noun “knowledge” and the verb “know” may lead to subtly divergent epistemic inferences. We investigated this hypothesis across six studies with diverse methodologies and sources of data.

To begin, because words denoting categories (like “knowledge”) tend to be viewed as describing something stronger and more enduring than words denoting actions (like “know” and “knowing”; e.g., Gelman & Heyman, 1999), we predicted that professional philosophers who disagree about where to set the evidential bar for knowledge would use “knowledge” and “know” differentially in their published work. In particular, philosophers who argue that knowledge has a high evidential bar are predicted to use the noun “knowledge” more frequently in their papers compared to philosophers arguing that knowledge has a lower evidential bar, who might instead rely on the (weaker) verb “know” and its derivatives (Study 1). This study provides a highly naturalistic test of our hypothesis, examining syntactic differences between two classes of influential philosophical papers that are part of the contemporary epistemological canon (as judged by professional philosophers). Building on this initial, “real-world” test of our hypothesis, we then sought to test whether “knowing” and “knowledge” diverge in the intuitions they elicit in the laboratory under tightly controlled conditions. We tested this possibility by eliciting laypeople’s judgments about “know” vs. “knowledge” in the context of various commonplace topics (Studies 2–5), as well as a well-known philosophical thought experiment (Study 6). The results of these six studies supported our hypothesis. Philosophers and non-philosophers alike seem to draw subtly different inferences from “know” and “knowledge”—a finding that raises doubts about the epistemic interchangeability assumption and thus has deep implications for epistemological methodology and theories.

5. Study 1: Philosophers’ Papers

Prior research suggests that nouns elicit stronger inferences than otherwise-similar verbs (e.g., Cimpian et al., 2007; Gelman & Heyman, 1999). On the basis of this research, we predicted that these syntactic form-classes would be used differentially in philosophical arguments as a function of the claims being made about the nature of knowledge. Specifically, philosophers defending the view that knowledge has a high evidential bar are predicted to use “knowledge” more frequently and
“know” less frequently than philosophers defending the opposing view (namely, that knowledge does not require that a belief cannot be rationally doubted). For brevity, we term the former class of views \textit{infallibilist} and the latter \textit{fallibilist}, although we recognize that in doing so we are glossing over many nuances in the content of these theories.

5.1. Method

5.1.1. Participants, Materials, and Procedure

We recruited professional philosophers to participate in our study by posting an advertisement on a widely read philosophy blog (Leiter Reports: A Philosophy Blog). The post read that we were seeking a “list of the best papers defending fallibilism about knowledge and the best papers defending infallibilism about knowledge.” Participants were asked to list the top five papers defending fallibilism about knowledge and the top five papers defending infallibilism about knowledge (in counterbalanced order). This prompt was an approximate means of capturing the distinction between philosophers who think that knowledge has a high epistemic bar and those who think it has a lower epistemic bar.

We received responses from 18 professional philosophers. Of these, 72% held tenure track jobs at major research universities. Two additional philosophers filled out our survey, but they simply listed names (e.g., Kant) rather than specific papers whose text we could analyze; thus, their responses were not usable. The outcome of this process was a set of 33 distinct papers defending infallibilism \((n = 12)\) or fallibilism \((n = 21)\). For a full list, please see Table 1.1 in the Appendix.

5.1.2. Coding

For each paper, we first tallied (1) how often the author used “know” and its derivatives (specifically, “knows,” “knew,” “known,” and “knowing”) and (2) how often the author used “knowledge.” We then calculated a “know”:“knowledge” ratio by dividing the first tally by the second. Our prediction was that the “know”:“knowledge” ratio would be higher for fallibilist papers (where the goal is to show that knowledge does not require an agent to believe a proposition in a way that completely rules out error) than for infallibilist papers (where the goal is to show that knowledge does require an agent to believe a proposition in a way that completely rules out error).
As predicted, fallibilist papers relied more on “know” and its variants than did infallibilist papers (see Figure 1.1). The median “know”:“knowledge” ratio for fallibilist papers was more than twice that for infallibilist papers (1.48 vs. 0.64, respectively), Mann-Whitney $U = 58, z = 2.55, p = 0.011$. Thus, the “best papers” defending two prominent opposing epistemological theories differ in their reliance on the noun “knowledge”.

5.2. Results and discussion

As predicted, fallibilist papers relied more on “know” and its variants than did infallibilist papers (see Figure 1.1). The median “know”:“knowledge” ratio for fallibilist papers was more than twice that for infallibilist papers (1.48 vs. 0.64, respectively), Mann-Whitney $U = 58, z = 2.55, p = 0.011$. Thus, the “best papers” defending two prominent opposing epistemological theories differ in their reliance on the noun “knowledge”.

---

Figure 1.1 Violin plots of “know”:“knowledge” ratios for infallibilist and fallibilist papers. Wider parts of the violin indicate a higher density of papers. Ratios below 1 indicate greater use of “knowledge,” while ratios greater than 1 indicate greater use of “know” and derivatives. One paper from the fallibilist group (Dretske, 1971) was omitted from the figure because it had a very large “know”:“knowledge” ratio.

---

3 Supplementary analyses addressed two potential concerns: First, one paper in the fallibilist group (Burge, 2003; see Table 1.1 in the Appendix) is arguably about justification rather than knowledge per se. However, excluding this paper only made the predicted differences stronger (median “know”:“knowledge” ratios = 1.51 vs. 0.64 for fallibilist vs. infallibilist papers, respectively), Mann-Whitney $U = 50, z = 2.73, p = 0.006$. Second, one paper categorized as defending fallibilism (Dretske, 1971) is on the epistemic operator “know” and might thus show a very high “know”:“knowledge” ratio simply for this reason. However, the predicted effect emerged even when removing this paper from the dataset (median “know”:“knowledge” ratios = 1.38 vs. 0.64 for fallibilist vs. infallibilist papers, respectively), Mann-Whitney $U = 58, z = 2.41, p = 0.015$. 

---
(which predominates in infallibilist papers) vs. the verb “know” and its derivatives (which predominate in fallibilist papers). Whether or not the philosophers who authored these papers were aware of the different linguistic practices they were employing to advance their arguments, the fact that their use of epistemic terms varied dramatically (in a 2.3:1 ratio) as a function of the position they were defending is a strong indication that their epistemic intuitions were susceptible to the effect of subtle syntactic differences.

6. General Methods for Studies 2–6

As just discussed, our naturalistic data suggest that the syntactic differences between “knowledge” and “knowing” are importantly connected to philosophical theories. In what follows, we sought to supplement these data with several tightly controlled experimental tests of the claim that “knowledge” and “knowing” elicit diverging epistemic inferences. In the five studies reported below, we asked non-philosopher participants to compare agents who were said to know a fact and agents who were said to have knowledge of the same fact. The use of a within-subject design such as this (i.e., a design that elicits participants’ intuitions about both “knowledge” and “know”) was intended to capture the fact that, when crafting their arguments, philosophers have access to—and can freely compare—the intuitions that follow from the noun “knowledge” and the verb “know.” Thus, a within-subject design most accurately translates the real-world phenomenon under investigation into a controlled experiment: Just as philosophers can explicitly or implicitly contrast their intuitive judgments about “knowing” vs. “knowledge,” a within-subject experimental design allows participants to engage in this process as well. Aside from the shared within-subject design, however, the studies below varied on a number of dimensions such as their use of forced-choice vs. Likert-type items, the specific syntactic frames used, and the richness of the stimuli. To anticipate the results, all five studies indicated that syntactic differences influence epistemic intuitions in the predicted manner.

7. Study 2: Knowledge vs. Knowing

In Study 2, we compared people’s judgments about two short phrases—one containing the term “knowledge,” the other containing “knowing”—to
examine whether people associate “knowledge” (a noun) more strongly than “knowing” (a verb) with certainty and definiteness. We predicted such a difference based on the psychological literature showing that nouns license stronger inferences than verbs (e.g., Cimpian et al., 2007), as well as the finding that this syntactic distinction tracks differences in the height of the evidential bar set by different philosophical views (Study 1).

7.1. Method

7.1.1. Participants
Participants in Study 2 were 106 Amazon Mechanical Turk workers who were paid $0.50 for participating in the study, as well as volunteers recruited on a social media site.

7.1.2. Materials and Procedure
Participants were asked to compare two phrases, “knowing that ___” (verb) and “knowledge that ___” (noun), on a number of epistemic dimensions. No propositional content was provided after these phrases (i.e., the blanks were actually left blank) to avoid contamination from specific contents. (However, subsequent experiments suggest that the specific propositional contents do not appear to affect participants’ judgments.) Participants compared these two phrases on the following four dimensions that epistemologists have used in their theorizing (e.g., BonJour, 1985; DeRose, 1992):

1. Which of these two seems to say something stronger?
2. Which of these two seems to be more certain?
3. Which of these two seems to be more dependent on one’s circumstances? (reverse-coded)
4. Which of these two seems to say something less definite? (reverse-coded)

For each of these questions, participants simply chose one of the options (“knowing that ___” or “knowledge that ___”). The four questions were shown in randomized order, as were the “knowing” vs. “knowledge” response options.
7.2. Results and discussion

Responses were scored as 0 or 1, with 1 indicating that participants deemed “knowledge” to be epistemically stronger than “knowing.” Thus, “knowledge that ___” answers were coded as 1 for questions (1) and (2), whereas for questions (3) and (4) “knowing that ___” answers were coded as 1 instead. We averaged the responses across these questions into a composite measure representing the percentage of questions on which the participants indicated that “knowledge” denotes an epistemically stronger concept than “knowing” (Cronbach’s α = 0.74; see Table 1.2 in the Appendix for question-level results). Scores above 50% on this composite indicate that “knowledge” was judged to indicate something epistemically stronger (more certain, more definite, etc.) than “knowing,” whereas scores lower than 50% indicate that “knowing” is epistemically stronger. A one-sample t test against 50% revealed that, as predicted, subjects associated stronger epistemic content with “knowledge” than with “knowing” (M = 60.8%, SD = 36.5), t(105) = 2.88, p = 0.005. Of the 106 participants, 58 (54.7%) had scores above 50% and only 33 (31.1%) had scores below 50%, p = 0.012 by a sign test.

In sum, participants distinguished between the epistemic implications of “knowledge” and “knowing,” judging the former to say something stronger than the latter. Study 2 thus provides converging support for the claim that intuitions about “knowing” are not interchangeable with intuitions about “knowledge.”

8. Study 3: “Has a Lot of Knowledge” vs. “Knows a Lot”

In the previous experiment, we asked participants to compare bare phrases: “knowing that ___” and “knowledge that __.” While these minimal stimuli were designed to avoid interference from the conceptual content associated with specific targets of knowledge or knowing, it may have also prompted participants to artificially differentiate...
“knowing” and “knowledge” in ways that they would not do with more natural stimuli. Study 3 was conducted to address this concern. Specifically, we tested whether we would observe a difference even if participants considered complete, natural-sounding sentences using “know” vs. “knowledge.”

8.1. Method

8.1.1. Participants

Participants were 101 Amazon Mechanical Turk workers who were paid $0.50 for participating in the study. Three additional participants were tested but excluded from the sample for having IP addresses outside of the United States (n = 2) or for missing a catch question (n = 1; see section 8.1.2).

8.1.2. Materials and Procedure

Participants were asked to make epistemic judgments about the protagonists of two sentences: “Michael has a lot of knowledge” (noun) and “Christopher knows a lot” (verb). The addition of “a lot” was intended to make the stimulus sentences sound felicitous, while also leaving the content of knowing/knowledge unspecified. It is desirable to avoid specifying particular propositional content in these stimuli because such content could in principle introduce unforeseen confounds between the “knowledge” and “know” sentences. The names associated with the “knowledge” and “know” sentences were counterbalanced, as was the order of the sentences. The judgments were as follows:

1. If you had to choose, which person is more likely to be a college professor?
2. If you had to choose, which person do you think is more likely to be competent?
3. If you had to choose, which person would you rather have your kids learn from?
4. If you had to choose, which person is more likely to be misinformed? (reverse-coded)
5. If you had to choose, which person do you think is more likely to make bad decisions? (reverse-coded)
6. If you had to choose, which person would you trust less? (reverse-coded)
For each of these questions, participants had to choose “Michael” or “Christopher.” Responses were coded as in the previous study, with 1 assigned to responses that indicated inferences from “knowledge” were epistemically stronger than inferences from “knows.” Responses across the six questions were averaged into a composite percentage score (Cronbach’s $\alpha = 0.81$; see Table 1.3 in the Appendix for question-level analyses).

The study also included a catch question that instructed participants to select a particular response (e.g., “Michael”). This item was included to ensure participants were paying attention. One participant failed this catch item and was excluded from the sample.

8.2. Results and discussion

Participants chose the responses that indicated stronger inferences from “knowledge” than “know” on 78.4% of trials ($SD = 29.2$), which was significantly greater than chance ($50\%$), $t(100) = 9.76, p < 0.001$. Of the 101 participants, 75 (74.3%) had scores above 50% and only 15 (14.9%) had scores below 50%, $p < 0.001$ by a sign test.

Thus, even with natural-sounding, full-sentence stimuli, we still found that subtle syntactic differences in the language used to talk about epistemic states license substantially different inferences about the epistemic strength (certainty, reliability, etc.) of these states. These results provide further evidence for the hypothesis that syntactic differences may affect epistemic intuitions and the theories built on these intuitions.$^5$

9. Study 4: Holding Propositional Content Fixed

In Study 4, we investigated three alternative interpretations of our prior results. First, one could worry that participants may have simply made different assumptions about the kinds of things one “knows a lot” vs. “has a lot of knowledge” about. For example, when someone “knows a

$^5$ Although within-subject designs are best suited to our research question, we note here that we also ran a between-subjects version of this study and replicated the observed effect ($p < 0.05$).
lot,” perhaps she is assumed to have a lot of knowledge-how rather than a lot of knowledge-that; in contrast, someone who “has a lot of knowledge” may be assumed to have a lot of knowledge-that. Such differences could explain our findings without the need to posit that “knowledge” and “know” license different epistemic inferences. To address this issue, in Study 4 we held constant the propositional content of each item. Specifically, we asked participants to make epistemic judgments comparing knowing that P and knowledge that P, where P was a proposition such as that “avocados ripen faster in a paper bag.” Holding the proposition constant allowed us to test the possibility that participants were simply filling in different epistemic content for agents who knew vs. had knowledge.

Second, perhaps participants in Study 3 interpreted “knows a lot” as being non-factive (i.e., non-truth-presuming; see Hazlett, 2010), whereas such interpretations were less likely for “has a lot of knowledge.” To defeat non-factive readings of “know,” we added the intensifiers “full”/“fully” to the stimuli. That is, participants were asked to compare a person who “fully knows that P” with a person who “has full knowledge that P.” These stimuli help to block non-factive readings by strongly implying that P is true. (Ordinarily, it is infelicitous to claim that something false is “fully known.”)

Finally, since some of the questions in Study 3 asked about academic-sounding activities (e.g., “which one is a college professor?”), it is possible that participants responded as they did because they superficially associated the word “knowledge” with “book smarts.” (Note, though, that all six judgments in Study 3 showed the predicted difference [see Table 1.3 in the Appendix], so this possibility is somewhat unlikely.) Thus, one may wonder if the questions used in Study 3 led participants to artificially differentiate “knowledge” and “knowing.” To eliminate this potential confound, in Study 4 we replaced the epistemic judgment items that referred to academic-sounding activities.

We predicted that participants would make stronger epistemic inferences from “knowledge” than from “know” even in this tightly controlled case.

6 For further evidence against this alternative interpretation, see Study 6, where the actor is said to “truly know that P.”
9.1. Method

9.1.1. Participants
Participants were 121 Amazon Mechanical Turk workers who were paid $0.50 for participating in this study. An additional 10 participants were tested but excluded from the sample for having IP addresses outside of the United States (n = 2) or for missing an attention check (n = 8).

9.1.2. Materials and Procedure
Participants were presented with four different pairs of protagonists, one who “had full knowledge” of something and one who “fully knew” the same thing. The four pairs of sentences shown to participants were as follows:

(1a) Michael has full knowledge that you can clean stained coffee cups with baking powder.
(1b) Christopher fully knows that you can clean stained coffee cups with baking powder.
(2a) Robert fully knows that avocados ripen faster in a paper bag.
(2b) William has full knowledge that avocados ripen faster in a paper bag.
(3a) Matthew has full knowledge that apples are more effective at waking you up in the morning than bananas.
(3b) Joshua fully knows that apples are more effective at waking you up in the morning than bananas.
(4a) David fully knows that a wet rubber dish-washing glove is the quickest way to clean up pet hair.
(4b) James has full knowledge that a wet rubber dish-washing glove is the quickest way to clean up pet hair.

The order of the two statements within each pair was randomized. After reading each pair, participants made the following epistemic judgments:

We asked participants to make judgments about everyday, ordinary propositions to avoid introducing confounds that could spuriously produce the hypothesized effect. Although more abstract or unusual propositions may seem more philosophically relevant, they also may increase the likelihood of demand characteristics (see Orne, 1962). Because ordinary propositions are unlikely to produce an effect due to other unknown factors having to do with their contents, they provide a more appropriate test of our hypothesis.
If you had to choose, who would you trust more on this matter?
If you had to choose, who is better informed on this matter?
If you had to choose, who is more likely to give you bad advice on this matter? (reverse-coded)
If you had to choose, who is less confident on this matter? (reverse-coded)

Participants answered each of these questions by selecting one of the protagonists’ names (e.g., Michael or Christopher). Responses were coded as in the previous studies, with 1 assigned to responses indicating that inferences from “knowledge” were epistemically stronger than inferences from “know.” Responses were averaged across the four epistemic judgments to create a composite percentage score (Cronbach’s $\alpha = 0.96$; see Table 1.4 in the Appendix for judgment-level analyses).

9.2. Results and discussion

Participants chose the responses that indicated stronger inferences from “knowledge” than from “know” on 67.6% of trials ($SD = 35.5$), which was significantly greater than chance ($50\%$) on a one-sample $t$ test, $t(120) = 5.45, p < 0.001$. Of the 121 participants, 81 (66.9%) had scores above 50% and only 33 (27.3%) had scores below 50%, $p < 0.001$ by a sign test.

These results replicate those of Studies 2 and 3, and suggest that the effects we have observed so far are not driven by extraneous differences in the assumed propositional contents of “knowledge” and “know” sentences, by non-factive readings of “know,” or by the use of academic-sounding activities in our epistemic judgment questions. Rather, these findings suggest that the noun “knowledge” and the verb “know” lead to different intuitions.

10. Study 5: Entailment Test

In Study 5, we used an alternative strategy to test the hypothesis that the epistemic intuitions elicited by “knowledge” and “know” are

---

8 We note that the Cronbach’s $\alpha$ reported here is particularly high. Thus, although one may intuitively think that giving bad advice, for example, is quite different than being confident about a particular proposition, the $\alpha$ suggests that participants are treating these items as equivalent. This supports the decision to average across items.
not interchangeable. In propositional logic, two propositions P and Q are treated as logically equivalent if P entails Q and if Q entails P. Thus, if “knowledge” and “know” elicit identical epistemic intuitions—if they can be used interchangeably—then people should agree equally with the following conditional claims:

(1) If you know that P, then you have knowledge that P, and
(2) If you have knowledge that P, then you know that P.

In contrast, if “knowledge” and “know” elicit distinct epistemic intuitions, then we should observe an asymmetry in people’s agreement with these two conditionals—a bold prediction considering their similarity. Specifically, we predicted that people would agree with the second conditional (“If you have knowledge that P, then you know that P”) more than with the first (“If you know that P, then you have knowledge that P”). In other words, people should think that the epistemic inferences licensed by “knowledge” are stronger than those licensed by “know” and thus having knowledge should entail knowing more than the other way around.

Study 5 also introduced a methodological improvement over the prior studies: The forced-choice nature of measures used in Studies 2–4 did not allow participants to indicate when they thought that “knowledge” and “know” were equally strong. For a more conservative test of our hypothesis, in Study 5 we asked participants to make their judgments about the two conditional statements using separate Likert-type scales (rather than forcing them to choose one statement as stronger).

10.1. Method

10.1.1. Participants

Participants were 87 Amazon Mechanical Turk workers and students enrolled in an introductory psychology course at a large Midwestern public university. Participants were paid $0.50 for participating in the study or received course credit. An additional 13 participants were tested but excluded for incorrectly answering screener questions that assessed basic competence with conditional (if–then) reasoning (see section 10.1.2). However, all effects reported here remained significant without excluding these participants (ps < 0.05).
10.1.2. MATERIALS AND PROCEDURE

Participants were first presented with directions explaining how to interpret conditional claims. After reading these instructions, participants were presented with two screener questions designed to test their basic understanding of conditional statements. The screener questions were:

(1) If Harry is a cat, then Harry is a mammal (correct answer: true), and
(2) If Larry is a mammal, then Larry is a cat (correct answer: false).

After answering these screener questions (which 13 participants failed), participants rated their agreement with both of the key conditional statements:

(1) Knowledge → Know entailment:
“If you know a lot about X, then you have a lot of knowledge about X,”
and
(2) Know → Knowledge entailment:
“If you have a lot of knowledge about Y, then you know a lot about Y.”

The order of these statements was randomized. Participants marked their agreement on a scale from 0 (“completely disagree”) to 10 (“completely agree”).

10.2. Results and discussion

Our prediction was that participants would agree significantly more with the Knowledge → Know conditional claim than with the Know → Knowledge one. As predicted, participants’ agreement ratings were higher for Knowledge → Know (M = 9.23, SD = 1.40) than for Know → Knowledge (M = 8.49, SD = 2.25), t(86) = 3.13, p = 0.002. Of the 87 participants, 19 (21.8%) agreed more with Knowledge → Know than with Know → Knowledge, whereas only six (6.9%) showed the opposite pattern, p = 0.015 by a sign test.

Thus, although the literature has by and large assumed that “know” and “knowledge” elicit identical epistemic intuitions, our results suggest (again) that “knowledge” licenses epistemically stronger inferences than “know.”
11. Study 6: Knowledge and Lotteries

In our final study, we compared people’s epistemic inferences from “know” and “knowledge” in the context of a well-known thought experiment. By examining participants’ judgments about a philosophical thought experiment, we were able to move closer to paradigmatic philosophical work while maintaining a level of experimental control that is difficult to achieve when examining naturalistic data (Study 1). In particular, in Study 6 we investigated the influence of the syntactic difference between “know” and “knowledge” on participants’ judgments about a lottery case (Hawthorne, 2004).

In a lottery case, participants are told about a protagonist who has entered a raffle that they have an extremely small chance of winning. Intuitively, the protagonist in this case does not know they won the raffle because—despite the low probability of winning—the outcome is still uncertain (Hawthorne, 2004). However, if we imagine instead that the protagonist did not enter the raffle in the first place and is thus absolutely certain they won’t win, then it is clear that the protagonist knows they won’t win.

We predicted that intuitions about these lottery cases would differ subtly depending on whether participants are queried about the protagonist’s “knowing” vs. “knowledge.” When the protagonist has a small chance of winning (Some Chance condition), participants should be more likely to agree with “know” statements than with “knowledge” statements, since the latter seem to say something epistemically stronger than the former (see Studies 2–5). In contrast, when the protagonist is certain of the outcome because they did not enter the lottery (No Chance condition), participants should agree with “know” and “knowledge” statements equally strongly. This is because certainty about the outcome meets a high evidentiary threshold that should suffice for attribution of both knowing and knowledge. Thus, our theory predicts no effect of syntactic cues in this condition.

11.1. Method

11.1.1. Participants

Participants were 132 Amazon Mechanical Turk workers who were paid $0.50 to complete the experiment. An additional five participants were tested but excluded from the sample for having an IP address