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Preface

Nearly all of the ideas presented in this book had their inception at New York University’s Center for Neuroeconomics. In the early part of the last decade NYU constructed what was, at the time, a unique interdisciplinary environment for studying how and why we choose. Psychologists, economists, and neuroscientists at all levels of training came together regularly to learn each other’s trades, and to begin a new synthesis that has come to be known as neuroeconomics. In fairness, scholars at other universities also began to explore the connections between these three disciplines at this same time, but in 2005 and 2006 NYU’s environment was unique for the depth and consistency of the interdisciplinary interaction it provided. This stems from the “first rule” of our Center, which is that you cannot dismiss any conclusion made by a scholar in another discipline until you first master the disciplinary source of that conclusion. The senior faculty here has always insisted that a mastery of neuroscience, for example, must precede any conclusions about the relevance of neuroscience to economics. Although this may sound obvious, we have found that it requires an enormous degree of tolerance and that it is a discipline of interaction practiced quite rarely in the academic world. For this reason, the first debts I must acknowledge are to the men and women of NYU’s Center for Neuroeconomics, with whom I have interacted daily for half a decade. They have both enforced this discipline and provided the raw material for understanding from which this volume grew.

Although many people have participated in the life of the Center, two stand out for me as central figures who have shaped the ongoing thought at the Center in a general way, and have shaped my scholarship in particular. I want to acknowledge my debt to them. The first is Andrew Caplin. In addition to being one of the world’s leading microeconomic theorists, Andrew has taken the time to show me the beauty, poetry, and raw (often unappreciated) power of neoclassical economic thought. The second is Elizabeth Phelps. In addition to being one of the world’s leading psychologists, Liz has taken the time to reintroduce me to the psychology I studied as a student. It is she who convinced me that neuroeconomics cannot survive without psychology, and I see the rich dose of classical psychology contained between the covers of this volume as her gift to me.

I also wish to thank my many students who contributed to this book. First I absolutely must thank Dan Burghart. He is a brilliant, and brilliantly trained, neoclassical economist who joined my laboratory a few years ago. More than anyone else he worked with me daily to try and understand how economics and neuroscience go together, and my debt to him is simply enormous. Dan, Dino Levy, and Kenway Louie served as a troika that read the book as I produced it. Dino served as the book’s psychological critic and Kenway as its neurobiological critic. I am grateful for the many long hours that the four of us spent together trying to understand the relationship between psychology, neuroscience, and economics. To my many other students who read portions of the book I am also grateful. These include Eric DeWitt, Ifat Levy, Joe Kable, Mark Dean, Hannah Bayer, Robb Rutledge, Hiroshi Yamada, and Lauren Grattan.

Several of my closest colleagues also deserve my most profound thanks for taking the time to read my tangled Gordian knot of a first draft. First among these was my friend and colleague Antonio Rangel. Antonio is nothing less than a force of nature, and it was my good fortune that he took the time to help me along when I seemed most to have lost my way. Elke Weber, another friend and colleague, was of immeasurable help. I also thank Nathaniel Daw, Daeyeol Lee, and Mike Landy for their insightful comments.

I would also like to express my overall thanks to Samanta Shaw, who mothered the book through production, and Maggie Grantner, who mothered me and my lab through the sabbatical during which the book was written. Finally, I would like to thank Zoë Glimcher for her help with some of the more visually complicated and creative figures.
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Introduction: Wherefore Neuroeconomics?

Posing the Problem

I’ve studied now Philosophy,

And Jurisprudence, Medicine,

And even, alas, Theology:

From end to end, with labor keen;

And here, poor fool! with all my lore

I stand, no wiser than before:

I’m Magister—yea, Doctor—hight,

And straight or cross-wise, wrong or right,

These ten years long, with many woes,

I’ve led my students by the nose,

And see, that nothing can be known!

—Goethe’s Faust

(Translation by Bayard Taylor, 1881)

A new academic discipline has emerged at the border of the social and natural sciences, a discipline calling itself neuroeconomics. Interdisciplinary research and controversy are nothing new in a university setting, but the birth of neuroeconomics—an attempted fusion of the neuroscience, psychology, and economics of decision making—has proved unusually acrimonious. Neuroeconomics is an effort to cross a sacrosanct border in the intellectual world. Unlike biochemistry’s successful efforts to relate biology to chemistry in the 1950s, neuroeconomics is an effort to use natural scientific tools within the traditional boundaries of the social sciences, which has led to both confusion and controversy over the past decade.

Does a unique set of challenges preclude interdisciplinary fusion across the social-natural scientific frontier, or is building neuroeconomics simply a matter of integrating brain scanners and other neuroscientific tools into existing economic debates? If neuroeconomics were to become a stable interdisciplinary field at the border of the social and natural sciences, what could it tell us? Would relating the insights of neuroscience, psychology, and economics to one another yield new insights into how we make decisions?

Within this emerging field there has been an intense debate about how to answer these questions. Some scholars argue that the central contribution of neuroeconomics will be to add new methodological tools to the inquiries conducted by pre-existing disciplines. Others claim that only a detailed theoretical reconstruction of the parent disciplines could give rise to a truly valuable form of neuroeconomics, a novel discipline that could make new predictions that extend beyond the boundaries of existing theories.

Outside the emerging discipline, the debate has been even more contentious. While there is no doubt that neuroeconomics has rocketed into the public awareness at a rate completely out of proportion to its accomplishments, there is not even a consensus in the broader academic community about whether neuroeconomics has made any contribution. Some gifted scholars argue that the existing insights of neuroeconomics are, at best, trivial. Others contend that a carefully crafted interdisciplinary relationship has already revealed the basic mechanisms of human choice, and that an understanding of these mechanisms already constrains future economic thought. Yet others fear a reductionist effort by natural scientists to erode the relevance of the social sciences. Across neuroeconomics’ parent disciplines of neuroscience, psychology, and economics, dispute about whether neuroeconomics has taught us anything seems to dominate interdisciplinary discourse on this subject.

What the debate has revealed are two separate questions, both of which neuroeconomics must answer. The first is largely philosophical: Should there be a distinct philosophical entity called neuroeconomics? The second is more practical: Is there anything like a standard theory of neuroeconomics and what, if anything, does the corpus of this theory tell us about human behavior that its parent disciplines have not already revealed?

I want to make it clear that I believe, on strictly philosophical grounds, that there can be an entity called neuroeconomics only if the discipline emerges synthetically from the unification of economics, psychology, and neuroscience. This is a point developed in detail in this book. I do not believe that the purely methodological use of brain scanners to provide social scientists with new measurements is interdisciplinary synthesis. Neuroeconomics as a philosophical entity has to emerge in the same way that physical chemistry, biochemistry, and neuroscience emerged during the past century. It has to be the product of a stable, philosophically driven effort to create interdisciplinary links within “the theory of knowledge.” Admittedly this will be harder than it was for such fields as biochemistry, which united parent disciplines that were more closely related. But I believe not only that these deep conceptual links are possible, but that the foundations for most of them have already been laid. The first section of this book is an attempt to make these links explicitly within the framework of economics, psychology, and neuroscience.

The second goal of the volume is to reveal the depth and breadth of these existing links, to show what it is that neuroeconomics has already accomplished. We can already lay out quite a few facts about the fundamental mechanisms of human choice that have been gleaned by the parent disciplines of neuroeconomics. By stably linking these many pre-existing insights into a formally structured interdisciplinary theory, we can achieve an unexpectedly complete picture of how humans—and animals—choose. That set of arguments is presented in the second and third sections of this book and summarized in formal mathematical form in the penultimate chapter.

Philosophical Foundations

Over the past several years, a group of leading economists have proclaimed that neuroeconomics—the fusion of neuroscience, psychology, and economics—is in principle impossible. The Princeton economists Faruk Gul and Wolfgang Pesendorfer, for example, urged social scientists to pursue what they call a “Mindless Economics” (Gul and Pesendorfer, 2008). The Nobel Laureate Bob Lucas has even asked “Why Neuro-Economics?” (Lucas, 2008).

One starting point for many of these negative conclusions is a group of papers published by economists and psychologists that defines one philosophical view of what neuroeconomics is and how it should proceed empirically. The most widely read of these papers is probably Colin Camerer, George Loewenstein, and Drazen Prelec’s 2005 paper, where the authors argue that the existing corpus of economic theory has failed to provide adequate predictive power; they suggest that by adding neuroscientific observations to economics—essentially by using brain scanners in economic experiments—pre-existing economic theories can be better assessed and improved. That paper argues that by directly incorporating natural scientific evidence into social scientific theories, social scientific theories will become more powerful.

For theorists such as Gul and Pesendorfer, however, economics is a science that by definition is concerned only with understanding choice. Understanding the brain mechanisms by which choice occurs, they point out, is irrelevant to economic theory. The corpus of economic theory, they stress, does not even include the objects of natural scientific study, objects like the “basal ganglia” or the “cerebral cortex.” Instead economics rests on conceptual objects such as “choices,” which they note are largely absent from natural scientific discourse.

They have argued that the absence of natural scientific objects from the tightly structured web of existing economic theory makes these objects irrelevant to economics. There is no escaping the fact that they are right. 1 Gul and Pesendorfer are correct in observing that if this were what neuroeconomics is about, neuroeconomics would at best offer trivial insights to economists. Economics is not about measurements; it is about predicting human behavior. Relating the theory of neuroscience to the theory of economics through purely empirical measurement will be as hopeless a task as the detractors of neuroeconomics fear. Gul and Pesendorfer go on, however, to argue that this means economics must remain unrelated to psychology and neuroscience. That is a much stronger, and much more speculative, statement.

Even a cursory review of the history of science and the philosophical foundations of the theory of knowledge suggests that in making this claim, Gul and Pesendorfer have gone too far. At this moment in history, it is certainly true that confusion seems to dominate the debate about reconciling the social and natural sciences. Many scholars seem not to understand how, at the level of the philosophy of science, these two disciplines could, even in principle, be related. But the history and philosophy of science provide clear signposts that show us how neuroeconomics should proceed to achieve successful linkages between its parent disciplines. These signposts suggest that the philosophical opposition of many social scientific scholars to linking the natural and social sciences is an ontological error.

A close relationship between the theory of economics, the theory of psychology, and the theory of neuroscience could be forged—but it would have to be forged by a partial reduction (and the word partial here is critical) of economics to psychology and thence to neuroscience. It would have to be accomplished by a set of interdisciplinary linkages like the ones that bonded physics to chemistry, chemistry to biology, and biology to psychology during the past century.

The key to understanding these historical linkages, and the key to charting the course of the emerging linkages that will relate the social and natural sciences, is a clear definition of the conceptual objects that make up a given science. Economics has been constructed from logical primitives such as utility, supply, demand, and choice. Neuroscience, at the other extreme, has been built from primitives such as brain activations, neurons, synapses, and neurotransmitters. How can we relate these seemingly unrelatable bodies of theory and their allied bodies of empirical measurements? They seem to have nothing in common. The answer to that question, the answer to Gul and Pesendorfer’s question, is that we can intentionally forge links that conjoin these two different kinds of logical theories. We can directly incorporate conceptual objects from the social sciences downwards into the fabric of the natural sciences. For example, we can add objects such as “choices” (which come from the higher-level theory of economics) directly to (lower-level) neurobiological theories. Once such key concepts as “choice” are common elements in both sets of theories, once both theories engage at least a few common logical objects that of necessity have their origins in the higher-level theory, we can begin to link clusters of low-level concepts from neuroscience to high-level concepts in economics. Mean brain activation in the medial prefrontal cortex can be linked, through the common logical object of choice, to ideas such as expected utility. The linkages will of course not be perfect, but herein lies the greatest strength of the approach. As we adjust the conceptual objects in each discipline to maximize interrelations between disciplinary levels of analysis, we achieve both a formal reduction of the two theories and a broadening of the predictive range of both theories. By taking this approach, we eliminate the logical barrier to making economic predictions with neuroscientific theory, and we also eliminate the barrier to using observations of choice to infer neural function.

Once both economics and neuroscience take even a single common object—in this example, the concept of “choice”—as an object of study (and as we will see, it is critical that this be exactly the same concept and that this concept be anchored to the higher-level theory), then the linkage of fields as disparate as neuroscience and economics becomes the process of finding concepts from economics that can be linked to concepts (or concept groups) from neuroscience. This is a tried-and-true strategy in the history of science. It is exactly how chemistry and physics came to be closely related; it is also how biology and chemistry gave rise to biochemistry. But to understand how and why economics, psychology, and neuroscience are relatable, one has to truly understand the philosophical issues that must guide these linkages. Doubtless, many young scientists who support the fusion of the social and natural sciences will argue that actually understanding these metaphysical issues is irrelevant—far better, they will argue, to simply get to work on the daily empirical process. The consilience of knowledge is inevitable; digging through dusty debates about the theory of knowledge is a waste of time. These scholars need to recognize that the past decade has proven how mistaken they are in this belief. Literally hundreds of debates and dozens of papers have been produced, and thousands of scholars have drawn faulty conclusions, because of confusion about basic philosophical issues that lie at the root of this interdisciplinary endeavor.

Practical Neuroeconomics

Even among those who support interdisciplinary synthesis, however, it is often said that we simply do not yet know enough about the brain to constrain economic theories of human behavior. Even if we could philosophically link economics, psychology, and neuroscience at some conceptual level, these scholars argue, those linkages would be of little practical use in extending the predictive range of economic theories. In a similar way, many argue that economic theory is such a “dismal science” that its abstruse mathematical theories will never help to constrain neurobiological models of human behavior. As I hope to make clear in the pages that follow, no two statements could be farther from the truth.

What many economists do not realize is that the past decade has seen a revolution in the cognitive neurosciences. Detailed empirical datasets now tell us many fundamental things about how human minds work. These are not the kinds of insights one obtains from glancing through colorful pictures of brains in popular news magazines; these are insights produced by committed and mathematically sophisticated scholars. We know that there are things human brains can and cannot do. If economic theories about how people make choices should be constrained by what human brains actually can do, then quite a bit of contemporary neuroscience can be of use in the construction of economic theory. To a practicing economist that may seem an exorbitant claim on several levels, but it is the central claim developed formally in the pages that follow.

In a similar way, what many neuroscientists and psychologists may not realize is that the beautifully crafted mathematical tools of economic theory often can tell us when a statement about human brains is logically incoherent. When a neuroscientist or psychologist seeks to isolate measurements of risk aversion and utility in a behaviorally consistent chooser, he or she is attempting the impossible—in principle it is impossible to separate risk aversion and utility in such an actor. This is something economists have known for half a century.

What observations such as these imply is that knowing enough neuroscience, psychology, and economics—all at the same time—can provide scholars of human and animal choice with profound new insights. Combining the empirical and theoretical accomplishments of these disciples can yield significant added value. Neuroeconomics really can be (indeed it already is) more than simply the sum of its parts. This is the main point made in the second and third sections of this book.

The Structure of the Book

This book is composed of four parts. The first part lays the philosophical foundations for neuroeconomics. This section shows how and why the parent disciplines of economics, psychology, and neuroscience relate. It argues for fundamental changes in the core values of economics and ends by challenging the economist Milton Friedman’s (1953) famous as if dictum on both philosophical and empirical grounds. It also makes clear why a few critical concepts need to be placed at the center of any future neuroeconomics.

The second and third sections of the book build on this foundation to develop a heavily constrained neuroeconomic theory of human (and animal) decision making. The second section presents an overview of what we already know about how the brain constructs, stores, and represents the values of choice objects. Further, it shows how existing economic theory can help us to constrain those notions in powerful and predictive ways. The second section is, in essence, a neuroeconomic Theory of Choice. The third section provides an overview of the neurobiological machinery for valuation (which turns out to be at least partially independent of the machinery for choice), a neuroeconomic Theory of Value. These two sections present all of the core evidence, from all three parent disciplines, for a fairly complete theory of decision making.

The final section of the book is composed of two chapters. The first summarizes, in fairly compact mathematical notation, everything that has come before in sections 2 and 3. In this sense, the penultimate chapter is really the only important chapter in the second half of the book. If a reader wanted to take everything I have to say on faith, he or she need read only that one chapter. All the chapters that come before in sections 2 and 3 simply serve to make the case that the penultimate chapter effectively summarizes most of what we know about human choosers at a neuroeconomic level. The last chapter provides a more semantic summary of the book as well as providing a summary of what I consider to be the four most important accomplishments of the discipline to date. That chapter also lists what I consider to be the six most pressing unanswered questions in neuroeconomics today.

I want to point out here, though, that navigating this material may be unexpectedly complicated for many readers who are unused to reading technical material from outside their own disciplines. To aid readers in moving through the material, I have begun each chapter with a précis. This should help readers identify the central goal of each chapter as they move through the book. The précis both describes the goals of the chapter and identifies the types of readers for whom the chapter was primarily intended. Economists, for example, may choose to skip the chapter on the objects of neoclassical thought; this is a chapter intended primarily for psychologists and neuroscientists. Psychologists may find the chapter on psychophysical theory unnecessary. Neurobiologists may skip the review of basic neuroscience concepts. In general, however, I would urge most readers to tackle all of the chapters in the order in which they are presented, simply skimming chapters that contain material with which they are already familiar. As mentioned above, the penultimate chapter summarizes, in fairly mathematical form, the insights I have tried to provide throughout the book. I want to forewarn readers without any mathematical background that this chapter may be a bit intimidating. I believe that for these readers this chapter can simply be skipped or skimmed.

The only readers for whom I might suggest an alternative route are neoclassical economic theorists. These readers might proceed immediately to the next to last chapter for an overview of the nuts and bolts of the standard theory I present here. That chapter can then serve as a kind of technical appendix for sections 2 and 3 for these readers. My hope is that this last chapter will reassure my more skeptical economist colleagues that going through all of this psychology and neuroscience really does lead one to the Canaan of obviously economic territory.

As this introduction has doubtless made clear, this is a book directed primarily at scholars working on (or interested in) the study of human or animal decision making, whatever their academic or philosophical affiliations. I have tried to make the work complete enough that any serious scholar—whether a graduate student in psychology, a postdoctoral fellow in neuroscience, or a professor of economics—will find the exposition complete. The book provides what I believe to be the emerging standard neuroeconomic model of human choice. For scholars who have publicly doubted that such a model is possible (or desirable) my plea is simply this: Read this book.



1. At least with regard to positive economics, an area of economics that is the focus of this volume.


Section 1

The Challenge of Neuroeconomics


1

Standing at the Threshold

What guides human choice? Can we predict the behavioral decisions made by individuals or groups? What are the origins of our preferences; how and why do they change? Why do people behave the ways that they do? These are a few of the persistent core questions that scholars and laypeople alike have asked since the Enlightenment. Economists, psychologists, and biologists, among others, have developed partial answers to these questions, but what is striking, if one takes a global view, is how partial and unconnected our answers to these questions remain. The incompleteness of our answers to these questions is even more striking because our answers to so many other ageless questions have become startlingly global, or conscilient, during the past century.

The question of where we come from is another one of these kinds of questions. At the turn of the 20th century that was also a question to which we had many partial answers, but no clear view of how those partial answers interconnected. A chemist working at that time might have argued that we are the product of well-regulated chemical reactions that build us from molecules common in the local environment. A biologist might have said that we are the product of our heredity; the features of our parents are passed to us, from generation to generation, and it is these inherited features that define who we are and who we will be.

Both the early-20th-century chemist and the early-20th-century biologist are answering the same question, but answering it in unconnected ways. Each has a fairly complete theory of our physical origins, but there is almost no overlap in their explanations; there is not even an overlap in the objects of the theories they use to answer what is obviously a single common question. The chemist speaks of molecules and the biologist of hereditable traits. Both knew that there must be some material relationship between their answers, but their answers were so different that there were not even grounds for common discourse in their theories. Were an early-20th-century chemist to propose a detailed theory of how large aggregates of molecules became self-replicating, his biological colleague might well insist that this theory was, in principle, of no interest to him.

James Watson and Francis Crick (1953) changed all of that when they discovered that the chemical compound deoxyribonucleic acid was the physical agent by which traits are inherited. Today when biologists speak of traits, genes, and DNA, they use these words as virtual synonyms. Today we have a global and quite complete theory of our physical origins. We can view that same theory through the lens of paleontology, chemistry, biology, or even neuroscience. Indeed, while there are still paleontologists, chemists, and biologists asking pressing questions, those disciplines are unified around a single global understanding of our origins.

Our understanding of how we choose, of what behaviors we decide to produce, lacks this unity. Like our 20th-century scholarly counterparts, early 21st-century economists, psychologists, and biologists all strive to answer a common question, but answer it in unconnected ways. Social scientists and natural scientists define the sources of our actions in such different ways that many insist the theories and insights of the other groups are, in principle, of no interest. To make this incredibly important point clear, consider a simple example. Let us examine a pair of humans making a single set of real choices and try to understand those choices using the tools first of economics, then of psychology, and then of biology. What we want to do is to ask how the same behavior would be understood by these three groups of early-21st-century scholars. To do that, of course, we need to select a behavior for which all three groups of scholars have well-developed conceptual frameworks. To include the biologists, this means that the behavior we examine will have to include decisions related to reproduction—to sex.

Understanding Behavior

Two adults walk into a hotel bar: a man and a woman from different cities, both attending a professional conference. We observe that they encounter each other for the first time, begin talking, and become more animated in their discussions as time passes. From prior inquiry we have learned that both adults have serious, valuable (and explicitly monogamous) sexual relationships at home, but as they interact it becomes clear that they have discovered a strong mutual physical attraction. Were we to interview the woman at this point, she might tell us, “If I sleep with him, I will regret it tomorrow.” Were we to interview the man he might report, “If that woman and I were to spend the night together, I would never be able to face my partner at home.” Eight hours later we learn that they have, in fact, spent the night together. Seventy-two hours later we find that they are both at home with their partners, miserable, wracked by guilt, and clearly unhappy. Interviews after two weeks reveal that they have both concluded that sleeping together was an enormous mistake that did not maximize their happiness, and of course this is an outcome they each precisely anticipated. Why did they do it? In what sense was it a mistake? How do we understand this behavior?

The common goal of biology, psychology, and economics is to answer these kinds of questions. Inasmuch as all three sciences take human choices as a logical object of study, these three disciplines all seek to answer such questions as “Why did these two people choose to sleep together?”

An Economist Answers

For a very traditional neoclassical economist, the goal of theory is to explain observed choice. Things in the outside world that we can measure and that have an impact on the actions of others are the “choices” that a traditional economist seeks to explain. Critical to the esthetic of the modern economic approach is a desire to accomplish this explanation with the absolute minimum number of theoretical constructs and intermediate variables. The goal of a traditional economist trying to understand why the man and the woman slept together is simply to generate the most parsimonious theory that can explain the observed choice of these two individuals with a minimal number of assumptions.

To accomplish that goal, the traditional (neoclassical) economist begins by rigorously categorizing the choices that each individual faces. 1 If we take it as a given that both the man and the woman have an accurate knowledge of both the sexual experience that they might have and the objective external risks that they will face at home next week if they sleep together, then we can describe them as choosing between (1) a sexual experience in the near term and a small later risk of discovery that may cost them their permanent relationships, or (2) no sexual experience in the near term and no risk of losing their permanent relationships. 2 What we observed is that they slept together, so we have (as economists) to conclude that they preferred a near-term sexual experience to safety in their long-term relationships. As Paul Samuelson taught all economists in the 1930s, the key feature of choice for an economist is that it “reveals” a subject’s underlying preferences. Preferences, to Samuelson, were simply the shadow of choice: We know what the man and the woman preferred because we know what they chose. It is that almost circular relationship that lends unequalled clarity and simplicity to the economic approach.

We also know, however, that the man and the woman later report verbally that the choice that they made was a “mistake” in some general way. Could a neoclassical economist agree with this conclusion drawn by the man and the woman? Probably not. The fact that these individuals keep saying to themselves that they are miserable, or that they wish they had made another choice, is simply not an element of the neoclassical story unless it has an impact on what they do. Imagine that they meet the next year at the same professional conference and decide not to sleep together a second time, under identical circumstances. Then an economist might be willing to entertain the possibility that their first decision was a mistake. If they slept together again, regardless of how that later made them feel, then no reasonable economist could present a model that both predicted their choices and described those choices as a mistake. Adding the word “mistake” would add nothing to the model of choice behavior. Why would an economist concerned only with choice add that word? The fact that they keep asserting that they made a “mistake” is simply talk.

The critical point here is that economics seeks to explain choices with the simplest possible theory. Subjects reveal what they prefer by their actions. Economists use observed choices to infer preferences. If we observe enough choices and make a few simple assumptions about the nature of our subjects, we can do a fairly complete job of inferring the global structure of these hidden preferences, and we can even use these “revealed preferences” to accurately predict future behavior. As economists, we make no commitment to the idea that these preferences are physical events or mental states. They are simply compact variables, related only to observed choices, useful for predicting future choices. Preferences are the stuff of economic theories, and these preferences are the simplest possible tools for explaining choice. Thus economic theories (at least in their original form) must neglect anything we cannot observe directly and must be silent about whether our subjects have things such as goals, hopes, or desires. We have to content ourselves with the subjects having only preferences, and even those in the most limited of senses.

A Psychologist Answers

For most psychologists, the story of the man and the woman is more complicated than it was for economists. The choice that these two individuals face is not simply between sexual intercourse and a risk of discovery, but rather a choice between mental states and a choice about happiness. For a typical psychologist these two people are choosing between the feelings they will have during sex and the miseries they will (or may) face at home later. The experience of these choices and consequences is mediated by mental states. The psychologist thus typically begins by assuming in advance what these two individuals want to accomplish with their choices: They want to maximize their “happiness.” Psychology knows what the two individuals are trying to do, what the goal of their choices is—a critical difference between it and economics. Indeed, it even allows us to define mistakes in a new way. A year after these two people have slept together we interview them and simply ask whether overall they are happier having slept together or whether they would have been happier if they had not slept together. We simply ask them to tell us whether or not sleeping together was a mistake.

Suppose as psychologists we conduct this interview and the subjects tell us that, exactly as they expected, they were miserable for 2 months. They tell us that the experience of sleeping together was not worth the price they paid. A typical rigorous contemporary psychological explanation for the behavior might then go this way: The first thing that we have to explain about the choice is how the two subjects came to make this mistake. Clearly this was a mistake (the subjects told us that), and daily measurements of their happiness confirm that the choice they made did not make them on average happier for a week, let alone for a year. We might postulate that the choice they faced was really a kind of internal conflict between two inner selves. The first is an impulsive inner self that can see only as far as the attractive person on the next stool at the bar. The other is a more patient rational self that can see the longterm mental costs of the affair. If we accept this theoretical framework, then the observation that the two subjects slept together is evidence that the impulsive self triumphed over the patient self. That the two subjects are unhappy later is evidence that the impulsive self should not have triumphed, and indicates that the decision was a flawed one.

Let me note that in generating this kind of explanation as psychologists, we lean heavily on our own personal (introspective) experiences of mental life. We (correctly, I think) see joys, sorrows, and regret as the products of the subjects’ choices. We also see those choices as reflecting a conflict between two or more internal “selves” that compete for control of behavior. In this, we borrow a truly ancient classical tradition familiar to most of us in the form of Freudian theory. It is Freud’s competition between id and ego (Freud, 1923) that mirrors the conflict our explanatory theory hypothesizes in the minds of the subjects.

There are thus two key features that the psychological explanation incorporates: (1) the notion of mental states as outcomes, choices trading not between traditional economic observables—sex, money, marriages—but between feelings that shape our daily internal lives and mediate the impact of these external variables on our actions, and (2) the notion of a goal, the idea that human choices seek to maximize happiness, or perhaps fulfillment, or some other set of mental states that we try to capture with the word happiness. Economics has no such object. In economics we infer preferences, an approach that precludes statements about goals or judgments about mistakes. It keeps the theory compact and well focused, but at the cost of appearing to miss something that seems powerfully important, if admittedly ill defined.

To put this last distinction more formally, the economic tradition answers the question of why the subjects did it by invoking their preferences. These two subjects slept together because they preferred the immediate sex to guaranteed future stability. Another pair of subjects might have acted differently, revealing a different set of preferences. In economics, the preferences of the subjects serve in theory as what one might call the proximal causes of their behavior. 3 In the psychological tradition we take a different route. We begin to ask why at a deeper level. If we start with the assumption that the goal of the two adults is to maximize their own long-term happiness, then can we really identify their decision as a mistake? In psychology, we can identify maximizing long-term happiness, or some related set of mental processes, as the larger goal of behavior—as the ultimate cause of their behavior in general. This is, of course, both a strength and a weakness of the approach. We can define the ultimate cause of behavior using this approach, but often we observe behavior that fails to be closely related to this cause. We then have to label the discrepancy between what we imagine to be the ultimate cause of behavior and the behavior we actually observe as “mistakes.” In the case of the man and the woman described here, this does seem to capture something the economic explanation lacks, but at the risk of introducing a new kind of theoretical subjectivity to the analysis.

A Biologist Answers

For most biologists, the starting point for understanding the behavior of the man and the woman is the starting point for much natural scientific explanation: Darwin’s theory of evolution. In this regard, the natural scientists differ markedly from the social scientists. Biologists view all behavior as the product of evolution, so it becomes natural for a biologist to ask this same question in yet another way that does not arise in either the economic or the psychological traditions: How is this behavior related to reproduction, or more specifically to the “inclusive fitness” 4 of the two subjects?

Consider the following anecdote from a primatologist friend of mine. A mated pair of Siamangs (a monogamous ape from the gibbon family) live together defending a territory. The male goes out foraging and while away, a solitary intruder male enters the pair’s territory and produces courting behavior directed towards the female. After a brief period of courtship, the female consents and the two apes begin to mate. As they finish mating, the resident male returns and makes a number of distress vocalizations. He makes aggressive gestures towards both the intruder male and towards his mate. After a few minutes of this behavior, the intruder male retreats. The resident male then settles into a high branch of a nearby tree and curls up. He does not look at the resident female. After another few minutes the resident female climbs the tree and begins to groom her mate, who intermittently pushes her away. What is going on here?

For a biologist this is easy. All animals work to maximize the number of their genes that occur in future generations. Or, to put that more precisely, the animals that survive are those whose behavior maximizes the number of their genes in future generations. The goal of behavior is to maximize fitness. 5 Starting from that point we can understand why, in the sense of a biological ultimate cause, the female Siamang decided to mate with the intruder male. We know that female primates who have permanent partners incur both costs and benefits from the partnership. They successfully defend larger resource-containing territories, a benefit. They share the task of defending their progeny from predators, which reduces infant mortality, another benefit. They also, however, produce offspring who are very similar genetically. This is a clear drawback because it means that when the environment presents risks to one of the female’s offspring it usually presents that same risk to all of her offspring. For example, if her mate and hence her offspring have light-colored skin, then changes in the color of the foliage could present a risk to all of her children. In other words, by having one mate she has, so to speak, put all of her eggs in one basket.

So, having a permanent mate has both advantages and disadvantages for the female from the point of view of evolution. Viewed through that lens, the behavior of the female Siamang then makes perfect sense. The ultimate goal of the female’s behavior was to maximize the genetic fitness of her progeny. She attempted to accomplish this by covertly mating with a novel male. How did she feel afterwards? Did she regret her decision? To be honest, an evolutionary biologist (much like an economist) would consider these questions largely irrelevant. It was an effort to increase the genetic diversity of her progeny. What the evolutionary biological story points out is the ultimate cause of the Siamang’s behavior in an objective biological sense. Her behavior maximized her fitness. This is a central concept in the biological approach, and a feature that will be critical in relating the social and natural sciences in the pages that follow. 6

At a much more proximal level, however, the biologist can also begin to ask questions about how this behavior was accomplished. What neural circuits became active when the female Siamang saw the intruder male? How did the play of synaptic activity through her cortex and basal ganglia lead to activation of her hypothalamus and later to the activation of the motor control circuits for mating behavior? How were her estrogen levels related to the excitability of these circuits?

Thus for the biologist, like the psychologist, two levels of explanation arise: the proximal and the ultimate. The proximal level is one of neural circuits and computational algorithms. The ultimate level is one of evolution and fitness in stable environments.

So how then would a biologist understand the behavior of the man and the woman at the professional conference? Much in the same way that he or she understood the behavior of the Siamangs. At the level of an ultimate causation lies evolution. From an evolutionary perspective, the decision to have sex was a rational one that would have maximized the inclusive fitness of both individuals. 7 At a proximal level the behavior of the man and woman was shaped by interacting neural systems.

If I ask my graduate students why people have sex, their answer is, “because people like having sex.” This is the definition of a proximal cause. It is a statement about mental states (or perhaps about preferences). But why, a biologist asks back, do people like having sex? Even the most hesitant reader has to acknowledge that people evolved to like sex because having sex leads to reproduction. This is the definition of an ultimate cause in the biological sense.

If, as biologists, we acknowledge that the physical attractiveness of the man and the woman played a role in their mating, then we can even, as biologists, try to understand this at both the proximal and the ultimate level. At the proximal level we could search for the neural circuits that identify attractiveness, and indeed many of these circuits have been identified (e.g., Aharon et al., 2001; Winston et al., 2007). Activation of these circuits is something humans and animals will expend effort to achieve (e.g., Deaner, Khera, and Platt, 2005; Klein, Deaner, and Platt, 2008). Humans and animals reveal to us by their actions that they prefer these attractiveness circuits to be active. At a more ultimate level we can hypothesize that attractiveness is a marker for certain genetic characteristics in a mate. Indeed, a group of studies seems to suggest that the more attractive a person is, the more closely he or she approximates a particular set of desirable genetic traits (Etcoff, 1999; Penton-Voak et al., 1999; Perrett et al., 1998).

The most puzzling problem for the biologist, then, is the discovery that after two months the subjects tell their psychologists that they are unhappy about having slept together. They both feel that this was a mistake and they both regret it. If they were really maximizing their genetic fitness, and their behavior really was the product of a unified behavioral strategy, then why are they unhappy?

The truth is that for a biologist this isn’t really puzzling at all. Brains are complicated and highly modular—a point to which we shall return. Dozens of actions we take every day are completed without any conscious awareness. Many of these actions help us to survive and reproduce even if the parts of our brains that produce the conscious verbal narrative we share with others remain unaware of these events. To put it in a more mechanistic way, our verbal narrative reflects the actions of Broca’s area (among other areas), a part of the brain also known as Brodmann’s areas 44 and 45. These brain areas are connected with some, but not all, of the behavior-generating areas of our brains. When we ask the subjects why they did something, we ask their Brodmann’s areas 44 and 45 to use what resources those areas have to answer that question. Our current evidence suggests that these areas have little direct access to, for example, the activity patterns in the hypothalamus. Inasmuch as hypothalamic activity governs behavior, asking Brodmann’s area 44 and 45 to tell us why the behavior occurred may simply be asking the wrong part of the person. If Brodmann’s area 44 and 45 tell us that sleeping together was a mistake, they are giving us a limited assessment of behavior provided by a small portion of the neuraxis. They are not telling us much about the overall community of brain mechanisms that make up each of the conference-attending subjects.

To put that another way, the ultimate cause of behavior is not an effort to maximize happiness or pleasure as reported verbally or by introspection. Happiness and pleasure are two of many proximal mechanisms by which the nervous system achieves its ultimate goal of fitness maximization. Obviously we did not evolve to be happy; if we had, then people would be as good at being happy as they are at having sex. That is an important point that any synthesis of the social and natural sciences will have to acknowledge.

Are We Standing at the Threshold?

Economists, psychologists, and biologists can all offer local explanations for the behavior of the two subjects we have examined in this chapter, but what is striking is the unrelatedness of their explanations. Other disciplines, such as sociology or biochemistry, may even offer explanations that are more unrelated.

Another striking feature is that these explanations are extremely local. Each of these explanatory frameworks allows us to make only very limited predictions about how these subjects will behave in the future, and each explanation makes those predictions under different conditions. The economic explanation may make predictions about behavior during future sexual encounters by these subjects. The psychological description may make predictions about future impulsivity in these subjects. The biological explanation may make predictions about future choices bearing on gene frequencies. What we lack is a global theory that can unite these disciplines and their explanations for human and animal behavior.

Could such a theory exist? If it did, what would it look like? How could we link these three explanatory traditions? If we accomplished such a linkage, what would it buy us?



1. I assume, for the purposes of this exposition to non-economists, that the subjects behave “consistently” in the technical economic sense of that word. Let me note for economists that my slightly unusual (if orthodox) focus on preferences rather than on consistency is driven by the requirements of the theory that follows.

2. I need to point out that I have taken a very traditional neoclassical economic approach here. I have not allowed such feelings as “guilt” or “regret” to enter into the economic explanation. This is because the path-blazing economists of the first half of the 20th century, people like Milton Friedman and Paul Samuelson, wanted to condition economic theories only on things that could be observed in the external world. How do we measure these “feelings,” Friedman and Samuelson might have asked if we had proposed adding them to an economic explanation. If we include these “unobservables” as things to be explained in our theories, we are needlessly complicating the job of prediction, they might have argued. In more recent times, however, economists have drawn from psychology the notion that to explain some classes of choices with minimal complexity, “feelings” sometimes do need to be postulated as the outcomes of choices. This is a point to which we will turn in the pages that follow.

3. Although Samuelson himself might have argued that one would do better to see preferences as caused by choices rather than the reverse.

4. “Fitness” in the technical biological sense is the relative probability that the hereditary characteristics of the decision-maker will be reproduced in future generations. “Inclusive fitness” is the relative probability that the hereditary characteristics of the decision-maker will be reproduced in future generations regardless of whether those characteristics descend from the decision-maker himself or from other individuals who share those hereditary characteristics with the decision-maker. For a clear formal presentation of this material, the reader is referred to Futuyma’s (1998) Evolutionary Biology.

5. I have to admit that I have atrociously simplified Darwin here. First, one needs to acknowledge that Darwin argued that two things shape the behavior of animals in the absence of human breeding programs: both natural selection and sexual selection. In this discussion I am making it look like only natural selection is important, which is simply not the case. Second, from here on in I will be assuming that the pressures of evolution yield animals that largely succeed in maximizing their “inclusive genetic fitness.” While most biologists are comfortable with this conclusion from empirical studies of animal behavior, some are not. While all biologists agree that evolution pushes animal behavior towards the goal of maximizing fitness, some argue that real behavior does not often achieve or approximate that goal. My own reading of the literature as a working biologist is that real animal behavior, except in very dynamic environments where the rate of evolution has trouble keeping up, almost always comes close to maximizing fitness. There is no real doubt that almost every behavioral measurement of efficiency that we have available to us indicates that if a species is in a stable environment for many generations, its behavior largely achieves this single well-stated goal. My previous monograph, Decisions, Uncertainty and the Brain, dealt with this issue in detail. For the purposes of this discussion, we begin from the assumption that animal behavior in stable natural environments approximately maximizes genetic fitness.

6. Again, let me admit to simplification for the purposes of exposition. Of course what the female Siamang risks when she copulates with the other male is defection by her partner. Formally, that means that she is engaged in a kind of evolutionary game. This is a fact of which biologists are well aware. The classic work on the subject is J. Maynard Smith’s (1982) Evolution and the Theory of Games.

7. One should point out here that the human subjects may well have chosen to use contraceptives, which would render the mating fruitless. Does that render the ultimate causal explanation false? The very important answer, to which we will return several times in these pages, is no. Evolution achieves efficient behavior in stable environments. Contraceptives are a very recent change in the environment. Many humans now use contraceptives, though evolution could now be selecting for humans who hate contraceptives.


2

Epistemological Constraints on Consilience

Précis

Fundamental conceptual tools available in the physical and natural sciences, such as Darwin’s theory of evolution and Schrödinger’s wave equations, have at least partially succeeded in linking the many independent explanations for physical and biological phenomena produced by the many independent disciplines of these sciences. These linkages have both broadened our understanding of physical phenomena and improved and extended our ability to predict those phenomena. Can similar linkages be forged between economic, psychological, and neuroscientific explanations of human behavior? If so, how certain can we be that the explanatory systems that anchor these three disciplines to one another will prove useful?

In this chapter, we explore the metaphysical constraints that the “Theory of Knowledge” places on efforts to link any two or more independent explanatory systems. We review the role of the logical positivist philosophers in describing how the reductive synthesis of two disciplines typically occurs, and we explore the well-described and explicit philosophical constraints on those synthetic approaches. This discussion serves as an essential prelude to any effort to build a neuroeconomic approach to human decision making because it tells us what we can—and cannot—expect to accomplish. For readers familiar with reductive syntheses and logical positivism (both its strengths and weaknesses), this material will be a review. Such a reader might well skip ahead to Chapter 3. For those unfamiliar with this line of philosophical inquiry, or even for those who suspect (I think erroneously) that reductive linkages between the sciences must always succeed, this chapter will be an important next step towards understanding how a single comprehensive theory with shared logical elements can serve to both link and extend modern studies of human behavior.

Metaphysical Constraints on any Future Neuroeconomics

To begin to better understand linkages between independent disciplines, consider first the physical sciences. Contemporary physics provides us with a standard “theory of matter.” This theory describes how fundamental, or elemental, particles such as electrons, protons, and neutrons interact. Electrons, for example, interact in spin pairs and fill orbitals around atomic nuclei according to physical “laws.” These are abstractions at (or near to) the lowest level of physical reality.

Contemporary chemistry provides us with a description of a different set of logical primitives, 1 the elements of the periodic table. These fundamental particles cluster into groups and interact according to chemical “laws.”


[image: ]

FIGURE 2.1 A lithium atom and the periodic table.



How are these two sets of abstractions related? Can we, for example, completely reduce the higher-level “laws” of chemistry to the lower-level “laws” of physics? Can we rephrase any arbitrary statement about a group of atoms to an equally accurate statement about electrons, protons, and neutrons? Interestingly, the answer to this particular question seems to be yes. We can, for example, predict the structure of the periodic table and define the elements it contains from an understanding of the basic physics of matter. This is one of the greatest accomplishments of the 20th century, but it raises the specter of an even larger reconciliation that has dominated discussions of the philosophy of science for decades: Can this kind of explanatory relationship between levels of physical description, the reduction of chemistry to physics, be extended throughout the sciences?

The Origins of Modern Reductionism

At the time that it was becoming clear that insights from physics were shaping chemistry and vice versa, the Viennese philosophers Rudolph Carnap and Moritz Schlick were struggling to understand how different kinds of knowledge about the universe were related. The notion that the many different branches of science might share a common foundation began to be clearly developed in the 1920s within a school of European philosophers and scientists that developed around the physicist, psychologist, and physiologist Ernst Mach in Vienna and Berlin (Mach, 1886). Following Mach, philosopher-scientists such as Carnap and Schlick (Schlick, 1918; Carnap, Hahn, and Neurath, 1929) came to the conclusion (originally proposed by Mach) that all classes of knowledge were related by the fact that all of our insights about the world descend from sensory experience. The critical idea for these logical positivists was that since all we know about the world, whether about the movements of masses or the decisions of the masses, comes from a common sensory source, all of these kinds of knowledge must be “reduce-able” to a common language or starting point.

Their argument, which was really explored most deeply by the American philosopher Ernest Nagel (1961), went this way: Imagine that we were to consider the sciences as a series of “levels of explanation.” At the lowest level we would encounter the physics of sub-atomic particles. At the next level we would encounter chemistry, the systems of laws and equations that describe the elements and molecules from which physical reality is built. Above that we can imagine the biological sciences, which describe the aggregate properties of huge conglomerates of molecules that we call organisms. Above that we can describe the psychological sciences that relate mental life and mental constructs to the actions of humans and animals. Above that we can describe the economic sciences as laws and principles that relate features of the environment to the actions of individuals and large groups of humans. This is the level at which, for example, the Marshallian “laws of supply and demand” emerge. The logical positivists pondered how these different levels of description are related.
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FIGURE 2.2 Levels of explanation.



At a purely logical level, they can be related only if they share common logical objects. Without any common elements in the two sets of theories, no two levels of abstraction could ever hope to be related. This seems obvious, and it is one of the well-taken points presented by Faruk Gul and Wolfgang Pesendorfer in their widely read essay “The Case for Mindless Economics” (Gul and Pesendorfer, 2008). They point out that the goal of economics is to predict choice, not brain states; thus, they argue, economic and neuroscientific levels of analysis are independent and must remain independent as long as the body of economic theory contains no biological objects of any kind.

In the 1920s a similar critique was advanced by C.D. Broad (1925), who argued that chemistry and physics were independent levels of analysis that could not be related. There is nothing, Broad said, about the nature of hydrogen and oxygen (conceptual objects he identified with physics) that would allow one to predict the properties of water (an object he tied to chemistry). One could not predict from physics, for example, the fact that water is transparent, because physics lacks the concept of transparency. Broad was right, albeit in a very local sense. The theory of physics available at the turn of the 20th century was not able to predict the properties of water; chemical concepts such as optical transparency were not objects in the then-extant theory of physics. Importantly, though, Broad’s argument did not mean that such linkages are impossible, simply that they did not exist. In fact, we now can predict the transparency of water from the physical properties of atoms. This is because our modern theory of physics includes such objects as photons, and we can link chemical objects such as transparency with the movements of these photons. Chemistry and physics are now related because the theories now share at least some objects, and this makes it possible for us to map at least some ideas and insights from one theory to another.

Reduction: How Low Can We Go?

Can the many levels of analysis and scholarship that range from neuro-science to economics be related, at least at a metaphysical or conceptual level, in the same way that physics and chemistry are related? Chemistry can, one might suppose, be used to completely describe biological processes; biological processes can, one might hypothesize, be used to completely describe mental processes—and so on to the level of sociological analysis. One can imagine such reductions, but is this degree of inter-theoretic linkage really possible?

This notion that (at least in principle) all knowledge rests on a common foundation and thus all knowledge is (again, at least in principle) reducible to the language of physics is referred to by philosophers as ontological reductionism. Figuring out whether we accept ontological reductionism seems an important step towards understanding whether, like Gul and Pesendorfer, we reject interactions between neuroscience and economics in principle, or whether we can consider embracing them. So the first question that any effort to unite the social and natural sciences must engage (although not necessarily affirm) becomes: Is all knowledge reducible to a common physical language?

The data that began to emerge in the physical and natural sciences during the middle part of the 20th century seemed to suggest that the answer to this question was going to be yes. The development of the wave equations in the 1920s was among the key insights that led to the strong interactions between chemistry and physics mentioned above. These were insights that gave birth to a field now called physical chemistry (or perhaps more precisely theoretical chemistry, which is a sub-discipline of physical chemistry).

In the 1940s and 1950s, scholars using the methodologies of chemistry began to study biological molecules; in 1953 Watson and Crick famously used this approach to describe the structure of DNA. That was a huge reductive watershed. After that discovery, the techniques of chemistry could be used to describe (admittedly with some modification) the biological laws of heredity. The field now called biochemistry was born.

During this same period, biologists and mathematicians also began to take aim at psychology in yet another reductive step. In perhaps the first (and arguably the most famous) example of this, in the 1940s the mathematical biologists McCullough and Pitts (1943) tried to use models of idealized neurons to account for fundamental properties of human thought and behavior in their famous paper “A Logical Calculus of Ideas Immanent in Nervous Tissue.” It was studies such as this one that gave birth to the field we now call neuroscience.

These empirical insights suggested to many that the reductionist program of the logical positivists was inescapable. All of scientific knowledge would someday be unified, and the appeal of this unification seemed to push aside the fears of many scholars. (It particularly seemed to embolden those working at lower, or reduced, levels of analysis, who began to take a conquering imperialist view of higher-level sciences.) But Nagel and like-minded philosophers recognized that the existence of fields such as biochemistry was certainly not proof that all of scientific knowledge was soon to be subsumed by physical descriptions of subatomic particles and Schrodinger’s wave equations. Imagine, Nagel and others like him pointed out, that we were to seriously try to describe an entire biological organism using the physical laws of elementary particles. Even if such a reductive description were possible in principle, could any human really profit from its existence? Could we humans gain meaningful insight from describing, say, human behavior at the level of sub-atomic law? Regardless of the progress of the reductionist program, the answer to this question is almost certainly no. There are almost certainly practical limits to how far we can take the reductionist program even if we concede that an ontological reductionism is possible.


This line of reasoning suggests that we can identify two fundamental challenges to reductionism: ontological and empirical. Ontological antireductionism is the claim that—in principle—a reductionist approach to (for example) the social sciences is not possible. Empirical antireductionism is the claim that although such a reduction is possible in principle, in practice this reduction would be useless or impossible given the limitations of human minds and real human-gathered data, or even that in practice it simply will not occur (e.g., Kitchener, 1986).

As an aside from this point, it may be interesting to note that when a world-famous economist says something like “While neurobiologists may someday know enough to impose constraints on economics, everything that neurobiologists have learned up to this point is far too limited to be relevant to the practice of economics,” he is making only a very, very limited critique of the reductionist program. The statement seems to explicitly accept that an ontological reduction of economics to neuroscience is possible; it even seems to accept that an empirical reduction is possible—it simply asserts that such a reduction is not yet possible. It is frustrating that such a claim by any highly visible scholar implies that, after a careful and deep study of all of modern neuroscience, the speaker has concluded that relationships between the brain and economic behavior simply cannot be forged today—frustrating because many of the scholars making these well-publicized statements often know less about modern neuroscience than a third-year undergraduate. We all have to acknowledge that this is not a very compelling criticism. But good criticisms are possible, and these are the criticisms we need to consider here.

Before moving on, however, let me pause to reveal my own convictions about the limits of reductionism, convictions that some readers may find surprising. For reasons we will turn to next, I would describe my own stance as an ontological opposition to complete reductionism. Unlike the economist quoted above, I do not believe that all of economics can be reduced to neuroscience. This is actually a very important point, and it is why my own scholarly career has been devoted to the study of economics, psychology, and neuroscience. To understand why I came to this ontological position, we turn next to the fundamental challenges to reductionism raised in the 1970s.

Emergent Properties and Anti-Reductionism

What, really, are the alternatives to reductionism? Perhaps the most obvious alternative to reductionism is to argue that the properties of the world we humans observe at the level of the social sciences (like the preferences of some people for chocolate over vanilla) are simply not governed by (or the product of) physical law. This is an essentially anti-materialist stance held by many people outside the academic community. These critiques reduce to the statement “People are guided in their choices by phenomena that lie entirely outside the province of the material word, and thus any effort to use physical law to describe the behavior of people (the central domain of the social sciences) must fail.”

Without being intentionally disrespectful, I am going to have to say that this kind of magical thinking should be dismissed out of hand for two reasons—first, because it is a call to abandon the search for knowledge of human behavior before one even begins, and second, because there is no evidence whatsoever that materialism will fail to describe human behavior.

If we accept, as a starting point, that the goal of science (social or natural) is to describe the world around us as the product of material phenomena, then are there alternatives to ontological reductionism? The answer is a resounding yes. To quote Thomas Nagel:

How could the following two propositions be true?

(1) Every event that happens in the physical world has a fundamental description and a fundamental physical explanation.

(2) Some facts about the world do not have a fundamental physical explanation, but do have a higher-level explanation. (Nagel, 1998, italics mine.)

The answer to this question is that whether both propositions can be true depends on how we define facts—or, more precisely, how we group together ideas into what philosophers often call “natural kinds.”

To understand this criticism of the reductionist program, let us return to the stacked “levels” of the sciences, here focusing on the relationship between chemistry and biology. In Figure 2.3, one can conceive of each of the squares in the “mesh” I have labeled “biology” as being core ideas. In the front row, for example, we can see the “idea” of heredity and within that idea lies the mathematical concept of an inheritable “gene” first proposed by the 19th-century monk Gregor Mendel (1866). These objects, heredity and genes, are central explanatory ideas from which biology is built. For a philosopher, these bundles of ideas and concepts are called “natural kinds.” Importantly, biology, as a set of explanatory concepts that relate and explain observations in the living world, is composed of many such “kinds.” The definition of the pancreas (in the second row) is yet another example of a biological kind. Figure 2.4 shows an expanded view of just a few of these relationships.
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FIGURE 2.3
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FIGURE 2.4



The question that we have to ask is how these “kinds” that occur at the level of biology relate to “kinds” that occur at the level of chemistry. The first example I have chosen (heredity and genes) is one where this relationship turns out to be very clear. At the level of chemistry we can find another group of “kinds” called nucleic acids. As is widely known today, a sub-group of the nucleic acids are the deoxyribonucleic acids, DNA. Watson and Crick revealed in their famous study that the chemical “kind” of DNA when it is found in cells corresponds almost precisely to the biological “kind” of a gene. Genes, at least in a general sense, could be thought of as being DNA. Indeed, it turned out that biological theories describing how genes must be duplicated and passed from parent to offspring could (with only minor modifications) also be reduced to statements about the replication of strands of DNA. The reductive relationship between biology and chemistry in this area seems nearly perfect (or can be amended to be so), and it is observations like these that led the reductive revolution.

The concept of the pancreas, however, provides a different example. Since antiquity, the pancreas has been a unitary conceptual object in biology. It is a yellowish-red organ attached to the digestive tract by a small duct, or tube. Damage to this duct produces deficits in digestion. The classical concept of the pancreas in biology is a single logical object. Chemical and microscopic studies of this same physical object during the 20th century, however, revealed that at the level of chemistry the pancreas could not be viewed as a single logical object. At a chemical level the pancreas has to be viewed as involving two separate and unrelated logical objects: an insulin-producing system and a digestive-enzyme–producing system. Biochemistry relates these pre-existing logical categories when it re-categorizes the biological entity of the pancreas into one group of cells that secretes insulin into the bloodstream in response to blood glucose levels and a second independent group of cells that secretes digestive enzymes into the duodenum of the stomach in response to gastric loads.

In other words, what we see here historically is a mismatch between two levels of description—a failure of reduction. To chemists, insulin and digestive enzymes are fundamentally unrelated logical concepts. To biologists, the pancreas is a unitary object. Biochemistry related these two sets of kinds by altering the biological-level concept of the pancreas. The concept of “the pancreas” in biological theory was replaced by two logical objects: “the acinar cells of the pancreas” and the “islets of Langerhans in the pancreas.” This modified theory, it is important to note, then makes enhanced predictions (for example about disease) at the biological level. The result was that a reductively driven re-definition of a biological kind resulted in a strengthened higher-level (in this case biological) science. What is interesting and instructive about this example is that it begins as an apparent failure of reduction but ends with a modification of the biological kind to more precisely approximate the two bodies of knowledge. The end product is a strengthening of the predictive power of both disciplines.

Must these kinds of “reductive” linkages necessarily occur? Is it possible that there are some important natural kinds discovered by biologists that cannot ever be mapped (or redefined and mapped) into single kinds at the level of chemistry? Consider the biological concept of an “ecosystem.” What is the relationship between that concept and the ideas that form the natural kinds of chemistry? It may be that many different pieces of chemistry contribute to the idea of ecosystem, but perhaps not in a simple way that permits a direct reductive mapping. It is possible that the concept of “ecosystem” emerges only at the level of biology. It is possible that, unlike the modified theory of the pancreas that emerges from biochemical study of the thorax, the concept of an ecosystem is fundamentally non-predictable from the study of chemistry and physics. 2
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FIGURE 2.5



What we have are two basic possibilities. The first is that there are clear reductive linkages possible between the sciences. Formally, we call these “homomorphisms”: The mapping of one mathematically defined set onto another such that any operation performed on the first set corresponds to a specific operation that can be performed on the second with identical results. One possibility is that all concepts in biology are (or after modification could be) homomorphic to concepts in chemistry. The second is the possibility that there are some concepts in biology that could not ever be meaningfully mapped into chemistry. Such concepts would be said to be “emergent.” They are philosophical kinds that emerge only at the level of analysis undertaken by biologists.

The critical questions that face any reductionist approach to linking the social and natural sciences are thus:

•Are all concepts at the level of economics homomorphic to concepts at the neurobiological level?

•Are all concepts at the level of economics emergent, or is it the case that some concepts are reducible (as is, or after modification) while others are emergent?

I have to stress here that at a metaphysical level we simply do not know the answer to this question. We cannot say with absolute certainty that even part of biology will turn out, in the far distant future, to be reducible to chemistry. The apparent reduction of genes to DNA may later turn out to have been an error. On the other hand, it may be that everything will be reducible. The apparent failure to reduce “ecosystem” to a set of concepts from chemistry may reflect an incomplete knowledge of chemistry, or at some future date we may abandon the notion of ecosystem and choose to replace it with some much better concept. Either of these is possible, so how are we to proceed?

My answer to this is simple, mostly pragmatic, and probably shaped by my own experience as a young psychologist in the 1980s. At that time, the argument I just outlined (which is actually quite old) had been presented to the psychological community by the American philosopher and psychologist Jerry Fodor (1974). Fodor was interested in classical psychology: concepts such as grammar, emotion, and attention. At that time, reductionism was in its heyday and many young psychologists believed that all of psychology was on the verge of being reduced to biology by neuroscience. Fodor pointed out that reduction would not necessarily succeed with psychology because homomorphisms between the natural kinds of psychology and the natural kinds of neuroscience might simply not exist. In fact, Fodor went a good deal further, arguing that all of the core ideas of psychology would likely resist reduction—that psychology was at its heart an emergent science. His prediction was that the effort to reduce psychology to neurobiology would largely fail because there would be no natural mapping between neurobiological kinds and such psychological concepts as attention, emotion, and grammar. We know today that Fodor’s extreme view was wrong, at least at the empirical level where psychologists operate now. There is hardly a psychology department in the world today that does not own, or at least employ, a brain scanner. Attention seems to be mapping well to brain states, and contemporary theories of psychology and neuroscience now share many logical objects and reductive links. But it is also important to point out that so far, Fodor also appears to have been at least partially right. The mapping between brain areas and emotion has proven far more difficult than at first suspected (although huge progress has been made on this front3), and I think it would be fair to say that the key concepts from the study of grammar, although under active investigation at the neurobiological level, have so far entirely escaped reduction.

This history, then, tells us something fairly clear that can guide us as we try to relate neurobiology, psychology, and economics. At an empirical level there almost certainly will be regularities that homomorphically map some economic kinds to neurobiological kinds. (Indeed, the bulk of this book will be a precise description of the mappings of this kind that have already been discovered or postulated.) It also seems very likely that there will be emergent concepts in economics that resist reduction. What I am saying here is that the reductive relationship between neurobiology and economics (largely via psychology) will be incomplete—but only a real extremist could argue today that no such mappings of any kind will ever be found to exist. So far, every scientific discipline that has ever faced a reductive challenge (whether it be chemistry, biology, psychology, or anything else) has demonstrated at least a partial set of linkages to the more reduced disciplines. These partial reductions have also been influential; they have reshaped the logical kinds of the higher-level discipline. There is no reason to believe that economics will be different. Indeed, the data that I will present in the pages that follow will, I believe, make this case incontrovertibly.

So What Are the Obstacles to, and Benefits of, Synthesis?

To summarize, the very concept of building an interdisciplinary synthesis like the one neuroeconomics offers faces two key challenges. The first is whether the synthesis of disciplines as different as economics, psychology, and neuroscience is possible. The second is whether such a synthesis, even if possible, would prove valuable to the parent disciplines. What I hope this historical and philosophical chapter has conveyed is that the answer to the first of these questions is that it is possible to link (at least partially) these three disciplines. I hope it has conveyed, with regard to the second question, that such a linkage will almost certainly improve the predictive and descriptive powers of all three parent disciplines.

Why should we believe that linkages between the disciplines are, in principle, possible? Consider the alternative. Consider the possibility that, in principle, no reductive linkages of any kind between the explanatory levels of economics, psychology, and neuroscience are possible. This is exactly the same as saying that all of the features of the psychological explanation of behavior are emergent properties at the level of psychological analysis and that all of the features of the economic explanation of behavior are emergent properties at the level of economic analysis. For reductive linkages between the disciplines to be impossible, all of economics and all of psychology must be non-predictable from lower-level theories in principle. While we cannot rule out this possibility, it is important to understand how extreme a set of assumptions is required for this to turn out to be true. It is also critical to understand that in the history of scientific inquiry, such an extreme degree of non-predictability has never before been observed. It seems almost inescapable that some kind of meaningful reductive synthesis between these disciplines must be possible. The goal of this volume is to present exactly such a synthesis, but we have to begin here by taking the ontological stance that such a synthesis, or at least a partial one, is in principle possible.

Given that such a synthesis is possible, the question of whether synthesis will yield real benefits to its parent disciplines of course remains. This is a question that has troubled economists in particular during the past decade. If one could create a neuroeconomic framework, would it be of any interest to economics cum economics? To understand the answer to this question, we have to understand that neuroeconomics would not be simply the linkage of three existing bodies of theory: neuroeconomics would be a revision of three existing bodies of theory into a more powerful linkable form. This is a subtle point, but one that is terribly important. If we assume that there exist, in the real physical universe, reductive linkages between neurobiologically, psychologically, and economically observable phenomena (the point made in the preceding paragraph), then we assume that an ideal theory of economics, for example, would come ready-made for maximal linkage to, say, psychology. Put another way, if we believe such linkages are a feature of physical reality, then theories perfectly aligned with that reality (perfectly predictive theories) would be linkable without modification. In such a world, linkages between economics, psychology, and neuroscience would have no impact on any of the disciplines—but we do not live in such a world. Our existing theoretical frameworks in all three disciplines are imperfect. That means that searching for alterations to each of those frameworks that allow linkages allows us to improve each of those sets of theories. If we believe partial reduction is possible in an ontological sense, then that means we can use knowledge gained in one field to constrain the structure of knowledge in the other fields. It means that knowing how the brain works, for example, will help us to constrain economic theory.

Not only can we draw this conclusion at a philosophical level, we have every reason to believe that we can draw this conclusion empirically, based on the experiences of other disciplines. There is no doubt that the theories of physics have been changed by physical chemistry, that the theories of biology have been changed by biochemistry. In short, there is every reason to believe that the theories of economics, psychology, and neuroscience will be changed by neuroeconomics.

An Example of Interdisciplinary Modification and Reduction

In the real practice of science, this kind of interdisciplinary reduction happens all the time, and it has even begun to happen in economics and psychology. What I have pointed out in this chapter are the philosophical foundations of this process so as to lay bare my ontological goal. To take perhaps the most famous example of this process, consider the following.

In the 1980s, the economist and psychologist George Loewenstein recognized (like many before him) that there are a number of circumstances in which economic theory makes very poor predictions. The situation that interested him most at that time was one he described in a famous study of humans making hypothetical choices that formed the core of his doctoral dissertation (Loewenstein, 1987). Loewenstein found in that study that if Yale undergraduates were asked to place a monetary value on the opportunity to kiss the celebrity of their choice 1, 2, 3, 4, or 5 days in the future, they placed the highest value on a kiss in 3 days. This result defied prediction with the standard economic models available at the time used to understand intertemporal choices, the choices we make between gains at different times. Loewenstein hypothesized in that paper, at a psychological level, that subjects chose 3 days because they wanted to enjoy anticipating the upcoming kiss. Interestingly, however, he explained the behavior at an economic level by expanding pre-existing models of intertemporal choice. What I think this revealed was a fundamental mismatch between the class of explanatory objects available to him as an economist and the class of explanatory objects available to him as a psychologist. It seems clear that mapping “the pleasures of anticipation” to “the curvature of a positive discount function” will yield at best only a partial homology.

It was about a decade later that this fundamental tension was resolved for many economists and psychologists when Andrew Caplin and John Leahy published their landmark paper “Psychological expected utility theory and anticipatory feelings” (Caplin and Leahy, 2001), wherein they laid out the notion that an “anticipatory feeling” could be explicitly considered a logical object within the framework of traditional economic theory. In essence, they looked at the mismatch between the psychological and economic theories and then suggested modifications to the “kinds” in both domains so as to better align the two sets of explanations. What they produced was a modified form of neoclassical economics with better explanatory power, although admittedly a form with a higher degree of complexity.

Crossing the Threshold

There has been a huge amount of debate in the past few years swirling around the effort of a few determined scholars to go beyond Caplin and Leahy (2001) in their efforts to link the social and natural sciences. The most visible of these scholarly groups have been the neuroeconomists who have sought to relate economics, psychology, and neuroscience.
OEBPS/html/images/40_1.jpg





OEBPS/html/images/3_1.jpg
OXTFORD

UNIVERSITY PRESS





OEBPS/html/images/4_1.jpg
OXTFORD

UNIVERSITY PRESS





OEBPS/html/images/cover.jpg
FOUNDATIONS OF

Neuroeconomic

Analysis

PAUL W. GLIMCHER






OEBPS/nav.xhtml


	

	

	

		Title Page



		Copyright Page



		Dedication



		Preface



		Contents



		Introduction: Wherefore Neuroeconomics?



		Section 1: The Challenge of Neuroeconomics



		1. Standing at the Threshold



		2. Epistemological Constraints on Consilience



		3. Economic Kinds: Understanding the Abstractions and Esthetics of Economic Thought



		4. Using Psychology to See the Brain in Economics



		5. Behavioral Economics: Exceeding the Limits of Traditional Neoclassical Models



		6. Because, Not As If











		Section 2: The Choice Mechanism



		7. Neurobiological Kinds: Understanding the Abstractions of Neurobiological Thought



		8. Hard-EU and the Rudiments of a Standard Model



		9. Stochasticity and the Separation of Utility from Choice



		10. The Implications of Neuronal Stochasticity and Cortical Representation for Behavioral Models of Choice



		11. Putting the Choice Mechanism Together: A Summary











		Section 3: Valuation



		12. The Problem of Value



		13. The Basics of Dopamine: How We Learn and Store Value



		14. Locating and Constructing Subjective Value in the Front of the Brain



		15. Beyond Neoclassics: Behavioral Neuroeconomics











		Section 4: Summary and Conclusions



		16. Foundations of Neuroeconomic Models



		17. Conclusions











		References



		Author Index



		Subject Index













		i



		ii



		iii



		iv



		v



		vi



		vii



		viii



		ix



		x



		xi



		xii



		xiii



		xiv



		xv



		xvi



		xvii



		xviii



		xix



		xx





		1



		2



		3



		4



		5



		6



		7



		8



		9



		10



		11



		12



		13



		14



		15



		16



		17



		18



		19



		20



		21



		22



		23



		24



		25



		26



		27



		28



		29



		30



		31



		32



		33



		34



		35











































































































































































































































































































































































































































































































































































































































































































































































































































































































OEBPS/html/images/38_1.jpg
Bo!

xx
BER B

"

e

Periodic Table






OEBPS/html/images/49_1.jpg





OEBPS/html/images/47_1.jpg





OEBPS/html/images/43_1.jpg
[CHEMISTRY

PHYSICS






