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Foreword

Ken Ford, Founder and Chief Executive Officer of the Florida Institute for Human & Machine Cognition (IHMC)


This timely volume is not a textbook or a primer, but rather a gentle and thoughtful introduction to the subject of trust in human interactions with robots and other intelligent agents. For the most part, no technical knowledge of artificial intelligence (AI) is necessary to benefit from reading the chapters found in this book.

AI has afforded us a means to think about the various ways in which physical systems can be organized to produce and/or extend behavioral competence. Such systems embody representations of the world, preferences, communication, and plans for acting in the world. It has only made sense to discuss “trust” in the context machines since the advent of these computational intelligences.

The notion of trust remains rather poorly defined … even when only considering trust among humans. It is often confounded with reliability, but I have known a few people who were reliably untrustworthy. One might reasonably say something to the effect, “I trust that my brakes will work.” But this is an impoverished use of the word trust—akin to saying something about the perceived reliability of the brakes. One’s brakes do not decide not to work, if they do not work, they have malfunctioned. In contrast, if I say that “I trust Nancy,” it is not akin to asserting that Nancy is not malfunctioning. Nancy not malfunctioning might be necessary, but normally is not a sufficient, condition for the attribution of trust. Trust implies agenthood on the part of both the entity assigning trust and the entity which is trusted. Humans have, over a very long time, developed functional, but fallible methods of quickly assigning an initial degree of trust and then revising it over time subject to experience and circumstances.

Trust is a rich and interesting subject in human relations, but perhaps, even more, thought-provoking in the context of trust between humans and nonhuman agents. A primary and underappreciated challenge in the application of AI and autonomous systems is understanding and effectively exploiting human/machine teaming. This is true in the realm of self-driving automobiles, military applications, and everywhere else.

A key question is how might we design systems to facilitate appropriate trust calibration over time. How might the system usefully assist the human to establish a useful initial calibration of trust? How can the system indicate when circumstances have changed and the initial trust gradation may need adjustment? How can people let machines know when they are compromised and the machine needs to take more initiative?

The right question is not how can a machine be designed to induce a state of trust in a human or even how to build a machine that is indeed trustworthy, but rather the question is how, through interaction, can trust be established, calibrated as appropriate, and maintained.

The editors are to be congratulated for amassing a broad collection of interesting papers on a topic of great interest and importance.






Preface

Chang S. Nam

Joseph B. Lyons

Future robotic systems are intended to team and partner with humans to accomplish operational goals rather than replacing humans with robotic systems. This notion of “partnering” raises an interesting set of challenges for the human-robot interaction (HRI), namely trust in HRI. The domains impacted by trust in HRI have been proliferating over time, including military, health, workplace, education settings, and so on. Besides, interdisciplinarity in HRI research calls for a holistic approach to trust in HRI considering the robot, the human, the human-robot system, and domain within which the human-robot system operates. However, there are currently few books to provide students, practitioners, and researchers with a comprehensive, state-of-the-science information about trust in HRI. We also think that the world is ready for a new book that comprehensively addresses the recent and rapid changes in the field of trust in HRI.

This book is organized into an introductory chapter with an emphasis on the evolution of trust in HRI, five main parts, and a conclusion chapter. Part I is made up of two sections that discuss the multifaceted nature of trust in HRI. Section A, consisting of three chapters, presents an overview of trust regarding multidimensional concepts and measures (Chapter 1), recent concepts and evaluations used in HRI (Chapter 2), and unique features of trust in intelligent autonomous systems (Chapter 3). Section B is composed of five chapters in which various influential factors that have known to affect trust in HRI. Chapter 4 provides a list of determinants of trust in HRI from the modeling, measurement, and prediction perspectives. Chapter 5 discusses the individual and social determinants of trust. Chapter 6 describes the currently identified antecedents of trust with an emphasis on a relatively new and underexplored category of trust antecedent—time. The other two chapters in Section B present the roles of human personality (Chapter 7) and risk (Chapter 8) in HRI.

Part II outlines the necessity of explainable trust and introduces three approaches applicable to HRIs, such as audience factors (Chapter 9), bidirectional communication between humans and agents (Chapter 10), and transparency (Chapter 11). Part III presents five chapters that discuss trust in various human-robot teams in the areas of the trust process for effective interaction between human-agent military teams (Chapter 12), distributed dynamic team trust (Chapter 13), the role of deep learning, transparency and trust in human-robot teamwork (Chapter 14), trust-aware control (Chapter 15), and the role of interdependence in trust (Chapter 16). Part IV illustrates how trust in HRI can be modeled at the cognitive, behavioral, and neural levels. Chapter 17 explains how the Swift trust model can be applied to HRI teaming; Chapter 18 summarizes the influence of autonomy, controllability, and observability on performance, trust, and risk perception. Two additional chapters present an overview of applied models of trust in HRI (Chapter 19) and a summary of the neural dynamics of trust in HRI (Chapter 20). Part V is composed of four chapters that present emerging issues in trust in HRI, such as culture (Chapter 21), emotion (Chapter 22), and ethics (Chapters 23 and 24). This book ends with a series of reflections on the future for trust in HRI research.

This book was motivated by the desire to help students, professionals, and researchers explore and understand trust in HRI. This book constitutes an enormously valuable resource to aid in one’s understanding of the gamut of factors that influence the trust of robotic systems. Thus, we hope that our readers will enjoy these timely updates of the most exciting topics, theories, fundamentals, techniques, and diverse applications in trust in HRI. Finally, on behalf of the Editorial Team at Elsevier, we would sincerely like to express our gratitude to our contributing authors for their professionalism as well as their valuable commitment to the success of this book.






Introduction: The evolution of trust in human-robot interaction

Joseph Lyonsa; Chang S. Namb, a Air Force Research Laboratory, Wright-Patterson Air Force Base, OH, United States, b Edward P. Fitts Department of Industrial and Systems Engineering, North Carolina State University, Raleigh, NC, United States


Robots are set to become a ubiquitous aspect of modern society. Potential applications of robotic systems include domains such as package delivery, disaster search and rescue, service, entertainment, and manual support for physical tasks. Robots truly have the potential to shape our social experience, however, one thing will dictate whether or not robots are successfully integrated into society, and that involves the construct of trust. For decades, science fiction has posed an intractable question to society—should humans trust robots? Dating back to the 1940s with Asimov’s Laws of robotics, humans have contemplated the downside of increased intelligence in the form of robotics. The laws of robotics were recently revised to better reflect contemporary robotics challenges and emphasize human-robot interaction versus just merely the robots (Murphy & Woods, 2009). The present book attempts to take a deep dive into the science of trust in the domain of human-robot interaction (HRI). We sought to gather the extant state of the art in the knowledge of trust in HRI and put it into an accessible venue for use by students, academics, engineers, and other scientists.

The first revised law of robotics states that robots should not be deployed without the human-robot system meeting the highest legal and professional standards of safety and ethics (Murphy & Woods, 2009). But what standards exist concerning trust in robots? Trust broadly represents one’s willingness to be vulnerable to others (Mayer, Davis, & Schoorman, 1995). Humans’ trust of robots will influence whether these systems are accepted to engage in social and task-based interactions with humans in various domains. Ultimately, trust in robots will shape how much humans rely on robots in various domains.

Why is the trust of robots an important research topic? First of all, our dependence on robots is only going to increase, and we need to ensure that this increased dependence is appropriate. Robots may be deployed in sensitive environments where they must be capable of interacting with the fragility of the elderly and possessing the physical and psychological affordance to be used in domains such as law enforcement and the military (Scheutz & Malle, 2017). Secondly, robots are becoming increasingly capable of supporting human task performance. At the surface, this sounds like a great development, as yes, robots have great potential to improve human lives. However, increased reliability comes at the price of higher potential complacency when the robots eventually fail (Lyons, 2013). In fact, in the domain of human-automation interaction, research has shown that more capable automation results in more catastrophic consequences when the system makes an error, relative to systems that have lower reliability (Onnasch, Wickens, Li, & Manzey, 2014). This is driven by humans placing too much trust in automation, an effect also prominent within HRI (Robinette, Li, Allen, Howard, & Wagner, 2016). Thus, we need to ensure that the trust that we, as humans, place on robots is appropriately calibrated. Thirdly, humans tend to ascribe intentionality to robotic systems (Thellman, Silvervarg, & Ziemke, 2017). Robots will be expected to respond to morally-contentious situations and they will be judged against social norms for such behaviors (Scheutz & Malle, 2017). This adds complexity because the appropriateness of a robot’s behavior in a moral dilemma will be dictated, in part, by social versus technical factors. Thus, understanding social norms and expectations, and designing robots to address these norms will be critical to their acceptance by the public. This is consistent with the second revised law of robotics, namely, that robots should respond to humans as appropriate for their roles (Murphy & Woods, 2009).

Finally, there is increased potential for robots to be placed in situations where they will need to make decisions that influence the safety and well-being of humans; one does not need to look long in the media for a story involving an accident including a semi-autonomous car. This is consistent with the third revised law of robotics, namely, that robots need to be designed in such a way as to promote the effective transfer of authority; specifically that a robot must be designed with situated autonomy to protect its existence as long as such protection provides smooth transfer of control to other agents consistent with the first and second laws (Murphy & Woods, 2009). Researchers have also begun to examine the human trust of robots in contexts where the robot is both capable and authorized to harm a human if needed (see Lyons et al., 2020). In this case, there may be situations where the robot may need to prioritize its own mission goals over those of another human. These are issues to be considered by contemporary robotics researchers including, but not limited to: how will robots handle situations where they must select among a set of sub-optimal courses of action—where harm is likely to occur to one or more humans, or the robots themselves? How are these decisions to be portrayed to the public, to robot designers, to robot testers, regulators, insurance companies?

While an exhaustive review of the human-robot trust literature is beyond the scope of this introductory chapter (but rather is the focus of this entire book) we seek to motivate the kinds of topics found within the book. In Hancock and colleagues’ (2011) meta-analysis of trust in robots, they found the presence of three classes of factors that shape trust in robots: robot factors, situational factors, and human factors. Robot factors such as reliability are fundamental to the trust of robots (Hancock et al., 2011). Robotic features such as their physical form and anthropomorphic features will also influence trust. Research has shown that anthropomorphism increases the trust of automation (Pak, Fink, Price, Bass, & Sturre, 2012). Humanness is a significant driver of what makes a human perceives an intelligent machine as a tool versus as a teammate (Kim, Kim, Lyons, & Nam, 2020; Lyons, Wynne, Mahoney, & Roebke, 2019). Robots designed to mimic male and female features also influence how humans interact with them (Ghazali, Ham, Barakova, & Markopoulos, 2018). Thus, form matters in HRI, but does the form promote the desired expectations and attitudes is uncertain.

Situational factors were defined by Hancock and colleagues (2011) as group composition, cultural factors, task complexity and type, and physical environment, to name a few. One relevant study demonstrated that when robots demonstrate awareness of their human partner, they are perceived as safer, more competent, and humans report greater confidence in interacting with them (Lasota & Shah, 2015). Robots that demonstrate empathy toward humans are liked more (Leite et al., 2013) and robots that convey self-sacrificial social intent are perceived as more trustworthy than those that state a self-interested motive (Lyons et al., 2020). Yet, despite robot and situational factors, not all humans react to robots in the same way. Hence, human factors (i.e., individual differences) matter in the context of HRI. Szalma and Taylor (2011) have examined the role of the Big-Five personality dimensions of trust in automation. Individual difference factors that could influence trust of robots include the Perfect Automation Schema (see Lyons & Guznov, 2019; Merritt, Unnerstall, Lee, & Huber, 2015), one’s complacency potential (see Merritt et al., 2019), and gender (Gallimore, Lyons, Vo, Mahoney, & Wynne, 2019). Throughout this book, some chapters focus on each aspect of human-robot trusts such as robot factors, situational factors, and human factors. We hope you enjoy the topic and that you find some useful information for your research and applications.
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Chapter 1: A multidimensional conception and measure of human-robot trust
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Abstract

Robots are increasingly used in social applications, which raise challenges regarding people's trust in robots. A modern conception of human-robot trust must go beyond the conventional notions of human-automation relations and better connect to the current understanding of human-human trust, without assuming that human-robot trust is identical. A review of the literature together with our recent empirical work suggests that trust is multidimensional, incorporating both performance aspects (central in the human-automation literature) and moral aspects (central in the human-human trust literature). A multidimensional conception can be applied to human-robot trust, even if only some of the dimensions will be relevant for any given interaction with a robot. In addition to proposing an integrative conception of trust, we offer a measurement instrument for public use: the Multidimensional Measure of Trust (MDMT). This measure captures two superordinate factors of trust (Performance trust, Moral trust) that each break into two subfacets (Reliable and Capable within Performance, and Sincere and Ethical within Moral). We are continuing to test this measure in follow-up research and encourage other researchers to join us in collectively validating it.
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You are standing in front of a robot, with your back to it. Your task is to let yourself fall backward, and the robot's task is to catch you. Would you trust the robot?

Commonly referred to as the “trust fall” exercise, this situation serves as a quintessential example of trust between two agents. The exercise hinges on the falling agent's expectation that the catching agent will not let them hit the ground. This expectation has two features: First, the falling agent needs to believe that the catching agent is capable of catching them before they hit the ground. Second, the falling agent needs to believe that the catching agent has the moral integrity and commitment to catch them and is sincere when promising to do so. The first idea is what we henceforth call “Performance trust,” while the second idea is what we call “Moral trust.” Performance trust refers to the trustor's confidence that the trustee is capable of completing a given task, while moral trust refers to the trustor's confidence that the trustee will choose the morally right action and not exploit the trustor's vulnerability. These two beliefs can diverge: We may be confident that another agent is capable of doing what benefits us but not be morally motivated to do so; or we may be confident of the other's moral commitment but not of their capacity to fulfill it. Thus, trust seems to have at least two conceptually independent dimensions.

Robots are beginning to offer benefits to humans in a range of settings, from schools to the workplace, and across a variety of application domains, from medical care to support in one's home. Robots have stepped out of their cages of isolation and safety precautions, where their primary contribution is to reliably complete repetitive physical tasks. Increasingly, robots are used in the world of social interaction, where their expected contribution is to assist and support people. But for robots to successfully fulfill roles in this social context of human-robot interaction, people must be willing to interact with these robots, entrust them with tasks that have socially beneficial results, and be confident that the robots are both capable of and committed to bringing about those results. Because trust is integral to social relationships, people will be inclined to trust robots with whom they interact. If robots are to succeed in these social interactions, we must first design robots that are worthy of human trust.

The concept of trust

Trust, in common usage, is an expectation that something good will happen—while also knowing that it might not happen. Hope also rests on an expectation of something good, but hope has a relatively low level of confidence (Bruininks & Malle, 2006) whereas trust carries a high level of confidence. The Oxford English Dictionary calls trust a “firm belief in the reliability, truth, or ability of someone or something” or the “confident expectation of something.” Collins COBUILD Advanced English Dictionary (which aims to specifically capture current use) also refers to a “firm belief or confidence in the honesty, integrity, reliability, justice, etc. of another person or thing.” We set aside here trust in “things” and focus on persons or agents—including robots. Our thesis may then be formulated this way: Trust's underlying expectation can be directed at multiple different properties that the other agent might have, and these properties make up multiple dimensions of trust. The dictionary entries mention ability, reliability, honesty, and integrity, and we will provide evidence that these are indeed four major dimensions of trust: one can trust someone who is reliable, capable, ethical, and sincere. We will review the literature on human-automation trust, human-human trust, and human-robot trust and will show that these four dimensions repeatedly appear in these literatures. In light of emerging data from our lab, we then suggest that a more complete model of trust needs to incorporate all four dimensions, and we offer an instrument that makes them conveniently measurable.

Trust in human-automation interaction

Work in the domain of automation emphasizes the performance of automated systems. Automation serves its purpose when a system can safely and efficiently perform a task that reduces a burden on human users. Many of these task domains have historically consisted of nonsocial tasks, often combined with system oversight by a human operator but little collaboration between humans and the system. A useful heuristic in thinking about whether or not to trust a system or an agent comes in the form of a basic question: “What do I worry about that would prevent me from interacting with this agent?” In the automation literature, such worry is tied to the performance of the system; and this worry can be alleviated, and allows for trust, if the system is capable of performing its task, and does so consistently (Schaefer, Chen, Szalma, & Hancock, 2016).

Sheridan and Parasuraman (2005) reviewed research in human-automation interaction and offered two sets of features of trust. One set comes from the system's lower-level reliability of performance, while the other comes from the system's higher-level ability. Ideally, trust in a system is grounded in an accurate conception of the system's ability and reliability; however, trust is not always appropriately calibrated. Parasuraman and Riley (1997) discussed multiple miscalibrations: misuse (overreliance on automation), disuse (underutilization of automation), and abuse (inappropriate application of automation). Based on previous research, Lee and See (2004) proposed that systems must be designed to help match users’ expectations to the system's actual performance capabilities. Calibrated trust is grounded in an accurate assessment of what a system can and cannot do—as well as why the system fails when it does.

Because errors reveal a system's performance quality, they have been a particular focus in human-automation work. For example, Madhavan, Wiegmann, and Lacson (2006) showed that trust in an automated decision aid declined when the user observed system errors. However, not all errors were treated the same way: when a system made errors on easy trials rather than difficult trials, users mistrusted the system far more. People potentially use task difficulty as a diagnostic indicator: failing to complete easy trials shows low ability.

In the absence of trust in a system, users will opt to not use it. Lee and Moray (1992) investigated the determinants that influence whether human operators will rely on a system performing a task, or opt for manual control in the task. They used an experimental task where human operators would choose between manual control or automatic control for operating a simulated semiautomatic pasteurization plant. The researchers found a tradeoff between human operators’ self-confidence and trust in the system, such that operators opted for automatic control when trust in the system exceeded self-confidence and opted for manual control when self-confidence exceeded trust in the system. Trusting a system involves accepting some kind of risk and believing that the system is able to limit that risk.

A recent review of 127 empirical studies on human trust in automation (Hoff & Bashir, 2015) identified numerous factors that affect trust, including culture, personality, task characteristics, workload, self-confidence, and more; but the object of the trust itself—the automation system—was described only in terms of its performance: its reliability, predictability, and error-proneness. In sum, in the literature on trust in automation, the primary focus is on appropriately matching a person's expectations for a system with information about the performance of the system. These systems are motiveless, and users are not concerned about being betrayed, exploited, or deceived by the system. Trust here is the expectation that a system will perform a task as intended and expected, and the only worries that arise concern the system's reliability and ability.

Trust in human-human interaction

As we move from the domain of human-automation trust into the domain of human-human trust, we can pose the same heuristic question: “What do I worry about that would prevent me from interacting with this agent?” Unlike the primary focus on performance trust in human-automation interaction, here the focus widens to include expectations of whether a human agent will act morally—what we refer to as moral trust. In situations of human-human trust, the question becomes whether a human agent will exploit another human's potential vulnerability—either unintentionally because of a lack of ability, or intentionally because of a lack of moral integrity.

It is instructive to imagine what a social community without trust would look like. People would not expect that another person would have their best interest in mind; instead, they would expect that others do what benefits them even when such actions exploit or harm others. Lack of trust is thus a reflection of a society without prosocial norms, without moral commitments. By contrast, in societies that have such commitments, trust is possible and has the power to enable and sustain cooperative behavior (e.g., Gambetta, 1988; Jones & George, 1998). Trust acts as a glue that enables people to live and work together without constant worry and threat of being exploited. In fact, such societies uphold a norm to trust other people (Dunning, Anderson, Schlosser, Ehlebracht, & Fetchenhauer, 2014), which places demands on those people to justify the trust they are granted—and makes violations of trust all the more salient.

Philosophical analyses typically treat trust as a three-part relation among a trustor, a trustee, and something that the trustor expects the trustee to do (Hardin, 2002) or to care for (Baier, 1986). The oft-cited conceptualization of trust by Mayer, Davis, and Schoorman (1995) has at its core a three-part relationship as well, but in addition to the trustor and a trustee, the authors focus on the role of risk. Integrating these elements, we can say that the trustor typically expects the trustee to act so as to avoid or reduce the trustor's risk in the situation. The object of this expectation (what the trustee is expected to do or be) corresponds to the notion of trustworthiness—a trustee's characteristics that either inspire or justify the trusting expectation: their ability, reliability, ethical integrity, and so on. The exact characteristics of trustworthiness, and thus the objects of trust expectations, are debated. Therefore, we review several of these proposals, ranging from few to many characteristics, and identify the common denominators. With those in hand, we can then examine the place of human-robot trust in the broader psychological landscape of trust.

Rotter (1967) conceptualized trust as “an expectancy…that the word, promise, verbal or written statement of another…can be relied upon” (p. 651). Rotter's proposal thus highlighted the trust expectation of sincerity (truthful words and standing by promises), which is confirmed by a closer look at the items in his interpersonal trust scale. Chun and Campbell (1974) conducted cluster and factor analyses on this scale, and in their results, we see the primary interpersonal facet of sincerity (honest, truthful). Selfish exploitation formed another factor, perhaps the opposite pole of what other authors call benevolence. Many of the other items in Rotter's scale referred to institutional trust and specifically to concerns about institutions being sincere and ethical (e.g., unbiased, not cheating). However, there is no mention of competence or reliability/predictability. The worries people have about others are cast here entirely in terms of morality.

Several authors who examined human-human trust, from sociology to management, highlighted competence and integrity as the major expectations (Kim, Dirks, & Cooper, 2009; Parsons, 1969). In Cook and Wall's (1980) conception, trust was organized into faith in the intentions of others (often labeled benevolence), and confidence in the ability and the reliability of others. However, when the authors measured trust in an organizational setting, these three aspects did not come apart. Barber (1983), in his analysis of the broader societal role of trust, distinguished between three trust expectations: persistence (predictability), competence, and moral duties (to have others’ interests in mind, which most authors call benevolence). Slovic, Flynn, Johnson, and Mertz (1993) asked ordinary citizens to express their trust or distrust in power plant management as a function of various behaviors by the management; the authors’ choice of such behaviors revealed their conception of trust as expectations about competence (e.g., being prepared for accidents) and about two moral dispositions that are often labeled benevolence (good motives) and sincerity/transparency (being truthful, providing access). However, no attempt was made to distinguish these expectations in measurement. Focusing on people's attitudes toward institutions, Carnevale's (1995, p. xi) definition of trust included reliability and competence as well three moral aspects: nonthreatening (benevolent), fair, and ethical. Caldwell and Clapham's (2003) proposal, tailored to organizations, included seven aspects of trustworthiness that can be divided broadly into competence (knowledge, ability), the responsibility to inform (transparency), and various moral or normative aspects (quality assurance, respect, legal compliance).

Gabarro (1978) conducted interviews with 4 company presidents and 33 subordinates over the span of 3 years. He extracted six objects of trust. While maintaining aspects of competence (skills and good judgments) and consistency (reliability, predictability), he differentiated the moral dimension into integrity (encompassing honesty and moral character), motives (benevolent motives, commitment), openness (defined as honesty, being straight, not hiding—aspects most other authors label sincerity), and discreetness (not violating confidence). Butler and Cantrell (1984) and Schindler and Thomas (1993) experimentally tested five of these characteristics (omitting discreetness, perhaps because it could be grouped under integrity) as determinants of overall trust judgments. Integrity and competence showed the most considerable impact, while consistency was weak, and openness had little to no impact.

Butler (1991) also interviewed managers and content-analyzed characteristics that the managers mentioned in describing trusted and mistrusted people. In subsequent scale development and iterated factor analyses, Butler postulated nine characteristics, but only six seem to directly capture trust: competence and consistency as the familiar performance aspects, as well as the moral characteristics of integrity, fairness/loyalty, discreetness, and promise fulfillment (the others were availability, receptivity, and openness). However, when examined in people's judgments, Butler's moral characteristics were very highly correlated (rs between .65 and .76), suggesting one large moral cluster. Competence was somewhat differentiated from these moral components (correlating with them in the .40s and .50s), while consistency more clearly set itself apart (correlating with all the other components in the .30s and .40s).

Despite differences among the various authors’ conceptions of human-human trust, we see that almost all of them support a multidimensional concept. Most authors assigned a prominent status to competence and reliability, mirroring the human-automation literature, but many added a moral dimension, with anywhere from one to four moral facets. Mayer et al. (1995) tried to integrate these variations and to consolidate them into the major characteristics of trustworthiness that sway a trustor. Against the background of 23 previous proposals, they derived three such characteristics: ability (including knowledge, expertise, competence), benevolence (a positive orientation toward the trustor), and integrity (adhering to moral principles shared with the trustor). Two omissions are noteworthy here. First, the authors excluded predictability from the conceptual space, mainly because they argued that reliability was not sufficient for trust. However, none of the individual characteristics are sufficient for trust, so reliability should not be discarded. Second, sincerity (common among many other models) was absent, not because of direct empirical evidence but because of the authors’ conceptual decisions in selecting and compiling characteristics of trust. Interestingly, McKnight, Cummings, and Chervany (1998) cited Mayer as the basis for their conception of trust expectations but worked with four dimensions, including competence (ability), predictability (added back in), honesty (rather than integrity, thus bringing sincerity back into the picture), and benevolence.

Nonetheless, a metaanalysis showed that Mayer et al.’s three-dimensional conception is successful in predicting trust states (overall willingness to accept vulnerability) from trust expectations (Colquitt, Scott, & LePine, 2007). The predictive correlations were in the .60s for each dimension, but the three dimensions were also correlated with each other between r = .62 and r = .68. Because reliability and sincerity were not included in the metaanalysis we do not know what their role would be in affecting subjective trust states.

A decade later, after yet more and varied proposals of conceptualizing trust, Burke, Sims, Lazzara, and Salas (2007) tabulated 27 such conceptualizations. We performed a frequency analysis of the most-used content words in these definitions (see Table 1) and found considerable common ground in what trust is: a dyadic relation in which one person accepts vulnerability because they expect that the other person's future action will be governed by certain characteristics. And though the specific characteristics (of trustworthiness) are rarely mentioned in the definitions, those that are mentioned include the by now familiar notions of ability, reliability, and a bundle of moral characteristics such as benevolence, honesty, and integrity.


Table 1

Frequency analysis of the words used in 27 definitions of trust (Burke et al., 2007).

	68
	Dyadic


	
	28
	Trustor, one, individual, person, party


	
	29
	Trustee, another one, other(s)


	
	11
	Relationship(s), interpersonal, interdependence, interactions, reciprocal, mutual


	32
	Accept vulnerability


	
	17
	Risk(s), vulnerable, vulnerability, damage, harmful, stake


	
	15
	Accept(ing), willing(ness)


	23
	Future action


	
	15
	Action(s), behavior, act, behave, behavioral, perform, fulfill(s)


	
	8
	Intent(ion), will


	19
	Expectation: Belief(s), believes, expectation(s), assumption, perceives, perception


	13
	Objects of trust


	
	6
	Benevolent(ly), helpful, concern, welfare


	
	3
	Honest, fairness, integrity


	
	2
	Reliability, predictable


	
	2
	Ability, competent


	12
	Other


	
	4
	Cognitive


	
	4
	Affective, emotions, feel


	
	2
	Possible, potential


	
	2
	Safety, security






Our review of dimensions of trust expectations in the literature is summarized in Table 2. Though not all assignments are clear-cut, the overall picture suggests that trust has two sides: a performance side, with facets of competence and reliability, and a moral side, with facets of sincerity, integrity, and benevolence. The importance of this moral dimension is what appears to differentiate trust between humans from trust in automation, and this difference is best explained by the significance of social interaction and risks involved in human-human relationships. The question now arises whether human-robot trust has anything like a moral dimension.


Table 2

Dimensions of trust expectations (characteristics of trustworthiness) in selected models.


	
	Performance
	Moral


	
	Competence
	Reliability
	Integrity
	Sincerity
	Benevolence


	Rotter (1967)
	
	
	
	✓
	


	Chun and Campbell (1974)
	
	
	✓
	✓
	✓


	Gabarro (1978)
	✓
	✓
	✓
	✓a
	✓b


	Parsons (1969)
	✓
	
	✓
	
	


	Cook and Wall (1980)
	✓
	✓
	
	
	✓


	Barber (1983)
	✓
	✓
	
	
	✓c


	Butler (1991)
	✓
	✓
	✓
	
	✓d


	Mayer et al. (1995)
	✓
	
	✓
	
	✓


	Slovic et al. (1993)
	✓
	
	
	✓
	✓


	Carnevale (1995)
	✓
	✓
	✓
	
	✓


	McKnight et al. (1998)
	✓
	✓
	✓e
	✓e
	✓


	Caldwell and Clapham (2003)
	✓
	
	✓
	
	✓


	Analysis of definitions in Burke et al. (2007)
	✓
	✓
	✓
	
	✓


	Kim et al. (2009)
	✓
	
	✓
	
	



a Calls it “openness” but explicates as honest, straight, and not hiding things—arguably elements of sincerity.

b Calls it “motives” and arguably refers to benevolent motives.

c Calls it “moral duties” (with a focus on having others’ interests in mind).

d Calls it “fairness/loyalty.”

e Call it “honesty,” which, according to premier dictionaries has both meanings of being sincere, truthful and having integrity, moral principles (though with a stronger emphasis on shades of sincerity).


Trust in human-robot interaction

Much of the extant work on human-robot trust focuses on the reliability and ability characteristics of robotic systems, so trust in intelligent robots is considered along the same factors seen in the broader human-automation literature (Yanco, Desai, Drury, & Steinfeld, 2016). For example, Hancock et al. (2011) conducted a metaanalysis of factors that prior research has identified as influencing trust in human-robot interaction. The authors collated 21 studies and found that factors related to the robot—specifically, robot performance (such as reliability)—had the strongest association with trust. Human-related factors (e.g., attitudes and comfort with robots) and environmental factors (e.g., culture and physical environment) contributed relatively less.

In a recent review, Lewis, Sycara, and Walker (2018) argued for a distinction between performance-based interactions between humans and robots and social-based interactions. This social focus points to some of the distinguishing features that set robots apart from automation. In particular, robots are being introduced into more and more social settings, projected to be social companions for older adults, tutors for children in schools, or assistants to people with health needs (Broadbent, Stafford, & MacDonald, 2009). Such contexts often involve an element of risk. Risk may arise from a robot moving around an older adult's house and accidentally knocking them to the ground, which is a traditional safety concern; but risk may also arise from a robot refusing to increase a person's pain medication because the decision authority cannot be reached, or from a robot unknowingly presenting incorrect information to a child. The latter situations involve social and moral norms and thus raise the question of moral trust in a robot. But do people actually treat robots as moral agents?

When asked to infer the mental capacities of robots, respondents are inclined to grant robots some capacity for moral decision-making (Malle, 2019; Weisman, Dweck, & Markman, 2017), and significantly more so the more humanlike the robot looks (Malle, Zhao, & Phillips, 2019). By contrast, people do not welcome moral decisions by cars and other machines if they lack humanlike mental capacities (Bigman & Gray, 2018). An increasing number of studies also show that people apply moral norms to AI and robotic agents and blame those agents when they violate the pertinent norms (Malle, Magar, & Scheutz, 2019; Malle, Scheutz, Arnold, Voiklis, & Cusimano, 2015; Shank & DeSanti, 2018). In a human-robot interaction study, too (Kahn et al., 2012), a majority of people thought of the robot as morally accountable for a specific transgressive behavior. If people treat robots as capable of moral decision making, then there is room for developing trust in robots if they are sincere, ethical, and benevolent—and to lose trust if they are not.

A series of studies investigated whether people recognize a robot's attempt to cheat in a game of rock-paper-scissors by changing its gesture or in a game of Battleship by lying about a ship's position; and people did recognize those violations (Short, Hart, Vu, & Scassellati, 2010; Ullman, Leite, Phillips, Kim-Cohen, & Scassellati, 2014). Such recognition, rather than the belief that the robot was simply malfunctioning, may reveal that people saw the robot as being unethical or insincere. Indeed, Wijnen, Coenen, and Grzyb (2017) showed that a lying robot (diverting blame to a human for a negative act the robot committed) was trusted less in a behavioral trust game than an honest robot.

For people to gain or lose moral trust in a robot, the robot does not have to be a genuine moral agent. Even when the designer is really the one who is insincere and untrustworthy, the human interacting with the robot may well direct their trust and disappointment at the robot. And what holds for sincerity could in principle hold for benevolence and integrity as well, though these two characteristics demand more behavioral evidence from a robot.

Evidence for ethical integrity would be seen in following moral norms and principles: for example, being fair, nondiscriminatory, cooperative, and respectful (Kuipers, 2018; Malle & Scheutz, 2019). Especially when robots are taking on a broader range of roles (e.g., as educators or health care providers; Broadbent et al., 2009), the norms associated with these roles must be made explicit and the robot must be equipped to comply with them. To build robots that guide their behavior by adhering to social and moral norms is still a significant challenge given the current state of the art in robotics (Malle, Bello, & Scheutz, 2019); but even just seeing a robot try to follow norms is likely to instill a considerable amount of trust in people.

Benevolence requires putting one's own interests behind others’ interests, rather than selfishly benefitting while others incur costs. Even when robots are not designed to be selfish, they will sometimes pursue goals that run counter to people's interests—such as when a robot hinders or inconveniences someone or is unable to meet a request. In some cases, a robot's built-in goals may purposefully circumvent people's interests or values—such as when a robot tries to coax people into buying something or revealing private information (Calo, 2011; Hartzog, 2015). Such behaviors are often disguised and therefore insincere as well, suggesting an overall lack of ethical standards.

Even if current robots have only minimal moral capacities, their ever-widening roles in society, their routine spoken communication, and their often humanoid looks will (and perhaps already do) prompt people to treat them as social and moral agents (Coeckelbergh, 2012). Robots are machines, evaluated for their performance, but increasingly they are also social agents, evaluated for their potential to cause harm. In a context of vulnerability, people are likely to consider a robot's moral characteristics of trustworthiness, such as sincerity and integrity. We must, therefore, measure these moral characteristics along with the familiar characteristics of ability and reliability. What measurement tools are available to assess these multidimensional layers of human-robot trust?

Measuring human-robot trust

Hancock et al. (2011) noted that there is a scarcity of validated measures with which to evaluate human-robot trust consistently across experimental designs, which makes the phenomenon difficult to study and compare across studies, labs, and domains. This echoes the call by Steinfeld et al. (2006) for a singular toolkit of human-robot interaction metrics that includes trust.

A discussion of measuring human-robot trust must first address the distinction between trust as a subjective state and trust as a choice or action (Kee & Knox, 1970). Although often trust becomes apparent to the outside observer only when an agent makes a choice that embraces some risk, such a choice is ultimately the product of an internal state of trust that is translated into action. Mayer et al. (1995) similarly distinguished between the willingness to accept one's vulnerability and the action of taking a risk. These two aspects, the subjective-internal and the public-behavioral, can be measured separately and are predictably related (Colquitt et al., 2007). However, a risk-taking choice is not always grounded (solely) in subjective trust. Imagine a forced choice to rely on one of two people—relying on Agent A is not necessarily indicative of trust in Agent A, but it could be due to a much greater benefit one stands to gain from choosing Agent A or a fear of Agent B. Thus, even though the act of risk-taking is often an important consequence of trust, trust itself is more closely captured by an internal state (Lewis et al., 2018). Obviously, internal states cannot be measured directly but are themselves operationalized by verbal reports, nonverbal expressions, and the like.

In the human-human domain, this internal state of trust consists of an acceptance of one's vulnerability and of expectations that the other's characteristics warrant this acceptance. These expectations, we have seen, are multidimensional and include at least performance characteristics (ability, reliability) and one or more moral characteristics (e.g., sincerity, integrity, benevolence). The measurement tools currently available for human-robot trust vary in how much they consider moral trust and performance trust factors, but they are heavily skewed toward the latter.

Schaefer (2013) offered one of the more comprehensive developments of a trust measure. Across 6 experiments, Schaefer developed a 40-item trust scale to assess the 3 antecedents of human trust in robots considered by Hancock et al. (2011): features of the robot, the human, and the environment. In addition, a 14-item scale focused specifically on trust expectations: characteristics that make the robot trustworthy. Of these 14 items, 11 reflect dimensions of performance (e.g., function successfully, act consistently) while 3 relate to social aspects (provide appropriate information, communicate with people). No item in the short form directly invokes the moral dimensions, but a few items in the longer 40-item scale refer to open and truthful communication (i.e., sincerity), and one item mentions protecting people. Similarly, Yagoda and Gillan (2012) proposed a scale for human-robot interaction in teams that identifies various system features (e.g., sensor data, effectors, interface), all evaluated with the words consistent, dependable, and reliable (and a few with the words understandable, accessible), but without reference to moral aspects.

Madsen and Gregor (2000) developed a trust measure for human-computer interaction that contains 25 items covering five content domains: perceived reliability, perceived technical competence, perceived understandability, faith (in a system's advice and solutions), and personal attachment (to a system). The items in these domains juxtapose subjective experiences (being attached to and understanding the system) with familiar trust expectations regarding ability and reliability (e.g., “The system makes use of all the knowledge and information available to it to produce its solution to the problem”; “The system responds the same way under the same conditions at different times”). The authors did not numerically compare the fit of various factor structures but favored a two-factor solution in which understandability dominated the second factor and virtually all ability and reliability items (along with attachment) hung together in the first factor. No aspects of moral trust were included.

Not all scales are limited to performance measurement. Jian, Bisantz, and Drury (2000) used a bottom-up approach to examine the semantic field of trust-related expressions. After examining a considerable number of such expressions, the authors arrived at a 12-item scale. Three items capture expectations of reliability (confident in, dependable, reliable), two items capture competence (provides security, harmful outcomes), and four items capture moral characteristics—one representing trustworthiness (integrity) and three representing its absence (deceptive, underhanded, suspicious of intent). However, a subsequent confirmatory factor analysis did not uncover separation between any of these dimensions, only between distrust-related and trust-related items (Spain, Bustamante, & Bliss, 2008).

We have by no means considered all extant measures of human-robot trust. But it is clear that the large majority does not consider moral aspects, and no specific trust measure appears to exist that reliably captures one or more moral aspects in human-robot interaction. Given the growing similarities between human-robot and human-human relations, there is a need to address the moral aspects of people's trust in robots above and beyond performance aspects. We should not assume that these aspects hold for all robots, but they may hold for some of them; and for those robots, a proper measurement tool must be available. Moreover, as ethical requirements for robot behavior increase (Arkin, Ulam, & Wagner, 2012; Malle & Scheutz, 2014, 2019; Wallach & Allen, 2008), measuring the moral dimension of trust is key to evaluating the success of designing such ethical robots. We now introduce our initial steps of developing a measurement tool for performance and moral trust that can be used in both human-human and human-robot situations.

A multidimensional conception and measurement of trust

Our review of the human-human trust literature indicated reasonable consensus that trust can be defined as follows:

	Trust = a dyadic relation in which one person accepts vulnerability because they expect that the other person's future action will have certain characteristics; these characteristics include some mix of performance (ability, reliability) and/or morality (honesty, integrity, and benevolence).


We take this definition as our starting point to introduce a Multidimensional Measure of Trust. We believe that the subjective state of trusting (accepting vulnerability) cannot easily be divorced from the trust expectations regarding the other's capability, reliability, and morality; instead, the subjective state is typically directed at one or more of these characteristics. That is, when people say, “X trusts Y,” they (implicitly or explicitly) refer to X trusting that Y is capable of and/or reliable in performing a certain action and/or sincere when uttering a statement (e.g., promise, information offer) and/or has the moral integrity not to exploit or otherwise harm X. Measuring these focal characteristics of trust expectations lies at the heart of our proposed instrument. At the same time, we encourage researchers to present a separate overall question of subjective trust (e.g., Mayer & Davis, 1999), and this question may have additional predictive validity for certain ensuing beliefs or behaviors (Colquitt et al., 2007).

Trust words in semantic space

We started our investigation of multidimensional trust by conceptually mapping out the space within which people think about trust, independent of whether it is trust in people, institutions, or robots (Ullman & Malle, 2018). Initially we considered two candidate dimensions of this space: trusting that an agent is capable of completing a task (“capacity trust”) and trusting that an agent will not place another at risk (“personal trust”). We collected 62 words from dictionaries, the trust literature, and published trust measures and asked participants (recruited via Amazon Mechanical Turk) to indicate where each word fell on a slider scale from “more similar to capacity trust” to “more similar to personal trust” (defined as above). These original items can be viewed in a supplementary document available on our lab website (http://research.clps.brown.edu/SocCogSci/Measures/index.html). Whereas many previous measures consist of sentences related to trust, we opted for simplicity in this task and used single words or very short phrases. We then engaged in an iterative process of Principal Components Analysis (PCA) and item analysis and arrived at 32 items distributed over four components, which we represented by the labels Reliable (7 items), Capable (8 items), Sincere (6 items), and Ethical (11 items). Given that we had asked people to rate words only on the single capacity-personal variable, the conceptual structure that emerged was surprising, as these components were strikingly similar to the trust expectations identified by our review of human-automation trust models (Reliable and Capable) and human-human trust models (Sincere and Ethical). Additional item analysis allowed us to shorten each cluster to five items, yielding four initial subscales of trust: Reliable (count on, depend on, reliable, faith in, confide in, α = .72), Capable (capable, diligent, rigorous, accurate, meticulous, α = .88), Sincere (sincere, genuine, truthful, benevolent, authentic, α = .84), and Ethical (honest, principled, reputable, respectable, scrupulous, α = .87). The intercorrelations among the four components revealed that Sincere and Ethical were related to each other (r = .46, p = .01), suggesting that “moral trust” encompasses two related facets.

Sorting trust words

We sought to replicate the 4 dimensions and their item clusters in a second study, employing a guided sorting task.
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