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‘The internet transformed our society. It brought us unexpected opportunities and risks in accessibility and connectivity. Now, AI marks an even greater societal shift. Whether you distrust or embrace AI, critical thinking about its ethical implications is essential. Noya’s “The Anomaly” offers a powerful starting point: the book clarifies what AI makes possible and the moral challenges at play, enabling you to take a well-founded stand.

This book encourages reflection and helps you navigate this technological quantum leap —indispensable for anyone who wants to consciously navigate the profound changes that affect us all.’

Michel Daenen, Sociologist


‘This book is genuinely thought-provoking and resonates deeply with my experience working with AI across different roles and positions. The author’s approach to presenting the material creates an excellent flow, it feels like healthy repetition of core elements but from varying perspectives, with constant reminders to keep questioning.

This active engagement helps throughout the Holistic Traceability Model learning curve, keeping you thinking critically until the very end. As I read, I found myself reflecting on my own AI projects, particularly around decision-making and solution implementation, trying to figure out how to apply HTM principles from the ground up since my project is still in its infancy.

The book effectively demonstrates that without following the presented model, we risk getting lost in complexity by moving too fast without allowing time for proper reflection — much like what happened with social media, which didn’t turn out to be ideal on its own. I can easily imagine recommending this as one of the first books someone should read when entering the AI space. It addresses something nobody thinks about, yet everyone should at least be aware of these fundamental considerations.’

Radion Barakov, Business Consultant & IT Professional
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Foreword

Artificial Intelligence (AI) is reshaping our world at breakneck speed. As the influence of AI influence deepens, ethical monitoring has shifted from being a luxury to an urgent imperative.

My journey into AI Ethics began with a simple intention: to inspire women contemplating a leap into technology. But as my research unfolded, I discovered something more profound – a responsibility to contribute a practical tool that could guide businesses and individuals through ethical challenges of AI.

In 2024, I completed academic research at two interconnected companies. While confidentiality agreements prevented me from publishing the raw findings, the insights were revelatory. I examined an AI system through the lens of Traceability, following the EU’s Ethics Guidelines for Trustworthy AI (2019) and the Assessment List (ALTAI) Framework (2020) Followed with the Law & Regulations by the AI-Act (2024). What I uncovered were significant gaps in AI Traceability. Gaps that existing literature had flagged but that remained unaddressed. This discovery drove me to dig further and eventually develop the Holistic Traceability Model (HTM).

With this book I unveil the HTM, based on my research and outcome, while demonstrating how it can empower non-technical stakeholders and companies to build Ethical AI systems to shape the future with AI. It advocates for the inclusion of non-technical voices in AI decision-making, to ensure that ethical considerations are not bulldozed by technical complexity or economic pressure. It also assists companies’ AI Design and Development Team in Communication with non-technical people.

I’ve written this for business leaders, policymakers, legal professionals, compliance officers, researchers, educators, and anyone whose life intersects with AI. My mission is to create a clear bridge between technical AI development and ethical monitoring.

The launch of GenAI and ChatGPT in 2022 marked a societal inflection point where AI went mainstream overnight. AI Ethics transformed from a specialized concern into a global conversation that desperately needs more voices advocating for responsible development.

AI innovation races forward, often prioritizing profit over ethical guardrails. Companies charge ahead, sometimes blind to risks like bias, Accountability gaps, and fairness violations. I envision a different future, one where users, regulators, business leaders, and developers unite to demand AI systems built with Human-Centric reasoning.

This book represents my contribution to that vision. Written in accessible language, it challenges companies and development teams to pause and embrace a more ethical, balanced approach. It also challenges AI-users to learn how to contribute their share in the development of a Beter Human Centric AI.


Introduction 

When an AI system makes a life-changing decision, for example, approving a loan, diagnosing a disease, or determining a prison sentence, and no one can explain why, we face a critical problem that demands immediate attention.

But before we explore solutions, let me show you what inspired this book.

[image: image] a 7-page marketing e-mail generated by AI

On June 30, 2025, at 9:47 am, I opened my work e-mail inbox to find seven pages of AI-generated nonsense masquerading as professional Communication. What started as mild annoyance quickly became fascination –a perfect case study had landed directly in my inbox, illustrating everything wrong with how we are implementing AI in business today.

This wasn’t just another bad sales e-mail. It was a window into a much larger problem reflecting how companies and employees and perhaps our entire society are being overwhelmed by the current AI-hype. We’re witnessing a global business pandemic, but unlike COVID-19, seemingly this one is positive because it’s about AI. Yet I can’t shake the feeling that in a few years, I might be thinking “I warned you” as we finally see the dark side that the majority, blinded by the bright promises of Artificial Intelligence, currently ignores.

Don’t get me wrong – I’m genuinely excited that we have AI to assist us with many tasks and make our lives easier. But with this power comes the responsibility to understand, get educated, help others, make the right choices, and act accordingly.

That is exactly why I decided to dissect this random, poorly instructed AI-generated e-mail that arrived in my inbox for no good reason and use it as a central case study for this book.

The goal isn’t to demonize AI or the person from a company that sent this e-mail, but rather to use this real-world example as a learning opportunity. Every organization that implements AI will face similar pressures and challenges.

The question is whether we’ll learn from examples like this one or repeat the same mistakes on an even larger scale. Welcome to the perfect storm of business pressure versus Ethics and more importantly, welcome to the conversation about how we can weather that storm together.

My Quick 2-cent Analysis

• Mail is long! 7-page A4 format.

• Approach lacks engagement. i.e. it’s not human.

• Sentences in gibberish make no sense.

• Missing context, a ChatGPT layout.

• Jumping from topic to topic without connection or explanation, e.g. from Strategy, Infra-IT, Business goals, to Data-Cyber security – lack of Communication.

Conclusion: A great example of bad usage of GenAI.

This e-mail became more than an annoyance; it became a perfect teaching tool! And, throughout this book, I am returning to it, repeatedly, at each part, using it to illustrate different aspects of AI Ethics, Governance, and Traceability.

You will find in Chapters 1 to 4 this case viewed through different lenses: Ethics, Transparency, traceability, and implementation. The Conclusions and practical guidance for companies, society, and individuals is on Chapter 5.

Think of it as our case study, our cautionary tale, and our call to action.

But just before we dive into the analysis and you continue with reading this book, I suggest you read the full 7 pages e-mail, with anonymized details for privacy reasons, to inform you with the details. The navigation details to the Book Bonus you find at the end of this and at all chapters.


Book Bonus: the original 7-Pages Marketing e-mail and the Anecdote Serie
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So now, after reading the full e-mail we can start enjoying this journey together. Now you know the details and can form your own perspective as we examine what went wrong – and how AI can do better.

A note about the title of this book “The Anomaly” which has a dual meaning: it means something different, abnormal, peculiar, or not easily classified. But it can also mean deviation from the common rule – an irregularity.

Both descriptions fit perfectly when discussing AI Design, Development, Traceability, and Ethics.

If you think about the 7 pages e-mail, the title in a bizarre way describes what humanity must have in AI development, meaning: people willing to be “The Anomaly”, the ones who pause to ask “should we?” before “can we?”

As AI revolutionizes industries and reshapes daily life, ethical development has become a necessity, not an option. The challenge lies in ensuring AI technologies are deployed responsibly, fairly, and transparently. This is where AI Ethics and Holistic Traceability become essential.

AI Ethics demands that systems align with human values, promoting fairness, Accountability, and Transparency. Yet many AI systems operate as black boxes, making it impossible to understand how decisions are made or who bears responsibility for their consequences.

Holistic Traceability addresses this gap by tracking AI’s decision-making process from design to deployment, ensuring actions remain explainable to both technical and non-technical stakeholders.

This book guides you through embedding ethical values into AI systems throughout their lifecycle: from initial design through everyday deployment. You’ll discover why traditional Transparency methods fall short, how businesses can navigate evolving regulations, and how innovators can balance technological progress with ethical responsibility.

Most importantly, you’ll gain a practical Framework for integrating Holistic Traceability into AI Governance strategy. Ultimately, you’ll not only understand AI Ethics and Traceability but possess tools to start implementing them, guaranteeing AI systems that are innovative, ethical, and responsible.

This book invites you on a journey of discovery, actions and insight. A journey.

Along the way, you’ll find Book Bonuses, curated extras, informing you about the content.

At the end of each chapter, You will notice the QR- Code & the URL instructions that will take you directly to the Publications section to find your specific Bonus.
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Enjoy the adventure!

Noya Nachmany, MSc 
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In this Chapter the focus of the anecdote is on why Ethics matter when designing AI. It uses the 7-page e-mail as an example of AI that is technically functional but ethically problematic – showing how focusing only on capabilities (speed, personalization, buzzwords), without considering human impact, creates systems that work technically but fail meaningfully. The anecdote connects to my analysis of the mechanical, illogical writing while emphasizing the fundamental need for Ethical considerations in AI Design.

 

[image: image] the 7-Page E-mail: The Mirror Moment

This e-mail that landed in my inbox wasn’t just poorly written; it was a perfect reflection of how we think about AI itself. Here was Artificial Intelligence trying to sound human while completely failing to understand what humans actually want: genuine connection, relevant information, respectful Communication. Instead, it delivered mechanical sentences that jumped from data security to business infrastructure without any logical flow, like a sophisticated auto-complete feature pretending to have thoughts.

This illustrates exactly why Ethics matter when designing AI systems. It is likely that the people who built the tool that generated this e-mail focused on technical capabilities, i.e. Can it write e-mails quickly? Can it include industry buzzwords? Can it personalize names and job titles? They probably never asked the deeper questions like: should it write e-mails that waste people’s time? Does it respect the recipient’s intelligence? Is it creating value or just noise?

When we design AI-without considering its impact on real people, we get exactly this – technology that’s technically functional but humanly useless. The e-mail worked perfectly from a technical point of view yet failed completely as a means of Communication. That’s the gap Ethics is meant to bridge ensuring our AI-systems don’t just work but works well for the people who encounter them.


1

How Does AI Work & Why Does Ethics Matter?

When we talk about Artificial Intelligence (AI), we should remember it is a tool we human have created. In this chapter, you’ll learn how AI functions as a system of interconnected models and why ethical considerations are essential from the outset. You’ll discover how incredibly fast AI processes data, how it mimics human perception, and increasingly makes decisions that shape our daily lives, often without us fully understanding how those decisions are made.

When we start with understanding AI, we should realize that we are talking about Models, Systems, and Capabilities. An AI Model is like a single AI brain. When you connect multiple models together, they form a System in which each model handles different task (s). These models process information incredibly fast and are programmed to copy humans’ approach to thinking and perceiving. AI can understand language, voice, images, and sounds, making us feel like we interact with a human assistant.


Think of Artificial Intelligence like it is a car. An Analogy to Clarify AI Terminology:

• AI Concept: The idea of transportation (moving people or goods). The broad vision or idea behind AI development. For instance, “AI should be ethical and fair.”

• AI Type: The type of vehicle (bicycle, car, airplane) based on its capabilities. Describes the capability or intelligence level of AI, such as Reactive AI, Narrow AI, or General AI.

• AI Domain: The use case or environment (on-road, off-road, air, water). The field or application area where AI is applied, such as NLP, Computer Vision, or Robotics.

• AI System: The complete car, with all its components working together to move people. A functional product or solution that uses AI to achieve a practical purpose, combining various technologies (e.g., autonomous cars, virtual assistants).

• AI Model: The engine (or a specific part of the car) that powers the system to function. The core algorithm or mathematical representation that powers an AI system, such as GPT for text or YOLO for object detection.



[image: image]

With GenAI models like ChatGPT, Gemini, and Claude, many people no longer distinguish between surfing for information on a search engine like Google or asking an AI for assistance on a certain subject. Basically, we become dependent and stop thinking for ourselves; we no longer make and evaluations by independently reading and understanding. These AI systems are made accessible to all people, even those without technical knowledge, simply by prompting and automation. When interacting through prompts: a written or voice command/request, it reaches a new level.

A GenAI known as LLM, which stands for Large Language Model (or a small model with sLLM), can take charge of entire processes or specific tasks by connecting to tools like calculators, e-mail, calendars, or on a bigger scale connecting to platforms through an Application Programming Interface (API) and virtually any software you can imagine. The goal is simple: make life easier so we can focus on what truly matters.

[image: image]“Artificial Intelligence is a sophisticated technology that enables computers to learn, adapt, connect pieces of information and make decisions by recognizing patterns in the data faster and beyond human capability.”

Noya Nachmany, 2022

The Black Box Challenge

Here’s where things get complex: many AI systems operate as “Black Boxes”, making decisions through processes that are opaque and difficult to understand, even for their creators. This presents a critical challenge because AI increasingly acts as a gatekeeper in crucial life decisions. Read the following example to understand what I mean.

[image: image] The Invisible Bias in Job Screening

Maria, a qualified software developer, applies for jobs through a popular online platform but gets no response despite having the perfect qualifications. Unknown to her, an AI screening system filters her out before any human sees her resume. The AI was trained on biased historical hiring data and learned to favor certain university backgrounds and name patterns, automatically excluding candidates like Maria.

She never knew that no human reviewed her application or that the decision-making process was unexplainable and unappealable. Months of algorithmic rejection eroded her confidence and depleted her finances, all due to invisible bias she couldn’t see or challenge.

Real-World Impact Examples like this are ubiquitous these days.
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and societal expectations
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